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Abstract. Recent commercial virtual reality shows have become very demand-
ing in terms of interactive credibility and visual realism. In an effort to push 
further the immersive quality and the sense of 'being there' in the most recent 
VR production of the Foundation of the Hellenic World “A Walk through An-
cient Olympia”, the user, apart from virtually visiting the historical site, be-
comes an interacting part of the edutainment activity. Described in this paper is 
a new script-controlled generic dynamics system devised for heavy interactive 
VR applications and used in the above commercial production, which utilises 
the notion of force-fields and also simulates aerodynamic effects in a real-time, 
computationally efficient manner. The impact of the interactive dynamics sys-
tem on the usability and virtual presence is also discussed, in the context of a 
fully immersive stereoscopic surround-screen virtual reality environment and a 
role-playing interactive show. 
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1   Introduction 

Virtual reality is in essence the art of illusion of simulating a fake environment where 
the spectator is immersed and detached from reality as effectively as possible, no 
matter the technical means to achieve this. Two important factors that set virtual real-
ity apart from other content presentation methods is the ability to perceive the com-
puter-generated environment as being part of it and not as a remote spectator and its 
free-style interactive quality. To this end, real-time stereoscopic visualisation of life-
size proportions, smartly selected sound effects and sometimes, mechanical feedback 
project a convincing illusion to the spectator of the virtual reality show.  
The interaction mechanism is a more delicate issue, partly because a virtual set offers 
far more possibilities for experimentation, exploration and manipulation of three-
dimensional objects than a simple computer game and partly due to the role of interac-
tivity as a distraction from visual imperfections, owing to display hardware incapacity 
or real-time software limitations. It is true that hardware technology in spatial track-



ing, haptics, displays and graphics processing reaches new levels of perfection and 
speed every day, but at the same time, the demands of the spectators are increasing 
with equal or more rapid rates. Even nice computer graphics and stunning effects can 
loose their glitter once the user becomes accustomed to the virtual environment, so the 
virtual show has to be expertly directed to add more and more interactive elements as 
the story evolves. The reader should keep in mind that virtual reality graphics are 
much more simplistic in appearance than the photorealistic, pre-rendered visuals often 
encountered in movie or IMAX theatres. An immersive VR application has the proc-
essing cost of a conventional 3D shoot-em-up real-time game with large polygonal 
environments, multiplied by the number of displays involved in a multi-screen virtual 
environment, and all that doubled for stereoscopic vision. Therefore, interaction in a 
virtual reality system needs to be strengthened in every possible way to focus the in-
terest of the user on what can be performed and experienced and not on what can be 
purely visibly perceived. 

A typical virtual world is structured as a tree (scene-graph), with the root being a 
group node representing the world coordinate system along with the complete repre-
sentation of geometry, effects and interaction mechanisms. This group, as every other 
intermediate tree level, is further analysed in geometry, transformation, trigger or 
event processing node. A large VR scene-graph may contain many thousands of 
nodes, each one performing its simulation and visualisation cycle at each frame dis-
played and communicating with other nodes via direct calls or a delayed message 
passing paradigm (Fig. 1). 

 
Fig. 1. A typical scene-graph utilising dynamic simulation nodes in the EVS virtual reality 
engine. Dynamic objects are hooked on force fields and declared to local dynamic simulation 
nodes. Dynamic objects are controlled by the simulation nodes and the picking operations of 
the user simultaneously  



In this paper, an approximate rigid-body physical simulation system is presented, 
which is not very demanding in terms of computational cost, although it takes into 
account effects such as aerodynamic behaviour of moving objects. This dynamics 
system is targeted for heavy, distributed three-dimensional environments, such as the 
one constructed for the “Walk through Ancient Olympia” virtual reality show of the 
Foundation of the Hellenic World [4]. The contribution of this work is in the fast 
approximation of aerodynamic behaviour and the scripted event-based architecture of 
the physics engine. 

The article is structured as follows: Section 2 gives an insight on the role and com-
mon computational models of physical simulation for moving objects and explains the 
notion of force-fields. Section 3 discusses the integration of a dynamics system in the 
script-based, event-driven virtual reality engine of the Foundation of the Hellenic 
World (FHW) - EVS (Enhanced Visualisation System) [4], [8], the interaction mecha-
nism and the implications of multiprocessor or cluster platforms in the process. Fi-
nally, section 4 presents the case study of the “Walk through Ancient Olympia” com-
mercial production in the context of platform implementation, production constraints 
and quality of immersive experience. 

2   Physical Simulation 

In game engines, a number of visual effects and simulation reactions such as explo-
sions or vehicle steering response, as well as interactive actions like picking, throwing, 
or smashing props depends on an iterative computational approximation of the equa-
tion of motion for unconstrained or constrained objects. Objects would collide, drag, 
bounce off and exchange energy with other geometry. Even deformable or articlulated 
objects are modelled as networks of interlocked rigid bodies, softly (spring systems) 
or hardly (hinges and ball-point joints) constrained. Part of the process is the determi-
nation of the contact points between the moving geometry at each frame (collision 
detection) and the collision response as a reaction of the closed system (force genera-
tion and linear and rotation momentum modification) [3], [5]. Most physics engines 
(like HavocTM) rely on the Newtonian and Lagrangian models and respective motion 
equations. Newtonian dynamics are more suitable for the calculation of unconstrained 
motion of bodies, whereas the Lagrangian dynamics cover the constrained motion 
more effectively. The interested reader may refer to the excellent textbook by Eberly 
on rigid body kinematics and physical simulation for game engines [3], as further 
elaboration on the essentials of physical simulation are beyond the scope of this paper. 

For the purposes of our virtual reality engine, we have opted not to rely on one of 
the commercially available physics engines for various reasons. First, a full-featured 
physics engine consumes a good part of the processor time for the motion estimation. 
Processor time in virtual reality system is a much more limited resource than in a 
conventional game engine due to the higher and constant refresh rate of the stereo-
scopic display system and the need to sort, cull and render the geometry on multiple 
video outputs simultaneously. Second, the virtual reality thematic shows the engine is 
intended for, require the fast simulation of aerodynamic control of motion (both linear 



and rotational) under the non-negligible presence of air resistance, a feature, which is 
uncommon in most implemented engines as a generic procedure. 

2.1 Newtonian Dynamics 

The physics subsystem implemented in the EVS virtual reality engine uses dynamics 
based on Newton’s second law for unconstrained motion, an extensively studied mo-
tion model for rigid bodies and their response to collisions [4]. In brief, for a given 
time step dt, this model calculates the new position and rotation offsets of a rigid body 
based on the summation of the forces applied to its centre of mass and the position of 
the centre of mass in relation to the contact points – if any - of the object and the envi-
ronment: 
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In the above equation, m is the mass of the moving object, v  its linear velocity and 

w  is its angular velocity. The mass of a triangulated mesh is calculated indirectly 
from the mesh volume integral [7]. The skew matrix has the property 
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The linear offset dx  and the differential rotation matrix dR are the unknowns ob-
tained at each frame by solving equation (1) by integrating the velocity over the time 

lapsed from the previous frame and by estimating the sum of forces totF  at the centre 

of mass and the angular velocity from the total torque applied to the object. In terms 
of three-dimensional transformations expressed as homogeneous matrices, a moving 
object V under the influence of a number of forces, which is initially located at a point 
p  in space, is transformed at each frame as: 
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The concatenated matrix in Eq. 3 can be very easily updated because the rotational 
and the translational parts are well separated as sub-matrices of M. A dynamics-
enabled three-dimensional object is represented in the scene-graph as a fixed geomet-
rical mesh under a geometric transformation group which implements M(t+dt) (Fig. 
2). 



The above formation does not handle the effect of drift, both in the linear compo-
nent and rotational one, due to the resistance of air or other medium. The linear veloc-
ity can be simply dampened by a factor. The air resistance has a more complex effect 
on the rotation of an object, which is discussed in section 2.3.  

2.2 Force Fields 

In order for forces to be compatible with the scene-graph representation of the virtual 
world, in EVS they have been designed as ordinary leaf nodes of the scene hierarchy. 
This means that forces can be activated or deactivated, receive and post events, get 
scaled, rotated and moved like geometrical entities (Fig. 1). This last property is very 
useful when one needs to intuitively move a force in the virtual space or have a force 
field attached to an object (e.g. spherical force fields for collision avoidance). As will 
be discussed in the case study, a transformable force field representing a linear force 
has been used in conjunction with a linear gravitational field in order to define the 
movement of a projectile held by a moving hand (6-degrees-of-freedom tracked input 
device).  

The activation time of the force field defines the desired momentum and therefore 
the speed of the object. This way, throwing a projectile or pushing a box, becomes 
much more interactively involving than simply applying an impulse force for a prede-
termined time and allows for control of the dynamic response via the hand-help VR 
controller (analog joypad).  

2.3 Aerodynamics 

The rotational part of the aerodynamic correction slowly biases the object’s rotational 
matrix so that its primary axis becomes aligned with the current velocity vector at each 
point of the trajectory. This approximate solution is based on the observation that for 

 
 
Fig. 2. Internal structure of the dynamics simulation and dynamics-enabled object scene-graph 
nodes and data flow between them  



flat or elongated objects of nearly homogeneous material, their aerodynamic shape is 
associated with their principal axes. Objects moving through resistive media tend to 
minimise the area exposed to the current. In order to reduce this resistive flow, the 
primary axis of the object, which corresponds to the wider scattering of mass over the 
solid shape, needs to be aligned with the flow.   

In more detail, at initialisation time, the principal axes of an object are extracted 
from a random sampling of the object’s surface vertices and they correspond to the 
eigenvectors of the covariance matrix of the sample set (second order central mo-
ments) [6]. The largest (primary) axis is the eigenvector that corresponds to the largest 
eigenvalue (Fig. 3). At each frame, the differential rotation matrix of Eq. 3 is post-
multiplied by the correction matrix BiasR  before being applied to the geometry. BiasR  

is derived as follows: 
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where bias is the amount of aerodynamic influence, r  is the axis of rotation, 1a  is the 

transformed primary axis and normv  is the normalised velocity direction at time t. 

When objects travel a long way airborne, the above adjustment helps rectify the 
orientation of a lightweight object relative to its trajectory. 

3. Virtual Reality Engine Design 

The object-oriented design of the EVS virtual reality engine is based on the concept of 
the scene-graph and it utilises both a message-passing mechanism and direct control to 
communicate behaviours among the nodes and alter the state of the engine. From 
triggered events to static geometry and animations, all activity is handled via messages 

 
Fig. 3. Computation of the corrective rotation matrix based on the deviation θ of the primary 
geometry (mesh) axis from the velocity vector v  



that are received and dispatched from identically structured and interfaced nodes, each 
one of course performing a different task (Fig. 4). Control of the engine is not central-
ised, but instead dispersed among the nodes. This is a very convenient design decision 
in terms of engine operation because it disassociates the simulation and visualisation 
processes and allows the engine to run on various platform configurations, from a 
sequential, single-processor environment, to shared-memory or distributed platforms 
and clusters with replicated scene-graphs. In the later case, message communication 
between cluster nodes can be very limited due to the deterministic nature of the simu-
lation and the need to pass only tracking and time-signature data to the various 
autonomous nodes. 

The frame-cycle of a node typically consists of two phases, the application and the 
display phase (Fig. 4). The application phase is further broken down to a message 
processing stage, a pure simulation and data modification stage and a period for dis-
patching outbound notifications. Some nodes, like the dynamic simulation and the 
collision detection, which are time-critical processes, can directly affect the data of 
other nodes by calling their methods without passing messages, which may have a 
delayed effect (a few ms). 

In the case of the interactive dynamics nodes, sharing the burden among the nodes 
has the welcome effect of easily splitting the dynamics into smaller, independent dy-
namics clusters of interacting objects as separate nodes. This does not only make the 
computations and object reference faster, but it also allows for the dynamic loading 
and unloading of whole sub-trees of the scene-graph, without disturbing the individual 
dynamic simulations. At world design time, it is inherently easier to isolate the interac-
tive dynamics of a particular scene of the show and group it with the corresponding 
geometrical and action information, in a separate scene file, which can be loaded on 
the fly and executed upon an event-driven request. 
The interactive dynamics subsystem is organised as a number of active, dynamic simu-
lation nodes and a number of passive, dynamics objects (Fig. 1). A dynamics object 
consists internally of a transformation controlled by the dynamics simulation, a trans-
formation directly associated with the input device when the object is grabbed and the 
geometry of the object itself. Each dynamics object maintains a list of force fields that 

 
 
Fig. 4. Processor time distribution for each node on single display, stereoscopic system. This 
segmentation reflects the separation of the entire application into overlapping Application, 
Culling and Drawing processes. For a multi-view system, the Culling and Drawing processes 
are multiplied by the number of displays. 



it is currently attached to (Fig. 2). Hooking and unhooking a dynamics object from a 
forcefield is performed via appropriate messages.  

A dynamics simulation node keeps track of a number of dynamics object assigned 
by the scene description script to it. At each frame, it calculates the next position and 
orientation of the listed objects according to Eq. 3 and the force fields that the objects 
are hooked on and performs collision detection. If a collision is encountered between 
two objects, a collision event is generated and the trajectory collision response is 
calculated.  

In terms of software design, the dynamics simulation node is subclassed from a col-
lision detection node, augmented by motion estimation and collision response fea-
tures. Collision detection is based on the ColDet library [1], which uses object-aligned 
bounding box hierarchies for accelerated performance. The initial implementation has 
been extended to perform an iterative time step subdivision scheme with backtracking 
to accurately pinpoint a contact point.  

Here is included a script example according to the syntax of EVS world description 
language, which demonstrates the use of the dynamics system, the node structure and 
the notification-based mechanism: 
 
#EVS scene file description for kicking a ball. “Up” vector is +Z axis 
#An invisible leg controlled by the user (presumably the user’s leg), 
#kicks a ball, which is sent bouncing across a field. 
 
# Gravitational force, always enabled: 
forcelinear( name=”gravity”, direction = “0, 0, -1”, initstate=on) 
 
# Kick force, initially disabled and attached to a dummy object  
# that represents our leg. Node names are resolved after script parsing, 
# so declaration order is not critical. 
forcelinear( name=”kick”, direction = “0, 5, 0”, initstate=off, 
             duration = 0.5, #maximum force application time  
             attach = “dummy_leg”  
           ) 
# The invisible kicking foot, controlled by a tracker 
object( name=”dummy_leg”, file=crude_foot.obj, draw=false ) 
 
# Trigger at zero point and radius 100 to give control of leg to tracker 
usertrigger( sphere = ”0, 0, 0, 100”,  
             eventmessage=“enter, dummy_leg, attach all” 
           ) 
 
# The ball to kick. This is the only dynamics controllable object in 
this  
# simulation. The other objects are static and contribute only to 
# collision detection. Although the object is already hooked to gravity, 
# it does not move because of initial balance and friction. 
dynobject( name=”ball”, file=football.3ds, position = “10, 0, 0”,  
           density = 0.5, friction = 0.3, 
           hook=”kick”, hook=”gravity”  
         ) 
 
object( name=”playfield”, file=plane.3ds ) 
 
# The dynamic simulation node. It can take non-dynamic objects 
# as participating nodes as well, but cannot animate them 
dynamics( name=”sim_kick”,  
          collider=”dummy_leg”, collider=”playfield”, 



          collidee=”ball”, 
          eventmessage=”onimpact, kick, enable”, #apply external force    
          eventmessage=”onrelease, ball, unhook kick” 
        ) 

4. Implementation and Case Study 

The dynamics simulation system of EVS was designed with surround-screen projec-
tive viewing environments in mind. This is the reason why special care has been taken 
to conform the simulation and dynamic object node operation to the pipelined proc-
essing stages of a multi-display computing system. As mentioned above, a distinctive 
difference in the underlying software architecture between the EVS dynamics and the 
widely used physics engines is its decentralised nature and the local control of simula-
tion nodes, enabling an easy break-up of scene-graph hierarchies to smaller meaning-
ful declarations.  

Not surprisingly, the interactive dynamics system described is mostly used in the 
CAVE-like ReaCTor immersive environment of FHW. A CAVE [2] is an immersive 
stereoscopic display configuration, consisting of up to 6 projection walls that form a 
cube and completely surround the user. In the four-wall FHW CAVE, a maximum 
number of 10 visitors and a museum educator enter the immersive cube, all wearing 
stereo shutter glasses and the show is controlled by the guide via a 6-degrees-of-
freedom tracked joystick (wand). The museum educator also wares a hat with an at-
tached 6DOF sensor for the head position and orientation tracking. 

In the most recent VR production of FHW for the CAVE system, “A Walk through 
Ancient Olympia”, the user, apart from visiting the historical site, learns about the 
ancient games themselves by interacting with athletes in the ancient game of pentath-
lon, which then included a 200-meter sprint, discus and javelin throwing, long jump, 
wrestling. One of the challenges was to be able to actively participate in at least one of 
the games. Considering the difficulty to move in a CAVE when surrounded by specta-
tors, the logical decision was to implement such interaction for the discus and javelin 
throwing games, which are relatively static. Both games required that the user take 
hold of an object and send it flying through the scene, along the stadium, under the 
influence of forces in a controllable manner. The object would collide, bounce off and 
exchange energy with other geometry. Figure 5 shows the interactive javelin and dis-
cus throw games of the production, where the dynamics system was first introduced. 

The novel VR experience offered by the introduction of a completely physically in-
teractive and controllable part in the show has been more than welcome by the visi-
tors. Group after group of people of various ages that enter the CAVE since August 
2004, when this thematic show was launched, get excited about the interaction. Being 
able to actually handle and manoeuvre the life-sized projectiles and challenge the pre-
animated 3D characters in the games of discus and javelin throwing, has a great im-
pact on the immersive quality of the show. Of course, people ask when will they be 
able to interact with the wrestler one on one or run a race. Based on this practical 
experiment and the impressions the museum educators get from the visitors, a role-



playing model of interaction with alternating roles seems a definitely engrossing per-
spective in VR productions to come. 
 
Credits: The author would like to acknowledge the other EVS virtual reality engine 
development team members, Sakis Gaitatzes and Dimitrios Christopoulos, as well as 
the Foundation of the Hellenic World for supporting our creative work. 
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Fig. 5. Application of the interactive dynamics in the discus and javelin throwing games of the 
ancient pentathlon, a part of FHW VR experience “A Walk through Ancient Olympia” 


