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Abstract This work introduces a computational method for the recognition
of structural elements in architectural floor plans. The proposed method requires minimal user interaction and is capable of effectively analysing floor
plans in order to identify different types of structural elements in various notation styles. It employs feature extraction based on Haar kernels and PU
learning, in order to retrieve image regions, which are similar to a user-defined
query. Most importantly, apart from this user-defined query, the proposed
method is not dependent on learning from labelled samples. Therefore, there
is no need for laborious annotations to form large datasets in various notation
styles. The experimental evaluation has been performed on a publicly available and diverse dataset of floor plans. The results show that the proposed
method outperforms a state-of-the-art method, with respect to retrieval accuracy. Further experiments on additional floor plans of various notation styles,
demonstrate its general applicability.
Keywords Image analysis · PU learning · Architectural floor plans

1 Introduction
The development of computational tools for the analysis of architectural floor
plans and the recognition of structural elements, such as walls, is an emerging
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research area in document image processing, related to a number of applications in the architectural domain. These applications include re-utilisation
of previous designs, automatic take-offs, project cost analysis, 3D reconstruction and computer-assisted interior design. The design and implementation
of such computational tools pose several challenges: the large variability of
notation styles complicate the development of a generic approach. Moreover,
a floor plan often appears as a noisy and cluttered, non-vector image with
hand-drawn strokes and distortions. Furthermore, the analysis of floor plan
documents is hindered by the lack of large annotated datasets, encompassing various notation styles in order to enable supervised deep learning-based
recognition. Annotating such datasets require enormous manual effort.
In this work, we propose a computational method, which requires minimal
user interaction and is capable of efficiently analysing floor plans in order to
identify structural elements of various notation styles. The proposed method
employs feature extraction based on Haar kernels ([29]) and PU learning-based
([21], [8]) retrieval of image regions, which are similar to a user-defined query.
A crucial element of the proposed method is that, apart for this user-defined
query, it is not dependent on learning from labelled samples. Therefore, there
is no need for laborious annotations in order to form large datasets in various
notation styles.
The rest of the text is organised as follows: Sec. 2 presents related work, Sec.
3 describes the PU learning paradigm, Sec. 4 describes the proposed method,
Sec. 5 presents experimental results on a publicly available dataset, as well
as on floor plans of various notation styles, Sec. 6 discusses some limitations
of the proposed method, and Sec. 7 summarises the main conclusions of this
work.

2 Related Work
Several related works have been proposed, addressing floor plan reconstruction,
interpretation or retrieval.
Dosch et al. [11] introduced a floor plan 3D reconstruction method, which
processes scanned floor plans to identify walls, doors and windows, as well
as special symbols associated with staircases, pipes and bearing walls. The
authors admit that their method is specific to the kind of drawings they used
in that work. The 3D reconstruction method of Or et al. [22] depends on
manual deletion of symbols of objects unrelated to plan structure, such as
cupboards, sinks, etc. Their method is based on the generation of a set of
polygons using each polyline of the vectorised input image. Lu et al. [18] used
a CAD file format containing the actual non-distorted original polylines and
lines. They identify connections between T, X and L shapes to reconstruct
the structure. However, their approach has not been evaluated on challenging,
with respect to complexity, floor plans. Gerstweiler et al. [12] proposed a 3D
extraction method for structural elements, such as walls, doors and windows, in
the context of a VR application. These elements are recognised in 2D by means
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of a graph-based approach, which starts from window and door recognition
and processes potential walls that are directly connected to these elements.
The challenge for recognising door-less and window-less walls remains for this
approach, whereas the utilised graph depends on floor plan resolution and is
compatible with two formats (DXF and DWG).
Cherneff et al. [7] proposed an interpretation method aiming to extract
plan structure, i.e. walls, doors, windows, rooms and the associated spatial relations. Their method has a semantic and a structural part. The semantic part
represents the floor plan with building components as walls, doors, windows
and composite structures such as rooms. The structural part represents floor
plan geometry, including 2D spatial indexing of primitives. The main drawback
of their method is that they have assumed a rather limited predefined drawing
grammar. For example, they define walls as parallel segments that can have
windows or doors at the end, restricting interpretation choices. Ryall et al. [23]
proposed a semi-automatic method for finding regions in a machine-printed
floor plan image, using a proximity metric. This method is an extension of
the area-filling approach that is able to split rooms when there is a lack of
physical separation. Nevertheless, the method retrieves many false-positives,
such as tables, doors, and staircases. Macé et al. [19] search for parallel lines
extracted from contours, in order to identify walls, doors and windows. They
assign walls to very thick lines and detecting rooms by means of recursive
decomposition until convex regions are found. Their method requires manual
corrections and is limited to certain notation styles. Ahmed et al. [1] detect
lines of varying thickness, associating walls to thick and medium lines. They
further process thin lines by means of the SURF detector ([2]) to locate doors
and windows, as well as to extract rooms. This work is also limited to certain
notation styles. These works take into account some structural and semantic
information as they label rooms with their name. The resulting composition
is verified by using door and room position. Mewada et al. [20] used a-shape
for room shape extraction and a linear regression model for room type classification. Their method is evaluated by means of room detection accuracy
Another related area, which recently attracted interest, is floor plan structural retrieval. The works of Weber et al. [30] and Wessel et al. [31] are two
examples in this domain. In the case of the method of Weber et al. [30], the
query is a sketch drawn on-line by the user. The sketch is translated into a
graph enclosing the structure of the plan. The resulting graph is compared
with the graphs representing plans in a repository, using subgraph matching
algorithms. In the case of the method of Wessel et al. [31], the input is a polygon soup representing a 3D plan and vectorisation is not required. From this
polygon soup, the authors extract the structural polygons of each floor stage
by grouping the ones that are parallel to the floor at a determined height.
The rest are considered furniture. Then, the rooms, doors, and windows are
detected by cutting the horizontal plane of each floor. Finally, a graph is constructed where attributed nodes are rooms and attributed edges are room
connections, i.e. doors or windows. Based on this connectivity graph, efficient
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shape retrieval from an architectural database can be achieved. All these retrieval methods are notation-specific and require human intervention.
De las Heras et al. [14] presented an automatic method for plan segmentation and room detection. In the first stage of their method, a statistical, patchbased segmentation approach is applied to extract walls, doors and windows.
In the second stage, a structural approach is applied on the graphical entities
detected in the first stage to define an entity plane graph. Cycles detected in
the latter are associated with rooms. Still, this method requires a corpus of
groundtruthed documents for learning each notation.
Recently, methods based on deep neural networks (DNNs) have been proposed for interpretation or retrieval. Ziran and Marinai [35] employed a DNNbased architecture, originally designed for object detection, to recognise doors,
windows and furniture objects. Guo and Peng [13] used the VCGNet-16 architecture [24], which has been trained on ImageNet, and employed transfer
learning to analyse floor plans with respect to 6 labels: rectangle, square,
L-shape and irregular. Zeng et al. [33] presented another VCG16-based architecture to recognise room boundary features and room types. Yamasaki et
al. [32] employed convolutional neural networks (CNNs) for semantic segmentation of floor plan images, in order to derive a graph-based representation
of apartment structure. Dodge et al. [10] proposed a method for floor plan
analysis, which comprises wall boundaries extraction by means of fully convolutional networks (FCNs), CNNs for object detection and Google Vision API
for optical character recognition (OCR). Liu et al. [16] addressed the problem
of converting a rasterized floor plan into a vector graphics representation. As a
first stage, they employed a neural architecture to derive a set of junctions and
per-pixel semantic classification scores. As a second stage, they used integer
programming to aggregate these junctions into line or box primitives. Such
methods depend either on transfer learning, which involves several challenges,
or on tedious annotations of large datasets with sufficient variability, which
are not usually available in this area.

3 PU Learning
PU learning refers to learning from data either labelled as positive or unlabelled [3]. Each unlabelled sample could belong to the positive or negative
class. The need for such an approach arises in various contexts, when: 1) data
labelled as negative are not available, 2) training data contain a large number of false negatives, 3) data labelled as positive contain a large amount of
outliers [8]. Typical applications of PU learning include information retrieval
and gene ranking, when some data of interest have been identified and data
which are similar with respect to some property have to be retrieved from a
large pool of unlabelled data [21]. In the context of the proposed method, the
query region serves as the positive example, whereas the candidate RoIs of
each floor plan are unlabelled. Adopting PU learning: 1) enables minimal user
interaction, since it only requires defining a single ROI as a (positive) query, 2)
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bypasses the need for training along with the availability of labelled datasets,
3) increases ROI retrieval accuracy, as will be demonstrated in Subsec. 5.3 and
Table 2 .
PU learning provides a framework for developing learning-based methods,
which are not fully supervised, as is the case with learning from one-class data
and semi-supervised learning. It differs from the former in that it explicitly
incorporates unlabelled data into the learning process. It is similar to the latter
in that it specializes the standard semi-supervised setting, where typically
some labelled examples for all classes are available [3]. In the context of image
analysis, another related learning framework is weakly supervised learning
for pixel-wise semantic segmentation, starting from bounding box annotations
[25].
PU learning methods which are based on the so-called two-step learning
approach, first attempt to identify reliable negative examples in the unlabelled
set. The positive and the reliably identified negative examples are used for supervised learning by means of a standard classifier [21]. In the context of the
proposed method, such an approach is problematic because automatically determining reliable negative examples leads to the selection of RoIs, which are
highly dissimilar to the query regions. This leaves a rather ’grey’ area in the
case of RoIs which are negatives but less dissimilar with the query region, effectively deteriorating retrieval accuracy. In our preliminary experiments, we
have not identified a satisfactory balance between the reliability of automatically determined negative examples and the resulting retrieval accuracy.
Another approach for PU learning, which is adopted in this work, involves
biased learning: learning is performed using the available positive and unlabelled samples, possibly after rebalancing the misclassification costs associated
with the two classes, so as to account for the asymmetry of the problem [21].
The biased PU learning algorithm employed is inspired by the bagging SVMbased scheme of Mordelet and Vert [21], as well as by the variant introduced
by Claesen et al. [8], and is detailed in Subs. 4.4. It should be remarked that in
the context of the proposed method, no learning from labelled data is required,
apart from a single, user-defined positive RoI.

4 Method
The proposed method processes each floor plan as a single-channel grey-scale
image. No pre-processing, such as binarisation, smoothing or resizing, is applied on the initial image. The method consists of four main stages: 1) userdefined query selection and automatic query adaptation, 2) selection of RoIs,
3) feature extraction based on Haar kernels, 4) PU learning-based retrieval of
similar regions. These steps are described in detail in the rest of the section.
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Fig. 1 User-defined query selection and adaptation: (a) user-defined query, (b) bounding
box of the convex hull, (c) adapted bounding box.

(a)

(b)
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Fig. 2 Discarding uninformative regions: (a) example floor plan, (b) floor plan after skeletonisation, (c) maintained regions (coloured) after discarding uninformative regions (either
fully white or fully black).

4.1 User-defined query selection and query adaptation
Query selection As a query, the user selects a template region within the input
image, representing the wall type to be matched (Fig. 1a). There are no strict
requirements for the query size. Still, it is assumed that the query covers a
wall part, without side objects accidentally selected.

Query adaptation User-defined query selection is followed by automatic query
adaptation. Initially, the query bounding box (Fig. 1a) is reshaped to fit the
convex hull of the selected wall part, which has w × h size (Fig. 1b). The reshaped bounding box is adapted, so as to allow a small margin e for capturing
background. This margin depends on the smallest dimension, and is equal to
e = min{w, h} × m, where m is a constant multiplier (Subsec. 5.2). Figure 1c
illustrates the adapted bounding box, where it is assumed that w=min{w,h}.
Using equally sized rectangles, regions of interest (RoIs) are extracted across
the image, with a stride s. The adapted query will serve as the only true positive sample in subsequent stages in order to explore for other similar RoIs
(Subsec. 4.2). Such RoIs will further contribute to the final classification inference (Subsec. 4.4).
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Fig. 3 Discarding highly dissimilar regions: (a) RoI expansion, (b) minimum area rectangle
of RoI, (c) aligned minimum enclosing rectangle of RoI, (d) restored RoI (tree root), rotated
RoIs (middle tree layer), flipped versions of rotated RoIs as well as user-defined query
outlined in green (bottom tree layer).

4.2 RoI selection
Discarding uninformative regions (optional) RoI extraction with a minimum
stride can induce performance overhead and be memory consuming for high
resolution images. Starting from this consideration, an optional step applied
in such inputs involves automatically discarding uninformative image regions.
Such regions comprise either only white or only black coloured pixels (Fig. 2).
In addition, aiming to discard nearly empty (almost fully white) regions, a
sequence of morphological opening processing operations is applied, resulting
in a skeletonised version of the floor plan (Fig. 2b). Each region is either discarded or maintained based on its content in the skeletonised version (Fig. 2c).
It should be noted that the latter is only used in this step and subsequent steps
are based on the original floor plan. This step is elementary and no drastically
different alternatives could be considered.
Discarding highly dissimilar regions A preliminary step of assessment of the
similarity between all remaining RoIs and the adapted query is performed,
using the intersection over union (IoU). All RoIs with IoU below a threshold
t1 are discarded. This step is aimed at discarding highly dissimilar regions to
enhance subsequent processing stages. Initially, RoIs are expanded by some
small margin f in order to retain pixel-level detail (Fig. 3a). The minimum
area rectangle [28] of each expanded RoI is considered (Fig. 3b) and aligned
with the closest primary axis (Fig. 3c). After this rotation, RoIs are restored
to the query size (outlined with green in Fig. 3d). Each restored RoI is rotated,
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either horizontally or vertically (middle layer in the tree of Fig. 3d) and the
three flipped versions of each rotated RoI (2 × 3 RoIs in total, illustrated
in the bottom layer of the tree in Fig. 3d) are derived. The IoU between
each flipped RoI version and the adapted query is measured and the flipped
RoI version with the highest IoU is selected. The IoU of the latter version is
compared against t1 . It should be remarked that some pairs of flipped RoIs in
the bottom layer are similar but are not identical. The choice of this thresholdbased approach is justified by the low sensitivity to the exact threshold value
(see Subsec. 5.2). Using other similarity metrics has not lead to noticeable
differences, whereas using more sophisticated classification approaches for this
step has been rejected since: 1) they would induce additional computational
overhead, which is pointless since pre-processing mainly serves as a means to
reduce overall computational cost, 2) accurate classification is performed in
the following processing stages.
Discarding non-connected regions Finally, a RoI is discarded if any of its sides
has content below a certain value v. This conforms with the consideration
that a wall enclosing region of either horizontal or vertical orientation has
to be empty at its sides. We have also considered to employ the symmetry
axis of each RoI, instead of the threshold-based approach. The arguments
against more sophisticated approaches in the pre-processing stage (see previous paragraph) also hold in this case, whereas deriving the symmetry axis
is complicated for certain non-symmetric wall types (e.g. wall types in Fig.
3). Finally, RoIs which have not been discarded in any step of this stage are
forwarded for feature extraction.

4.3 Feature extraction based on Haar kernels
In the context of the proposed method, feature extraction for each remaining
RoI starts from considering the shape of the structures to be recognised, i.e.
various wall types. The linear shapes of the latter, match the Haar kernels, as
employed by Viola and Jones [29].
Query region, as well as every adapted RoI region not discarded during
RoI selection (Subsec. 4.2), are zero-padded to the closest upper bounded
resolution of 2i , e.g. a query of size 55 × 55 is zero-padded to 64 × 64 =
26 ×26 . Padding effectively preserves pixel-level detail, as opposed to resizing. A
sliding window of size 2i−m and stride 2i−n is considered, generating q distinct
instances. Then, k different Haar kernels H(j), j = 1, 2, ..., k are applied on
each instance of the sliding window sw(i), i = 1, 2, ..., q covering the query. An
indexing vector M is created with size |M | equal to q, mapping the maximum
response kernel H(j) over each sliding window sw(i), as follows:
M (i) = arg max H(j) ~ sw(i), i = 1, ..., q
j

(1)
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Fig. 4 Feature extraction based on Haar kernels: (a) query region divided in sliding window
instances, (b) from k = 5 Haar kernels, the one with the maximum response is selected, for
each sliding window instance and (c) a filter is formed that includes all maximum responses,
(d) RoI region divided in sliding window instances, (e) feature vector derived by convolving
the formed filter and the query.

The filters represented by this indexing vector, are used to infer the final
feature vector f , for each RoI. Given an arbitrary RoI r with a sequence of
instances swr , the final feature vector fr is calculated as:
fr (i) = swr (i) ~ M (i), i = 1, ..., q

(2)

The output fr of this process is used by the subsequent PU learning-based
stage. This process maintains a compact representation over the most descriptive kernels.
As an indicative example, consider the example user query of Fig. 4a,
subdivided into 16 instances with stride equal to the sliding window. For each
sliding instance sw(i), i = 1, ..., 16, we apply k = 5 distinct Haar kernels
(Fig. 4b). We maintain the maximum response in matrix M (Eq. 1), which
has size equal to the number of sliding instances |M | = 16 (Fig. 4c). Then,
for each RoI extracted from the input floor plan (Fig. 4d), we apply the same
subdivision scheme and exploit the constructed matrix M in order to derive
the feature vector (Eq 2), as illustrated in Fig. 4e.

4.4 PU learning-based retrieval of similar RoIs
In this stage, RoIs which have been selected in the RoI selection stage (Subsec. 4.2) are classified as either similar or dissimilar to the adapted query region
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Algorithm 1: PU learning
Input: (PRoIs , URoIs / subsec. 4.2), (Fp , Fu / subsec. 4.3)
Output: S, a set of RoIs similar to the query region.
for k SVM classifiers do
0
Fp ← samplePositive(Fp , m)
0

Fu ← sampleUnlabelled(Fu , n)
0
0
fk ← SVMk .train(Fp , Fu ) .f : Rn → {−1, 1}
for x ∈ URoIs \ Uu do
vote(x) ← vote(x) + fk (x)
count(x) ← count(x) + 1
end
end
S←∅
for x ∈ URoIs do
if sign(vote(x) / count(x)) > 0 then
S←S∪x
end
end
return S

(Subsec. 4.1), based on the previously extracted feature vectors (Subsec. 4.3).
RoIs classified as similar are retrieved and provided as response to the initial
query. Taking into account that there is no prior knowledge in the form of
labelled RoIs, a PU learning-based strategy is employed. For this, a subset
of RoIs is considered as similar (positive), based on the previously estimated
IoU. However, the threshold t2 considered to form the subset of similar RoIs is
much higher than the one used for RoI selection. Aiming to ensure a minimum
cardinality for the subset of similar RoIs, at least R RoIs with the highest IoU
are used, even if these RoIs have no IoUs exceeding the t2 threshold. RoIs
which are not included in the subset of similar RoIs (but have not been discarded in the RoI selection stage) form the subset of unlabelled samples and
have to be classified.
Classification is performed by means of a variant of the bagging SVM-based
PU learning scheme described by Mordelet and Vert [21] and comprises three
simple steps:
1) k distinct SVM classifiers are created and each one draws n uniformly distributed samples labelled as dissimilar (negative), with replacement, from
the total pool of unlabelled samples, m samples from the subset of similar
samples, labelled as similar (positive) and the remaining of the samples are
marked as unlabelled, for the inference to follow. This step is a variation
introduced by [8].
2) All SVM classifiers are trained separately and infer their classification result on the samples marked as unlabelled in the previous step.
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d)
Fig. 5 Example floor plans, one from each subset. From left to right, a) parallel set, b)
texture set, c) black set and d) high resolution set.

3) All votes on the unlabelled subset are accumulated from each classifier
and classification outcome is inferred based on the majority vote of all k
distinct SVM classifiers.
The algorithm of the PU learning-based stage is presented in pseudo-code
(Alg. 1).
5 Experimental evaluation
This section presents quantitative and qualitative evaluations and comparisons on a publicly available dataset of floor plans. The evaluation focuses
on wall type recognition and retrieval. Further experiments are performed to
investigate the contribution of the various stages described in the obtained
retrieval accuracy, as well as to demonstrate the applicability of the proposed
method on various notation styles. The rest of this section details the dataset,
parameter adjustment and experimental results.
5.1 Dataset
The dataset used in the experiments presented is publicly available [14] and
covers a variety of floor plan wall types associated with real case scenarios, as
well as, synthetically generated data. It consists of four subsets of floor plans,
with each subset comprising different wall types. The subsets are described
below:
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Parallel set It consists of 4 floor plans. Each floor plan has a resolution of
2500x3300. Each floor plan contains 2 wall types. Each wall type has the same
pattern: black outline with no fill colour but different thickness (Fig. 5a).
Texture set It consists of 10 floor plans, from which 5 floor plans have a
resolution of 1000x900 and the rest are the exact same 5 reproduced at a
1900x1800 resolution. Each floor plan contains 3 different wall types: walls
with a diagonal hatch pattern, walls in which the hatch pattern precedes a
thick line and walls with a noisy fill pattern (Fig. 5b).
Black set It consists of 90 floor plans of approximately 2400x3500 pixels. Each
floor plan contains 3 different wall types, which are compact black regions
distinguished only by thickness (Fig. 5c).
High resolution set It consists of 18 floor plans. Each floor plan has a high
resolution of 5600x7300 pixels and contains 3 different wall types. Each wall
type has the same diagonal hatch pattern but different thickness (Fig. 5d).
We also included comparisons using the R3D dataset [33]. It should be
noted that the majority of wall patterns available in R3D are also included in
the dataset of de las Heras et al. Other available datasets include SESYD [9]
and R2V [33]. However, in these datasets all included wall patterns are present
in the dataset of de las Heras et al., whereas every training example is assigned
to the ’easiest’ classes (parallel and black ). Finally, CubiCasa5k dataset [15]
has been recently published. Although this dataset is rather diverse, it has no
explicit annotations for the walls of each example.

5.2 Parameter adjustment
In the following, we provide details for the adjustment of all parameters involved in the proposed method, as presented in Sec. 4. It should be stressed
that apart from bootstrap size u (analysed in Sec. 6), all adjustments are performed once and can be maintained for different datasets, as has been found
by experiments on all four subsets described, as well as on extra floor plans of
different notation styles.
Query adaptation (Subsec. 4.1) The margin e for query adaptation should be
sufficiently tight to exclude irrelevant objects but wide enough to avoid being
sensitive to small variations in wall thickness. Taking into account this, as well
as preliminary experiments, the parameter m is set to 0.1. In addition, the
stride for the factorisation of the input floor plan into RoIs is set to s = 1
pixel in both dimensions, so as to maximise the localisation accuracy of each
retrieved RoI.
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RoI selection (Subsec. 4.2) The expansion margin (see ”discarding highly dissimilar regions”) has been experimentally determined as f = 10 pixels in both
dimensions. In addition, the threshold applied to discard all highly dissimilar
RoIs is set to t1 = 0.5. The RoI retrieval accuracy, obtained in the processing
steps to follow, is not sensitive to the exact value of t1 , since in preliminary
experiments, the JI obtained is not significantly different for values of t1 in the
range (0.3-0.7). The value t1 =0.5, which is the mean of this range, has been
selected. Although visually similar RoIs may be skipped, since IoU is associated with a raw pixel-wise comparison, the dense RoI extraction (with stride
s = 1) alleviates such errors and the result is not sensitive to this setting.
Finally, the value for discarding RoIs based on the sides, is constant and is set
equal to v = 0.3 · widthRoI . The set of RoIs maintained after this stage has
been found to be quite stable for a wide range of constants (0.2-0.7) employed
in the setting of v.
Feature extraction based on Haar kernels (Subsec. 4.3) In all experiments,
k = 5 different Haar kernels are used. Based on our preliminary experiments,
this is sufficient to represent the latent space. In addition, it has been experimentally observed that feature extraction with window size 2i−2 and stride
2i−3 is a good trade-off between efficiency and retrieval accuracy. Therefore,
this window size is maintained in all experiments.
PU learning-based retrieval of similar RoIs (Subsec. 4.4) Based on preliminary
experiments, the threshold considered in determining the subset of similar RoIs
is set to t2 = 0.95, so as to prevent false positives. The minimum number of
RoIs in the same subset is set to R = 300, which has also been found to result
in no false positives. Finally, in all experiments c = 300 unique classifiers are
employed. Each classifier is randomly initialised with p = 100 similar (positive)
and u = 100 (negative) RoIs. This agrees with Mordelet et al. [21], who point
out that the number of classifiers should exceed bootstrap size.
Subset
Parallel
Texture
Black
High res.

Number of samples
4
10
90
18

DLH
0.71
0.86
0.97
0.82

Ours
0.96
0.90
0.97
0.94

STD
0.01
0.03
0.02
0.02

Table 1 Mean JI of the method of [14] (DLH) and our method. The standard deviation
(STD) of JI has not been provided by [14].

5.3 Results
Figure 6 presents example retrieval results obtained by the proposed method
in the floor plans of Figure 5. Each image with retrieved walls coloured either
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(a)

(b)

(c)

(d)
Fig. 6 Retrieval results for different wall types, marked with red, green or blue, as well as
for the union of all wall types.
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as red, green or blue illustrates the retrieval results for a certain wall type.
The last image illustrates the union of the previous retrieved wall regions, i.e.
all retrieved walls. It can be observed that the proposed method is capable of
discriminating different wall types. This feature is an improvement over the
method of de las Heras et al. [14], which is only capable of identifying all walls
as a single entity.
Aiming to establish a quantitative comparison with the method of de las
Heras et al. [14], for each floor plan of the dataset described in Subsec. 5.1,
we derive the union of all possible wall types and calculate the mean Jaccard Index (JI) against the ground truth accompanying the dataset. Table 1
presents the results obtained by the method of de las Heras et al. [14] and
the proposed method, on all four subsets. It can be noticed that the proposed
method obtains retrieval results of comparable or higher accuracy. In the case
of the black set, (Fig. 5c), which has a relatively easy-to-track pattern, the
two methods obtain comparable mean JI. The difference in JI is much larger
in the case of the parallel set (Fig. 5a). Also, in the case of wall types with
more complex patterns, as is the case with the texture set (Fig. 5b) and the
high resolution set (Fig. 5d), the proposed method obtains considerably higher
mean JI, despite the grey scale gradient.
Dodge et al. [10] also evaluated their FCN architecture on the same dataset.
Their method obtained JI equal to 0.89, whereas the two baseline methods
compared, a global thresholding method and a patch-based method using bag
of visual words, obtained a JI equal to 0.71 and 0.77, respectively. In comparison, the proposed PU learning-based method obtains an overall JI of 0.96
(calculated as the weighted mean of the four JIs presented in Table 1).
In the work of Zeng et al. [33], the experimental evaluation was performed
on the R3D dataset and class accuracy was used as performance metric. The
VCG16-based architecture of Zeng et al. obtained class accuracy equal to 0.98,
whereas DeepLab V3+ [6] and PSPNet [34] obtained a class accuracy equal
to 0.93 and 0.91, respectively. Taking into account that the dataset used in
this work is not labelled, we randomly chosen and labelled 15 floor plans
to perform indicative experiments. The proposed PU learning-based method
obtains a class accuracy equal to 0.99. It should be noted that in this context,
the class accuracy used in the work of Zeng et al. and adopted here to enable
comparisons is a positively biased measure.
Overall, the proposed PU learning-based method obtains higher retrieval
performance than the above deep learning-based methods, despite not utilising
transfer learning or training on large datasets.
Aiming to assess the contribution of each stage of the pipeline of the proposed method to the quality of the resulting retrieval, we perform experiments
with various configurations of stages:
Configuration 1 only includes the stage of query selection and adaptation
(Subsec. 4.1), followed by the optional skeletonisation step for discarding uninformative regions, which is the first step of RoI selection (Subsec. 4.2). It
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is meaningless to exclude this latter step in this study, since it only discards
fully black or fully white regions and only affects execution time.
Configuration 2 includes both the stage of query selection and adaptation
(Subsec. 4.1) and (all steps of) the stage of RoI selection (Subsec. 4.2). The
retrieval result of this configuration is quantified, immediately after thresholding with t2 = 0.95 and before the PU-learning step.
Configuration 3 includes all stages of the proposed method, except the stage
of discarding highly dissimilar RoIs based on t1 . That is, we keep the positive
subset based on t2 and retain the rest of the RoI pool marked as unlabelled,
which is forwarded to the PU learner (Subsec. 4.4). However, the skeletonisation step is still included, as was the case with previous configurations.
Configuration 4 is the proposed method with all its stages.
The assessment of all configurations is performed on three randomly selected samples, for each one of the four subsets described. Table 6 presents
the mean JI obtained by the four configurations. As expected, configuration 1,
which has the fewest processing stages, results to the lowest mean JI, with an
exception in the case of the black set. In that case, the union of all wall types
after skeletonisation is sufficient to distinguish this easy-to-track types. Apart
from that case, configuration 2 achieves higher mean JI than configuration 1,
which indicates that all ”culling” steps included, contribute to the final score.
Still, this configuration cannot obtain a high mean JI in all subsets. This is
acceptable, since its purpose is to provide a reasonable RoI subset for the
subsequent PU learning-based stage. The value of all culling steps of the RoI
selection stage is clearly demonstrated by the results of configuration 3, which
contains all stages, except unlabelled RoI selection. In three out of four subsets,
the resulting mean JI is lower than the one obtained by the fully configured
proposed method (configuration 4). Overall, the results presented in Table 6
demonstrate that all stages of the proposed method, including the final PU
learning-based stage, contribute to the quality of the resulting retrieval. The
slight differences in the JI obtained by the proposed method (configuration
4) and the ones presented in Table 2 are attributed to the fact that for each
subset, the experiments of this ablation study have been performed on three
randomly selected small floor plans.
Further experiments are performed to demonstrate the applicability of the
proposed method on floor plans of various notation styles (Fig. 7), which are
not part of the main dataset presented in Fig. 5. It can be observed that
some wall types differ from the ones of Fig. 5, as is the case with some interior
objects. The proposed method, following the parameter adjustments described
in Subs. 5.2, demonstrates a stable behaviour in the inferred result and is
capable to distinguish between the different wall types. In such cases, the
method of de las Heras et al., as well as other relevant methods [10],[33], are
only capable to recognise walls as a single entity.

PU learning-based recognition of structural elements in architectural floor plans
Subset
Parallel
Texture
Black
High res.

Config. 1
0.64
0.59
0.98
0.44

Config. 2
0.67
0.67
0.93
0.73

Config. 3
0.73
0.77
0.98
0.82
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Config. 4
0.95
0.92
0.98
0.97

Table 2 Evaluation on a small subset for each dataset after each stage of our algorithm
based on the union result of mean JI score. Configurations are, after skeletonisation and
before IoU evaluation (Config. 1), positive subset only due to IoU score before PU learning
(Config. 2), no ROI is discarded for PU learning (Config. 3) and the final result (Config. 4).

The proposed method is implemented using the publicly available API of
OpenCV [5], with host-side calls. In the case of the SVM classifiers, we employed the soft margin stochastic gradient descent (SGD) variant by Bottou [4],
adopting the default OpenCV hyper-parameter settings.

6 Limitations
In Subs. 5.2, we described the process for parameter adjustment in the context
of the proposed method and related considerations. All adjustments are performed once and can be maintained for different datasets, as has been found
by experiments on all four subsets described, as well as on extra floor plans
of different notation styles. Still, there is an exception with the adjustment
of the PU learner, i.e. with its bootstrap size (u) and the sampling method
for deriving positive and unlabelled subsets, which should be cautiously determined. Naive settings of these parameters may have a negative effect on
overall retrieval accuracy, since the negative and positive classes are not separable due to the striding nature of the RoI extraction mechanism. This factor
in our work, is mitigated by the similarity of structural elements of floor plans,
within each dataset.

7 Conclusions
This work introduces a computational method for the recognition of structural
elements in architectural floor plans, based on PU learning. The proposed
method requires minimal user interaction, in the form of a single, user-defined
query region, and is capable of effectively analysing floor plans in order to
recognise different types of structural elements in various notation styles. In
this context, PU learning guides structural element recognition, without assuming the availability of large datasets for training. The experimental evaluation on a publicly available and diverse dataset of floor plans, as well as on
additional floor plans of various notation styles, leads to the following main
conclusions:
- beyond the retrieval of structural elements as a single entity, it is capable of
distinguishing between different types of structural elements. This feature is

18

Iordanis Evangelou et al.

(a)

(b)

(c)

(d)

(e)
Fig. 7 Retrieval results of the proposed method on floor plans of various notation styles,
that have not been used in the experiments presented in [14].
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an advance when compared with the method of de las Heras et al. [14]),
- it outperforms the method of de las Heras et al. [14], with respect to overall
retrieval accuracy,
- it is capable of analysing floor plans of various notation styles,
- it demonstrates stable behaviour with respect to parameter adjustments.
Future perspectives of this work include: 1) experimentation with doors,
windows and furniture objects, 2) development of an efficient annotation tool
guiding fully supervised and semi-supervised deep learning techniques, 3) experimentation with classifiers other than SVMs, in the context of Alg. 1, 4)
use of PU learning for annotation in the context of other domains, as adaptive tracking control [17] and analysis of electroencephalogram (EEG) signals
[26],[27].
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19. Macé, S., Locteau, H., Valveny, E., Tabbone, S.: A system to detect rooms in architectural floor plan images. In: Proc. DAS, pp. 167–174 (2010). DOI 10.1145/1815330.
1815352
20. Mewada, H., Pattel, A., Chaudhari, J., Mahant, K., Vala, A.: Automatic room information retrieval and classification from floor plan using linear regressio nmodel. Int J
Doc Anal Rec (2020)
21. Mordelet, F., Vert, J.P.: A bagging svm to learn from positive and unlabeled examples.
Patt Rec Lett 37, 201–209 (2014). DOI 10.1016/j.patrec.2013.06.010
22. Or, S.H., Wong, K., Yu, Y., Chang, M.M.: Highly automatic approach to architectural
floorplan image understanding & model generation. Patt Rec pp. 25–32 (2005)
23. Ryall, K., Shieber, S., Marks, J., Mazer, M.: Semi-automatic delineation of regions in
floor plans. In: Proc. ICDAR, vol. 2, pp. 964–969 vol.2 (1995)
24. Simonyan, K., Zisserman, A.: Very deep convolutional networks for large-scale image
recognition. In: Y. Bengio, Y. LeCun (eds.) Proc. ICLR (2015)
25. Sun, L., Zhao, C., Yan, Z., Liu, P., Duckett, T., Stolkin, R.: A novel weakly-supervised
approach for RGB-D-based nuclear waste object detection. IEEE Sensors 19(9), 3487–
3500 (2019)
26. Tang, Z., Li, C., Wu, J., Liu, P., Cheng, S.: Classification of eeg-based single-trial motor
imagery tasks using a B-CSP method for BCI. Frontiers Inf Technol Electronic Eng 20,
1087–1098 (2019)
27. Tang, Z., Yu, H., Lu, C., Liu, P., Jin, X.: Single-trial classification of different movements
on one arm based on ERD/ERS and corticomuscular coherence. IEEE Access 7, 128185–
128197 (2019)
28. Toussaint, G.: Solving geometric problems with the rotating calipers (1983)
29. Viola, P., Jones, M.: Rapid object detection using a boosted cascade of simple features.
In: Proc. CVPR, vol. 1, pp. I–I (2001)
30. Weber, M., Liwicki, M., Dengel, A.: a.SCAtch - a sketch-based retrieval for architectural
floor plans. In: Proc. ICFHR, pp. 289–294 (2010). DOI 10.1109/ICFHR.2010.122
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