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Abstract
Efficient Algorithms for Inverse Lighting Design
by Anastasios G KARAVELIS
Lighting design is a demanding but essential process in computer cinematography, games, architectural design and various other applications for correctly illuminating or highlighting parts of a scene and enhancing storytelling. When targeting specific illumination goals and constraints, this process can be tedious, timeconsuming and counter-intuitive even for experienced users and thus automatic,
goal-driven methods are necessary for the estimation of a lighting configuration
that generates the desired result. The goal of this thesis is to improve the pipeline
of the inverse lighting design process. As a first step, we focus on making the illumination evaluation - a central part of our cost function - more efficient and robust.
Aside from the inverse lighting design problem, the pursue of a highly-efficient
global illumination technique is important for other major computer graphics applications, such as photorealistic real-time rendering. To this end, we present a
generic approach that improves the efficiency of volume-based global illumination
methods, using radiance field compression, cache point population optimization
and a view-independent approximate indirect occlusion estimation.
Next, we investigate and propose two methods that solve the generic inverse
lighting design problem of light placement, focusing on scenes with high geometrical complexity, given a set of user-specified lighting goals. Our approach is based
on a layered linear / non-linear optimization strategy and the introduction of a special light source indexing according to the compatibility of each individual luminary position with the desired illumination. To additionally minimize the number of
used light sources, we offer a method that employs a special hierarchical light clustering that operates in the lighting goal coverage domain and overcomes limitations
of previous approaches in environments with high occlusion or structural complexity. Both approaches are independent of the underlying light transport model and
can quickly converge to usable configuration recommendations.
In the context of perceptually-driven illumination, we propose methods that
accentuate the prominent geometric features of objects by enhancing the local contrast near the latter. We present a method that computes a configuration of directional light sources that is based on a voting mechanism and a clustering that
produces consistent and view-independent results. Expanding this idea and aiming at more practical constraints for physical environments, such as exhibition and
museum lighting solutions, we present a method for the automatic arrangement of
spot lights and other luminaires on or near user-provided arbitrary mounting surfaces. Our technique generates the most appropriate position and orientation for
light sources based on a local contrast maximization near salient geometric feature
groups and a clustering mechanism for determining the number of luminaires.
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Περίληψη στα Ελληνικά
Ο σχεδιασμός του φωτισμού είναι μια απαιτητική αλλά ουσιαστική διαδικασία που χρησιμοποιείται στην κινηματογραφία, τα παιχνίδια, στον αρχιτεκτονικό
σχεδιασμό και σε διάφορες άλλες εφαρμογές για τον σωστό φωτισμό ή την
ανάδειξη τμημάτων μιας σκηνής και για την ενίσχυση της αφήγησης. ΄Οταν
πρέπει να επιτευχθούν κάποιοι συγκεκριμένοι στόχοι και περιορισμοί φωτισμού,
αυτή η τυπικά χειροκίνητη διαδικασία μπορεί να γίνει πολύ επαναλαμβανόμενη,
χρονοβόρα και να αποκλίνει από το αναμενόμενο αποτέλεσμα σημαντικά, με αποτέλεσμα να δυσκολεύει ακόμη και τους πιο έμπειρους χρήστες. Συνεπώς, η
ύπαρξη αυτόματων μεθόδων για τον υπολογισμό της διάταξης του φωτισμού,
καθοδηγούμενων από στόχους, συμβάλλει πολύ ουσιαστικά στην επίτευξη του
επιθυμητού αποτελέσματος, ελαχιστοποιώντας την προσπάθεια και τα πιθανά
σφάλματα. Ο στόχος της παρούσας διατριβής είναι η βελτίωση της διαδικασίας
του αντίστροφου σχεδιασμού φωτισμού (inverse lighting design).
Σημαντικό και χρονοβόρο τμήμα της διαδικασίας είναι η αλγοριθμική εκτίμηση του ολικού φωτισμού σε ένα περιβάλλον, δεδομένης μιας παραμετροποίησης
για τα φωτιστικά σώματα, προκειμένου να υπολογιστεί η απόκλιση από τον επιθυμητό φωτισμό. Για αυτό το σκοπό, παρουσιάζουμε μια γενική προσέγγιση
που βελτιώνει την αποτελεσματικότητα των ογκομετρικών μεθόδων ολικού φωτισμού, χρησιμοποιώντας συμπίεση του πεδίου της λαμπρότητας, τη βελτιστοποίηση της τοποθέτησης των σημείων υπολογισμού της λαμπρότητας και της
προσέγγισης της έμμεσης σκίασης, ανεξαρτήτως από την εκάστοτε οπτική γωνία. Η βελτίωση της απόδοσης και της αποτελεσματικότητας των αλγορίθμων
υπολογισμού του ολικού φωτισμού δεν ωφελεί μόνο τον αντίστροφο σχεδιασμό
φωτισμού αλλά και τις εφαρμογές απόδοσης γραφικών πραγματικού χρόνου.
Στη συνέχεια, ερευνήσαμε και προσφέρουμε δύο μεθόδους που επιλύουν το
γενικό πρόβλημα αντίστροφης σχεδίασης φωτισμού, εστιάζοντας σε σκηνές με
υψηλή γεωμετρική πολυπλοκότητα, δεδομένου ενός συνόλου στόχων φωτισμού
καθορισμένων από το χρήστη. Η προσέγγισή μας βασίζεται σε μια στρωματοποιημένη στρατηγική γραμμικής / μη γραμμικής βελτιστοποίησης και στην
εισαγωγή ενός ειδικού ευρετηρίου πηγών φωτός σύμφωνα με τη συμβατότητα
της κάθε μεμονωμένης θέσης φωτισμού σε σχέση με τον επιθυμητό φωτισμό.
Επιπρόσθετα, για να ελαχιστοποιήσουμε τον αριθμό των χρησιμοποιούμενων
πηγών φωτός, συνεισφέραμε με μια μέθοδο που χρησιμοποιεί μια ειδική ιεραρχική ομαδοποίηση φωτεινών πηγών, η οποία λειτουργεί στον χώρο της ‘κάλυψης
του επιθυμητού φωτισμού’ και ξεπερνά τους περιορισμούς των προηγούμενων
προσεγγίσεων σε περιβάλλοντα με πολλά εμπόδια στο φωτισμό ή δομική πολυπλοκότητα. Και οι δύο προσεγγίσεις είναι ανεξάρτητες από το εκάστοτε μοντέλο
μεταφοράς φωτός που θα χρησιμοποιηθεί και μπορούν γρήγορα να συγκλίνουν
σε χρήσιμες προτάσεις φωτισμού.
Στην κατηγορία της βελτίωσης του φωτισμού με αντιληπτικά κριτήρια, παρουσιάζουμε δύο μεθόδους που αναδεικνύουν τα εξέχοντα γεωμετρικά χαρακτηριστικά αντικειμένων, ενισχύοντας την τοπική φαινομενική αντίθεση κοντά σε αυτά. Η πρώτη μέθοδος υπολογίζει μια διάταξη κατευθυντικών πηγών
φωτισμού και βασίζεται σε έναν μηχανισμό ψηφοφορίας και παράγει σταθερά
και ανεξάρτητα από την προβολή αποτελέσματα. Επεκτείνοντας αυτή την ιδέα
και στοχεύοντας σε μοντελοποίηση φωτισμού για πραγματικούς χώρους, όπως
φωτιστικές εγκαταστάσεις εκθέσεων, παρουσιάζουμε μια μέθοδο για την αυτοματοποιημένη διαρρύθμιση φωτιστικών σωμάτων, συμπεριλαμβανομένων και
φώτων τύπου σπότ, πάνω ή κοντά σε διάφορες επιφάνειες στήριξης των πηγών,
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επιλεγμένες από τον χρήστη. Η τεχνική μας παράγει την πιο καταλληλη θέση
και προσανατολισμό για τις πηγές φωτός με βάση μια τοπική μεγιστοποίηση της
φαινομενικής αντίθεσης και με έναν μηχανισμό ομαδοποίησης προτείνεται και ο
τελικός αριθμός των φωτιστικών σωμάτων.
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Chapter 1

Introduction
Generating photorealistic images is one of the most enduring goals of the computer
graphics research field. Using a digital geometric representation of an environment
and a system to simulate the interactions between the light and the scene, we can
synthesize photorealistic images. Better understanding of the natural laws of light
transport led to the generation of improved models and algorithms that enabled the
synthesis of not only aesthetically pleasing but also visually plausible images. To a
good extend, this is attributed to the improvements in the computing power of CPUs
and dedicated graphics processing units (GPUs), which allowed the use of complex
algorithms and more detailed geometric representations for the three-dimensional
environments.
Computer generated images, produced via a complex pipeline of operations
collectively called rendering, are extensively used especially by the entertainment
industry for making movies and computer games. Convincing images, that are
nearly distinguishable from real images, allow the mixing of artificial and natural
content, lifting restrictions on the artists’ imagination and helping quantify luminous energy in real-world problem simulations.
In this respect, computer generated images are also used to deliver information
to the audience and professionals in the design, construction and architectural industry, where computing is nowadays an integral part of the modelling, preview
and simulation tasks that help practitioners realize increasingly complex designs
and demanding constraints.
The process of generating an image that catches the right feeling that the artists
want to produce is very difficult. A long process is usually utilized in order to create
these images, which involves but is not limited to the asset creation and placement
in the three-dimensional scene, the editing of a proper lighting configuration and
the placement of the camera(s). One key stage of this process and the main focus
of this thesis is the lighting authoring, also known as the lighting design process.
Aside from image synthesis, lighting design is also a key factor and a demanding
process in real-world design and construction problems. It plays a significant role
in architectural and interior design, domains which the current thesis targets as
application areas. Our contribution focuses on robustly and efficiently estimating
the illumination in a 3D environment (a scene) and computing the number of light
sources, their position, orientation and emittance, under user-specified constraints,
desired illumination levels and aesthetic goals.
In the remainder of this introductory chapter, we discuss about the role of lighting design process in Section 1.1. Then, in Section 1.2, we provide an overview
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Chapter 1. Introduction

F IGURE 1.1: In a typical scene, light can originate from various sources such as
directly from luminaires or after scattering in the environment. On the right image,
the luminaires of the scene are highlighted. Orange arrows denote light that comes
from the sun, the sky and the surrounding environment. Light orange arrows denote
light reflected on objects in the scene. (Image adapted from: [LR14])

about the area of inverse lighting design and light editing approaches that are commonly used and why it is an important and challenging area of research. Next,
in Section 1.3, we present the objectives of our research followed by a summary
of our original contributions. Finally, in Section 1.4, we provide an outline of the
whole thesis.

1.1

Lighting Design

The process of generating an image that meets an artist’s vision, while carefully
balancing energy in a physically-based simulation is very difficult. A long process
is usually utilized in order to create such images, which involves but does not limit
itself to the asset creation and placement in the three-dimensional scene, the lighting editing and the careful camera positioning. One key stage of this process and
the main focus of this thesis is the lighting editing, also known as lighting design
process. In lighting design the user iteratively adjusts the number, type and parameters of a set of light sources, modifying in the process their (color) emission
power, position and light parameters, such as direction, spotlight angle, angular
emission profile, etc. It is a typically manual trial and error process, driven by intuition, experience and practical guidelines and validated by rendering the modelled
environment under the conditions set by the current lighting configuration and the
chosen viewing angle.
Lighting design is a fundamental stage in the pipeline of creating three-dimensional environments and is essential for highlighting various aspects of an environment or establishing a specific mood in numerous applications and fields such as
the entertainment industry (computer games and films) and architectural modelling
[Kři+10]. Cinematic lighting involves achieving specific aesthetic results, as envisioned by the director and the storyboard artists [Kah+96]. Producing visual images
that adapt to the narrative content and dramatic action of an interactive scene is a
difficult undertaking. The role of a lighting designer is to create a final output that
serves four main goals [ENH04]: dramatic, lyrical, aesthetic and realistic. Lighting
design for video games adheres in general to the same principles [Hir+07; KPD10]
and aesthetic rules [EN06; JLS10] as the feature film productions. However, games
assume a fully-dynamic environment, where interactive actions of user are able to
unpredictably change plot and narrative [ENZR11]. Thus, lighting design process
dispenses with particular viewpoints and rather takes up a more holistic approach,
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identifying the subspace of the total scene where the virtual camera (user) is allowed to freely roam inside the three-dimensional world and therefore, is properly
orchestrated for an arbitrary number of viewpoints inside this subspace. In the context of architecture, the understanding of the importance of good lighting design in
urban areas, buildings and interiors is increasing. Lighting quality is fundamental
for architecture and essential for human well-being as it affects human behaviour,
comfort, health, efficiency, safety and security [MR11]. It also has an impact on the
energy profile of the structure and is thus associated with energy-efficient structures
and environments with low energy footprint.
Manually experimenting with the interplay of light on surfaces in order to establish the right configuration for a desired outcome is very difficult. As shown
in Figure 1.1, light can originate from various sources and directions as it is transported inside an environment. Adopting a workflow that can configure a lighting
configuration for such cases, without limiting artistic freedom, is not a trivial task
[Kar+14]. Recent research work [Obe+08; KPD10; Now+11; Sch+13] showed
that it is feasible to intuitively synthesize realistic images, able to simulate flexible
light-transport simulation models that convey an explicit, purely-creative mood or
a direct attention to the potential viewer, without being forced to accurately follow the fundamental laws of physics, however such approaches that defy physical
correctness and only focus on pure synthetic results are not of interest in this thesis, since we address lighting simulation and optimization for practical, real-world
scenarios, where a proposed lighting configuration can be actually implemented,
providing a predictable output.

1.2

Inverse Lighting Design

The configuration of luminaries can be a tedious, counter-intuitive and time consuming process that is usually performed by skilled and experienced lighting specialists. It requires the manual and careful placement and parameterization of light
sources in an iterative basis and a knowledge of the complex nature of lighting
transport in order to achieve the desired visual result. To assist the designer in this
task, interactive feedback for realistic rendering and automated methods that solve
the Inverse Lighting Problem (ILP) have emerged.
The inverse lighting problem is usually formulated as a high-dimensional nonlinear optimization problem with respect to the number and parameters of the luminaries, which is difficult to solve due to its dimensionality. In contrast to (forward)
lighting design, where light sources are adjusted directly by controlling their properties, in inverse lighting design, the light sources properties are adjusted indirectly
via an optimization process to match a set of illumination constraints that describe
a desired result. The problem becomes even more complex if the number of lights
is unknown and the goal is to either find the correct number of light sources to
use or minimize them. Typically, the latter is desired in real-time rendering applications, where shading cost and resources must be kept to a minimum. A similar constrained optimization holds for the architectural design, where the emissive
power (and therefore, consumption) of light sources must be minimized for energy
efficiency.
As computer assisted, goal-driven lighting design or inverse lighting design is
gaining more interest and usage, there is a need for a suitable light editing approach
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direct

goal-based

indirect

F IGURE 1.2: Three main paradigm categories of lighting design. On the left, a goalbased optimization of light through painting. On the right, a direct light manipulation
or an indirect light feature (shadow) manipulation.

that is user-friendly while not limiting artistic freedom [KP09; Jar+14]. There are
two main light editing strategies that differ according to the interaction modality
that is utilized to define the different type of objectives and constraints (see also
Figure 1.2). In the indirect manipulation approach, the user adjusts the immediate
lighting result of each given light source and the light properties are calibrated
automatically. This includes adjusting the shadow or the reflected colour off a
surface. In the goal-based approach, the user define the desired lighting conditions
at a global level by either using real-world 2D photographs as reference images
or by directly painting or specifying the desired illumination levels either on a 2D
projection of the scene or directly on the surfaces of the scene. These illumination
levels are then used in an optimization scheme that adapts the entire lighting setup
to match the given goal.

1.3

Motivation and Summary of Contributions

As mentioned above, the sheer number of different parameters to optimize, which
proportionally increase with the number of light sources to include in a configuration, quickly leads to dimensionality explosion in the optimization process, thus
making the generalized inverse lighting problem very hard to solve. It is usually
broken down into smaller sub-problems and only a few methods have been proposed that solve the complete inverse lighting problem. Proposed solutions usually
make assumptions on the complexity of a scene, limit the type of luminaires involved or base their aproach on simplified solutions of the light transport problem
[FB12; Lin+13]. It is highly typical to regard idealized local scenarios, where the
positioning of luminaires is attempted only in convex spaces with little geometrical
complexity and minimal occlusion.
Interestingly enough, the problem of light source placement for the purpose
of perceptual enhancement of an environment has not been addressed computationally, with ILP methods only attempting to balance intensity levels according to
user-specified limits. Therefore, to our knowledge, no prior work has dealt with
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the placement of light sources aiming at enhancing local surface contrast for detail highlighting. The only relevant approaches modify the local illumination in
computer-generated images of surfaces in a non-physically-plausible manner, for
pure visualization purposes rather than for actual lighting design [LHV04; Ver+10].
These limitations prevent the application of such methods to perceptually enhance
physical objects, a very useful feature in photography, cinematography and theatrical lighting.
The goal of this thesis is to investigate and provide improved solutions to the
inverse lighting problem that overcome previous limitations. We propose several
new methods that improve the inverse lighting pipeline both in terms of scope and
accuracy.
In particular, we devised algorithms for solving the light positioning problem
for geometrically complex scenes and also minimize the number of used light
sources. Light source minimization is directly related to lower installation and
wiring complexity and possibly lower power consumption in the design of buildings or lower rendering cost in games or movies production. We also provide algorithms that enhance the appearance of individual objects by placing directional and
spot light sources to visually highlight prominent features in an admissible manner for interior design and photography. Such perceptual methods can be used for
highlighting exhibits or providing dramatic lighting in photography, movies and
games.
Additionally, we propose an improved approximate solution to the real-time
evaluation of global illumination. Since the objective function of a goal-driven ILP
method needs to re-compute lighting at the evaluation points, after any state change
has occurred, this computation happens very frequently. An efficient global illumination method that can scale well with regard to arbitrarily complex environments
can significantly speed up the ILP optimization time.
The following paragraphs provide a brief overview of these contributions, which
are subsequently detailed in depth in following chapters.
Real-time Radiance Caching using Chrominance Compression. In a joint work
with Dr. K. Vardis [VPG14], we introduced a generic and efficient approach to
voxel-based radiance caching for real-time global illumination estimation. The
method introduced two major contributions: a) a perceptually-based luminance/
chrominance compression of the radiance field to reduce memory bandwidth and
speed up computations, while maintaining the high-frequency characteristics of
the indirect illumination intact and b) an optimized cache population scheme that
generates cache points only at locations, which are guaranteed to contribute to the
reconstructed surface irradiance. Coupled with a view-independent approximate
indirect shadowing for all light transport events, based on a binary geometry volume, these techniques comprise a robust and efficient voxel-based radiance caching
method for estimating the diffuse indirect light, with support for arbitrary light
bounces that can handle highly complex and dynamic environments. The second
contribution is more relevant to this thesis and especially the ability to capture indirect visibility, which is important for light transport in confined and/or dense
environments.
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Light Design for High-Occlusion Environments. In [GPK15] we proposed a
method that, given a number of light sources and the goal illumination, computes
their position and emittance by using optimization techniques and heuristics to
guide them. Following an established paradigm, we describe the desired illumination using target irradiance levels at user-specified measurement locations, although
any goal can be used, such as a uniform lighting level across random locations distributed within the environment. We presented a robust mapping of the inverse
lighting problem to the Simulated Annealing optimization method and a respective
practical algorithm using a novel light coverage indexing of light configurations
based on their contribution to (coverage of) the user-defined target illumination.
This index allows fast queries of alternative light positions to satisfy a particular
goal, corresponding to a clustering in coverage space.
Inverse Lighting Design using a Coverage Optimization Strategy. Following
the work in [GPK15], we revisited the light source placement problem and proposed a complete ILP method and respective framework [GP16], which also computes the minimum required number of light sources to achieve the target illumination The ILP solver determines the number of light sources, their position and
emittance in order to satisfy the lighting intentions at the measurement points. The
method also provides controls to strike a balance between the number of generated
light sources and the error produced by the difference of the resulting and desired
illumination. A custom light hierarchy is generated by merging light sources with
a similar contribution to the environment based on a novel hierarchical light clustering approach that prioritises light coverage and thus overcomes limitations of
previous methods, where clustering is performed in the spatial domain, in environments with high occlusion or structural complexity. The light hierarchy is used to
select the optimal number of light sources which are optimized to compute a lighting configuration with similar illumination to the desired one. Additionally, since
the method is agnostic to any specific underlying radiance estimator, it allows the
adoption of any suitable rendering approach to meet the needs of a particular application, from a simple direct rendering with shadow maps to a physically-based
light transport estimator using path tracing.
Detail Highlighting using a Shadow Edge Histogram. Targeting the problem
of perceptually enhancing the appearance of objects using properly placed light
sources, we proposed a novel modelling of the problem and a corresponding technique for automatically setting up light sources that increase the local contrast at
prominent geometric features [GP17]. The method generates a histogram of lighting directions that cause a potentially strong shadow transition between depressions
and protrusions of the geometry and thus accentuate the relief of the surfaces. A
clustering process is used to single out a predefined number of directions that are
used to set up directional or physically-based luminaries at a distance from the
highlighted object to emphasize its structural details. Our method, in contrast to
the state of the art, requires minimal interaction from the user and does not rely on
an optimization process, making it fast and simple, yet generic and practical enough
to be used in a wide range of application scenarios, including lighting design for
real objects. Furthermore, the illumination goal, being geometry-driven, produces
view-independent results.
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Light Optimization for Detail Highlighting. The shadow edge histogram as described so far in our previous work [GP17] required a) predetermining the number
of light sources and b) placing the luminaires at a large distance compared to the
size of the highlighted object ("directional" light sources). Furthermore, due to
the latter restriction, it was not applicable to large sections of an environment, nor
could it support densely populated, high-occlusion spaces. Expanding on the main
shadow edge histogram concept, but taking it many steps further, we proposed a
novel method [GP18] for the automatic arrangement of spot lights and other luminaires with known, measured illumination profiles on or near user-provided arbitrary mounting surfaces in complex environments, in order to highlight the geometric details of arbitrarily complex objects. Since potential applications include,
besides professional studio photography and cinematography, the lighting design
for exhibitions and similar installations, the method takes into account obstructing
geometry and potential occlusion from visitors and other non-permanent blocking
geometry. Our technique simultaneously solves the number, position and orientation of user-provided types of luminaires based on a local contrast maximization
near contiguous salient geometric features and a clustering mechanism, producing
consistent and view-independent results, with minimal user intervention.
Publication List The complete publication list is also provided below:
• Kostas Vardis, Georgios Papaioannou, and Anastasios Gkaravelis. Real-time
Radiance Caching using Chrominance Compression. In: Journal of Computer Graphics Techniques (JCGT), vol. 3, no. 4, pp. 111-131, 2014, ISSN:
2331-7418
URL: http://jcgt.org/published/0003/04/06/
• A. Gkaravelis, G. Papaioannou, K. Kalampokis. Inverse Light Design for
High-Occlusion Environments, In: Proceedings of the 10th International
Conference on Computer Graphics Theory and Applications - Volume 1:
GRAPP, (VISIGRAPP 2015), Berlin, Germany, ISBN: 978-989-758-087-1,
pp. 26-34, DOI: 10.5220/0005291400260034.
URL: https://dl.acm.org/citation.cfm?id=3021640.3021643
• A. Gkaravelis, G. Papaioannou. Inverse lighting design using a coverage
optimization strategy, In: The Visual Computer: International Journal of
Computer Graphics, vol. 32, issue 6-8, pp. 771-780, 2016, ISSN: 01782789, DOI: 10.1007/s00371-016-1237-9
URL: https://doi.org/10.1007/s00371-016-1237-9
• A. Gkaravelis, G. Papaioannou. Detail Highlighting using a Shadow Edge
Histogram, In: EG 2017 Proceedings of the European Association for Computer Graphics: Short Papers, pp. 69-72, The Eurographics Association,
Lyon, France, 2017, ISSN: 1017-4656, DOI: 10.2312/egsh.20171017
URL: https://doi.org/10.2312/egsh.20171017
• A. Gkaravelis, G. Papaioannou. Light Optimization for Detail Highlighting,
In: Computer Graphics Forum (proc. Pacific Graphics 2018), vol. 37, issue
7, pp. 37-44, 2018, ISSN: 1467-8659, DOI: 10.1111/cgf.13545
URL: https://doi.org/10.1111/cgf.13545
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Thesis Organization

The rest of the thesis is structured as follows. A theoretical background in the
field of rendering and lighting design that is relevant to our work, is provided in
Chapter 2. In Chapter 3, we provide an overview of the most tried illumination
evaluation methods that are used in image synthesis and inverse lighting. In the
same chapter, we also propose a fast volume-based global illumination method for
diffuse surfaces. In Chapter 4, we review the previous work related to solutions to
the inverse lighting design problem. Next, in Chapter 5, we present a method that
solves the inverse lighting design problem for a fixed number of light sources, that
can handle scenes with high geometrical complexity. Following, in the same chapter, we present a method that finds a lighting configuration that creates a desired
illumination in a scene while minimizing the number of light sources of the configuration. In the context of perceptually-driven inverse lighting, we introduce the
shadow edge histogram concept in Chapter 6, and propose a simple and effective
method to perceptually enhance objects by setting up a configuration of directional
light sources that accentuate the prominent geometric features of complex objects.
Next, in the same chapter, we present the extension of this method to automatically
determine the number of and arrange practical luminaires on or near user-provided
mounting surfaces and provide a framework that can handle various constraints on
complex environments, such as exhibition setups. The final chapter of the thesis
summarizes the research results and provides a discussion about potential future
work.
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Chapter 2

Background
In this chapter, we will introduce some basic background on the area of computer
graphics and inverse lighting design. We start with some basic physics, radiometry and reflectance in Section 2.1, followed by a discussion on the different light
source models that are used in computer graphics in Section 2.2. Next, we present
an overview of the rendering equation and its formulations in Section 2.3. In Section 2.4, we introduce some methods to represent illumination as a free-standing
field, which is later needed in the formulation of volume-based radiance caching
and radiance sampling in free space. In Section 2.5, we discuss about volumetric
representations and their applications. Then, we present a basic introduction on
visual perception concepts in Section 2.6. Finally, we discuss about the inverse
lighting design problems in Section 2.7, followed by an introduction in mathematical optimization in Section 2.8 and clustering algorithms in Section 2.9, which are
necessary for solving the above category of problems.

2.1

Light Transport Theory

When considering light-matter interactions in computer graphics, it is required to
have a thorough understanding of the physical phenomena that occur as light travels within an environment and interacts with the geometry therein. Light is emitted
from one or more light sources, propagates in the form of photons and is scattered
and absorbed as it interacts with the objects and the air in the scene. The development of illumination algorithms, requires a deep understanding of the underlying
physical laws and properties that explain the light and matter interaction as well
as the derivation of mathematical models that emulate the behaviour of light. In
computer graphics, an important distinction exists between local and global illumination algorithms. Local illumination algorithms compute the primary bounce
of light, i.e. how much energy emerges from surfaces towards an observation direction, after being directly lit from the available light sources. Global illumination
algorithms on the other hand, compute all bounces of light; surfaces are lit both directly from the light sources and indirectly through the scattering and transmission
of photons within the environment. The latter class of algorithms can be considered as a superset that includes the local illumination methods, while the underlying
theory is the same.
This section starts with a brief description of the different light representation
models (Section 2.1.1). Basic radiometry, which defines the elementary quantities
needed for light transport is explained in Section 2.1.2. Photometry, that measures
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the visible light is detailed in Section 2.1.3. Finally, the interaction of light with
different materials is discussed in Section 2.1.4.

2.1.1

Light Representation

The theory of light transport describes different phenomena by assuming different
models of light representation. These are classified as geometric, wave and quantum optics models. Each of these models captures different properties of the dual
wave-particle nature of light as it interacts with the environment at different levels
of detail.
Geometric optics or ray optics is the simplest light model and includes phenomena such as absorption, emittance, reflection and refraction. It assumes that
light propagates in straight lines (as a ray), at infinite speed and is not affected by
magnetic or gravitational fields. It comprises a valid approximation of the light
transport modelling, provided that light interacts with objects larger than the wavelength of light.
Wave optics, described by Maxwell’s equations, study the light as an electromagnetic wave. This model encompasses the properties of geometric optics but also
explains effects such as interference, diffraction and polarization. These phenomena occur when light interacts with geometry of comparable size to the wavelength
of light.
Quantum optics, the most comprehensive and complete light model to date, explains the behaviour of light at the subatomic level, which exhibits both particle
and wave properties. This model can capture photoluminescent effects such as fluorescence and phosphorescence. In fluorescence, photons are absorbed after interaction with matter and emitted at a different wavelength. In phosphorescence they
are emitted at different times and wavelength. Other phenomena such as blackbody
radiation and the photoelectric effect are also explained by quantum optics.
Quantum optics comprise a very complicated model for use in computer graphics. The dual particle-wave nature of light, the required knowledge of quantum
mechanics - which is yet not fully understood by scientists - and the probabilistic
behaviour of photons make quantum optics a highly complex and unintuitive model
to be incorporated in rendering applications. Wave optics explain several important
effects, but this model is still quite expensive to be included even in productionlevel renderers, despite some work in the area [WK90; WTP01; WW08; WW12;
Cuy+12].
Computer graphics typically use the geometric optics model (Figure 2.1). This
has proven sufficient since it covers some of the most useful optical phenomena of
what we see everyday and is easier to simulate. A further simplification in several
illumination algorithms is the absence of participating media. When the medium
between surfaces is considered to be vacuum instead of air and devoid of any particles, light scattering occurs only at the interface of surfaces and therefore, effects
such as fog cannot be simulated. A more detailed discussion on light transport
and how it relates to several fields (including computer graphics) can be found in
Veach’s thesis [Vea98]. Furthermore, in lighting design, where image synthesis
algorithms are used for purposes of prevailing energy exchange simulation rather
for the production of aesthetically pleasing results, most of the above phenomena
(diffraction, scattering in participating media, etc.) can be safely disregarded when
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F IGURE 2.1: Simplified illustration of the geometric optics model. Light emitted
from a light source can undergo reflection (or scattering), transmission and absorption
as it interacts with the various objects in the environment.

considering light propagation beyond the luminaire’s surface1 and the rest of the
environment.

2.1.2

Radiometry

Radiometric units are used to describe electromagnetic waves and quantify electromagnetic radiation. All radiometric quantities are wavelength-dependent, but we
will drop that dependency for the sake of notation simplicity. Before we describe
the radiometric units, we have to provide some details about an important quantity which is the solid angle. Solid angle is a dimensionless quantity and is the
three-dimensional analogue of a planar angle in two dimensions. It is defined as
the opening of a field of view subtended by an area projected on a unit sphere. It is
measured in steradians, with 4π steradians corresponding to a full sphere.
Radiant Energy. Radiant Energy (Q) describes the energy of electromagnetic radiation and it is measured in Joules. It is the energy emitted from a light source or
reflected from a surface and is transferred through space as photons.
Radiant Flux. Radiant Flux (Φ) or radiant power describes the rate of radiant
energy. It is the energy flowing through a surface per unit time and is measured in
Watts ( W = Joules/sec ):
Φ=

dQ
.
dt

(2.1)

Integrating radiant flux with respect to time leads back to radiant energy. Differentiating radiant flux with respect to area will lead to irradiance, while differentiating with respect to solid angle lead to radiant intensity.
1 The

complex light interaction that occurs within the luminaire’s structure in many cases can
include diffraction, complex scattering, photoluminescence, etc. However, luminaires are considered
black boxes for lighting design purposes, since their emission profiles as measured from outside their
body are given by vendors.
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Irradiance. Irradiance (E) is radiant flux Φ per unit area A. It is the energy flow
toward a surface from all incoming directions and is measured in Watts per square
meter ( W /m2 ). It is defined as:
E=

dΦ
,
dA

(2.2)

where A is the surface area.
Integrating irradiance over area leads back to radiant flux. Differentiating irradiance in direction will lead to radiance.
Radiosity. Radiosity (B) is the radiant exitance of a surface and is the same radiometric quantity as irradiance but measured in the outgoing energy flow direction
from a surface:
B=

dΦ
.
dA

(2.3)

Radiant Intensity. Radiant Intensity (I) is radiant flux Φ per unit solid angle. It is
measured in Watts per steradian (W /sr) and is defined as:
I=

dΦ
.
dω

(2.4)

Radiance. Radiance (L) is radiant flux Φ per unit area A and per unit solid angle.
It is measured in Watts per square meter per steradian ( W /m2 sr ) and is defined
as:

L=

d2Φ
d2Φ
=
,
dAΦ · dω
dA · dω · cos θ

(2.5)

where θ is the angle between the surface normal and the specified direction and
AΦ is the projected area (the area that is perpendicular to the light direction). The
amount of the projected area relative to the surface are is given by: AΦ = A · cos θ .
Integrating radiance over all directions leads back to irradiance.
The radiance can also be expressed in terms of intensity, irradiance/exitance:
L=

dI
dE
=
.
dA cos θ
dω cos θ

(2.6)

Radiance is very important in computer graphics, due to the geometric optics
used, since it is a quantity corresponding to light travelling on an infinitesimally
thin path connecting two points in space. A common distinction when computing
radiance relates to the absence/presence of participating media. When radiance is
computed only at surfaces, participating media is not taken into account and light
is assumed to travel through vacuum, without any attenuation. This means that
the outgoing radiance from one surface point towards another, equals the incoming
radiance at the second point from that direction, if the two locations are mutually
visible.
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F IGURE 2.2: Different radiometric quantities. From left to right: Radiant flux, the
total power with no notion of direction or area. Radiant Intensity, expressing radiant flux over cone of emission/reception. Irradiance, which is radiant flux over area.
Radiance, measuring radiant power with respect to area and directional cone of emission/reception.

All the above quantities compute the radiation for all frequencies of the electromagnetic spectrum. The equivalent quantities that are defined per wavelength
are spectral radiant power, spectral irradiance, spectral radiosity, spectral radiant
intensity and spectral radiance.
The radiometric quantities described in this section, as well as their units, are
summarized in Table 2.1. They are also illustrated in Figure 2.2.
Quantity
Radiant Energy

Symbol
Q

Unit
Joules (J)

Radiant Flux

Φ

Watts (J/s)

Irradiance

E

W /m2

Radiosity
Radiant intensity
Radiance

B
I
L

W /m2
W /sr
W /m2 sr

Definition
Energy of electromagnetic radiation
Electromagnetic energy per unit
time
Incident radiant flux per unit
area
Exitant radiant flux per unit area
Radiant flux per unit solid angle
Radiant flux per unit area per
unit solid angle

TABLE 2.1: A list of radiometric quantities.

2.1.3

Photometry

The term visible light describes the part of the electromagnetic spectrum that is
perceptible by the human eye. The visible electromagnetic spectrum ranges between 380nm (violet-blue light) and 780nm (red light). The sensitivity of the eye
is not equal to every wavelength of visible light, though. As described in Section 2.6.1, the human photoreceptors respond differently to each wavelength of the
visible light. Also, the background illumination level plays an important role in
both the sensitivity of the eye to the perceived change of intensity and the response
to particular wavelengths.
Photometry provides measurement quantities, equivalent to the radiometric ones
in function, which account for the fact that not all radiant energy falls in the visible
light spectrum. In this sense, radiometry studies the power of the electromagnetic
radiation across all frequencies, while photometry studies the measurement of the
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visible electromagnetic radiation. The sensitivity and characteristics of the human
visual system is described by the luminosity function, sometimes referred to as visual sensitivity function. The sensitivity behaviour changes based on the lighting
conditions, described as scotopic, mesopic and photopic vision. But in terms of
photometry, well-lit conditions (photopic vision) is considered when determining
the average frequency response of the human visual system.
Luminosity function. The luminosity function V(λ ) specifies the sensitivity of
the human eye to the different wavelengths of light in the range [0.0, 1.0]. 1.0
corresponds to wavelengths for which the human eye is most sensitive and 0.0 for
wavelengths that are outside of the visible light. The function also depends on
lighting conditions, photopic and scotopic conditions. In photopic conditions, it
peaks at 555nm (green), while in scotopic vision it peaks at 507nm (violet). The
luminosity function is used to convert radiant energy into luminous:
Φv = Km ∗

Z ∞
0

V(λ )Φe,λ dλ ,

(2.7)

where λ is the wavelength, Φv is the luminous flux, Km is the maximum luminous efficacy, Φe,λ is the spectral radiant flux and V(λ ) is the luminosity function. Luminous efficacy measures how well light sources produce visible light.
In the context of lighting and light source design, it is the ratio of the luminous
flux over radiant flux and is measured in lumens per watt (lm/W ). Due to the
different adaptation of the human eye on the prevailing lighting conditions, the
maximum luminous efficacy is at 638 lm/W for photopic lighting conditions and
1700 lm/W for scotopic lighting conditions. Luminous efficacy depends on the
wavelength and lighting conditions and the spectral luminous efficacy can be computed as K(λ ) = Km · V (λ ). To summarize, luminous efficacy measures how well
power is converted to luminous flux and the luminosity function describes the human eye sensitivity to each light wavelength. As an example, a bulb consumes a
certain amount of electric power, converting a portion of it into electromagnetic
radiation. The fraction of this radiation that falls within the visible spectrum is finally usable by the HVS and this is why commercial bulbs and other illumination
devices are rated according to their luminous flux (in Lumens).
Luminous Flux. Luminous flux (Φv ) describes the total radiance emitted by a
light source as perceived by a human visual system. It is the basic photometric
quantity and is the photometric counterpart to radiant flux. The luminous flux is
measured in lumens (lm) and all other photometric quantities are related to the
luminous flux. One lumen is the luminous flux of light that is made by a light source
which produces one candela of luminous intensity over a solid angle (1 lumen =
1 candela · 1 steradian). Luminous flux is defined as luminous energy per unit
time.
Φv =

dQv
.
dt

(2.8)

Differentiating luminous flux in area will lead to illuminance, while differentiating in solid angle lead to luminous intensity.
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F IGURE 2.3: The electromagnetic spectrum, with the visible portion highlighted. (Image source: [Ron])

Luminous Intensity. Luminous intensity (Iv ) is luminous flux per unit solid angle. It is the luminous flux that leaves the source in a direction per unit of solid
angle. It is measured in candela (cd = lm/sr)
Iv =

dΦv
.
dω

(2.9)

Illuminance and Luminous Emittance. Illuminance (Ev ) describes the total luminous flux per unit area. Thus, it is measured in lumens per square metre or lux
(lx).
Ev =

dΦv
.
dA

(2.10)

The luminous emittance Mv describes a similar quantity for light leaving a surface, again measured in lux.
Mv =

dΦv
dA

(2.11)

Luminance. Luminance (Lv ) is luminous flux per unit area and per unit solid
angle. It is measured in candela per square meter (cd/m2 ) or lumen per square
meter per steradian (lm/m2 sr) and it is the equivalent of radiance for perceived
light. Luminance is also often measured using the no-SI unit "nit" (nit = cd/m2 ).

Lv =

d 2 Φv
.
dA · dω · cos θ

(2.12)

Integrating luminance over all directions leads back to illuminance or integrating over the area leads back to luminous intensity.
The photometric quantities described in this section, as well as their units, are
summarized in Table 2.2.
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Quantity
Luminous Flux

Symbol
Φv

Unit
lumen (lm)

Luminous Intensity

Iv

candela (cd)

Illuminance
Luminous Exitance
Luminance

Ev
Mv
Lv

lux (lx)
lux (lx)
cd/m2

Definition
Observed power of light per unit
time
Luminous flux per unit solid angle
Luminous flux per unit area
Luminous flux per unit area
Luminous flux per unit solid angle per unit projected area

TABLE 2.2: A list of photometric quantities.

2.1.4

Light - Surface Interaction

When light is emitted from a light source, it propagates within the environment and
interacts with surfaces. Each surface’s internal structure has different characteristics that define its interaction with light and therefore, its visual appearance. When
photons hit a surface they can be either absorbed, and converted into some other
form of energy like heat, or scattered by the surface. When light is scattered, it
can be either reflected back to the medium it came from or transmitted through the
surface, as illustrated in Figure 2.4.

F IGURE 2.4: Interaction of light with matter. Photons striking an object are either
reflected at its boundary (upward yellow arrows), or transmitted through it. In the
latter case, they are internally scattered and absorbed (green arrows) or exit back from
the surface (blue arrows). (Image source: [McA+13])

Absorption happens when a photon interacts with the internal structure of an
object. The photon’s energy is transformed into some other form of energy, such
as thermal energy. Absorption is related to the reduction of light energy and for
geometric optics, it does not change the transmission path.
Scattering of light occurs when radiation is not absorbed and is related to the
change of direction of an electromagnetic wave instead of its energy. Scattering
can occur either at the boundary of the object or at its interior, resulting in two
different phenomena that coexist. In the first case, light reaches the boundary of
an object and changes direction without penetrating the surface. This is called
surface reflection. In the second case, photons are transmitted through the boundary
of the object and if they are not absorbed, they are internally scattered. When
light is internally scattered it can exit from the input interface in the vicinity of
the point of entrance (relative to the observation scale), a process called body or
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diffuse reflection. If, after scattering, it exits at some other point, a process is called
subsurface scattering.
Metals, or conductors, are mostly characterized by their surface reflectance
since most of the transmitted light is absorbed. Insulators, or dielectric, have lower
absorption coefficients, which allows more light to be transmitted. Therefore, both
surface and body reflection must be properly simulated to achieve the correct appearance. Homogeneous insulators such as crystals, glass and pure water, transmit
light in directions that do not deviate much from Snell’s law and are considered
transparent materials. Heterogeneous insulators such as skin, snow and plastic
cause light to scatter and change orientation multiple times inside their substance
before exiting and are considered translucent materials [DI11].
Modelling of Surface Reflectance
During rendering, a proper representation of the material properties is required to
accurately model and visualize each different object in the virtual environment. In
radiometry, this is accomplished by either devising mathematical models, i.e. analytical scattering functions that statistically resemble the perceived light behaviour,
or by using actual measured data. In either case, the measured or analytical scattering representation describes the interaction of light with a surface in terms of both
incident and exitant directions, in the general case.
The mathematical function which describes how the light is scattered by a surface is called Bidirectional Scattering Distribution Function, or BSDF. BSDF is
defined over the entire sphere of directions around a surface location. For practical reasons, BSDF is typically split into a Bidirectional Reflectance Distribution
Function or BRDF term defined over the hemisphere of incident directions above
the surface and a function of scattering from the interior of the surface, the Bidirectional Transmittance Distribution Function or BTDF. However, when the scale of
observation is such that the entry point can be considered equal to the exit point for
sampling purposes and the material represented is assumed to have uniform boundary properties, certain subsurface scattering phenomena are commonly modelled as
reflective properties (body reflection or albedo) and represented via the BRDF.
In this section, we will focus on Bidirectional Reflectance Distribution Function, which is commonly used in rendering applications and defines how light is
reflected at a surface. BRDF calculates the fraction of incident electromagnetic
power that is reflected. The BRDF fr for a particular point x depends on the incident and exitant light directions. It is defined as the ratio of the differential outgoing
radiance towards a direction ωo caused by the differential irradiance as a result of
light striking the surface from a particular direction ωi :
fr (x, ωo , ωi ) =

dL(x, ωo )
.
dE(x, ωi )

(2.13)

Intuitively, the BRDF describes the ratio of radiant power between a direction
of light incidence and observation. The BRDF is wavelength-dependent but we
have dropped that dependency here. Each direction ω can be parameterized by
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azimuth angle φ and zenith angle θ and it can be written as:
fr (x, θo , φo , θi , φi ) =

dL(x, θo , φo )
dE(x, θi , φi )

(2.14)

The BRDF has some interesting properties:
• Positive. All physically based BRDFs should be positive.
fr (x, ωo , ωi ) ≥ 0
• Reciprocity. For the majority of materials, the BRDF follows Helmholtz
reciprocity. This means that the input and observation directions can be interchanged and the value will remain the same:
fr (x, ωo , ωi ) = fr (x, ωi , ωo )
This property is important in many illumination algorithms, since it allows
tracing paths either in the direction of light propagation or backwards, from
the observer, without affecting the contribution of the material to this light
surface interaction.
• Energy conservation. Physically-correct BRDF models obey the law of energy conservation. This means that the total exitant power from the surface
is less than or equal to the total incoming flux (unless the surface also emits
light). A non energy-conserving BRDF model does not produce correct results as some areas appear brighter than they should be. However, please
note that not all energy-conserving models are physically correct.
Z

fr (x, ωo , ωi ) cos θ dωo ≤ 1

Ω

Common BRDF models. In general, BRDFs and reflectance models are based
either on empirical observations or on simplifications of physical laws. BRDF
models, which focus on modelling the body reflectance are referred to as diffuse
BRDFs. The simplest body reflectance BRDF and the one that is still widely used in
interactive applications is the ideally diffuse or Lambertian BRDF [Lam60], which
states that a lit surface is viewed equally bright from all directions. In this case, the
BRDF is constant, equal to ρ(x)/π, where ρ(x) is the albedo of the surface at x.
The simplest surface reflectance BRDF is the ideal specular BRDF, where the
incoming energy is reflected in the perfect reflection direction, similar to an ideal
mirror reflection. Although perfectly flat surfaces are impossible at a microscopic
level, due to the chaotic arrangement of molecules, still for the scale of observation
and wavelengths of the visible light, certain very smooth or polished surfaces behave as such. The behaviour of less smooth finishes should be characterized, not
by a singular reflectance direction, but rather a reflectance lobe in which the scattering of light spans over a range of directions. These surface reflectance BRDF
models are known as glossy BRDFs, such as the popular Blinn-Phong BRDF, introduced by Blinn [Bli77]. Other models are based on microfacet theory [TS67;
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F IGURE 2.5: BRDF modelling allows for efficient visualization of different types
of materials. In this example, different types of materials are illustrated by applying
different parameters using the Cook-Torrance model.

CT82; Wal+07], which models the surface as a number of tiny mirror-like or ideally specular planar reflectors. The most widely used isotropic reflectance model
is the Cook-Torrance model [CT82], in which the micro-facet distribution is taken
into account (surface roughness), as well as the Fresnel reflection and transmission coefficients of the material for the particular direction of incidence, along with
light masking and shadowing side effects of the micro-facet geometry. This is a
vast area of research and numerous models have been proposed [Pho75; PF90;
Str90; He+91; War92; ON94; Laf+97; AS00; Don+09b; MLH02]. We omit any
additional details of this area and we refer readers to three comprehensive surveys
[Sch94; Shi+97; KE09]. Figure 2.5 illustrates the appearance of surfaces using the
Cook-Torrance model, for various settings of the model.
Measuring real surfaces with the use of gonioreflectometers and image-based
methods is an alternative way to acquire BRDFs [Dan+99; Len04; Mat+03; HLZ10;
Hul+10; Don+10; AWL13]. A subset of them is available for download in online
databases [MER; Cor].
Generalizing the BRDF. The BRDF makes several assumptions regarding the
behaviour of light, such as the scale of observation and material uniformity. As long
as these are respected, a reciprocal and energy preserving BRDF can accurately
represent the interaction of light with matter. By lifting these simplifications, more
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complex functions are required to describe each surface [Wey+08]. However, most
of these are quite complex and are not common in computer graphics. In the most
general case (ignoring interference and light polarization) these functions need to
describe the behaviour of light in multiple domains: spatial, directional, spectral
and temporal [VHBSUHD74], as given by the 7D plenoptic function [AB91]. The
most general scattering function, S, is a 14D function which describes the interaction of light with a surface by using two plenoptics, one describing light arriving at
the surface and one describing light exiting the surface. Ignoring phosphorescence
and fluorescence phenomena, spectral and temporal dependencies can be omitted
and the surface can be modelled by the bidirectional surface scattering and reflectance distribution function, the BSSRDF [NRH77]. This 8D function captures
subsurface scattering phenomena, such as light entering at one location and exiting
at another, regardless of the scale of observation. Ignoring subsurface scattering,
therefore dropping two more dimensions, the Spatially-varying Bidirectional Surface Reflectance Distribution Function or SVBRDF is used to simulate materials
that do not depend highly on subsurface scattering (such as skin, wax, etc), but do
not have uniform properties on their surface. Going further and assuming uniformity over the surface which, strictly speaking, is only valid if the object is viewed
from a certain distance, the spatial dependence is dropped and the 4D anisotropic
BRDF is used.

2.2

Light Source Models
Punctual

Directional

Area

F IGURE 2.6: Illustration of various light source models that are used in computer
graphics.

As discussed in Section 2.1.2, light is an electromagnetic wave. Light radiates
from various sources such as the sun, incandescent light bulbs and LED light fixtures. Such a light source emits a certain amount of radiant power and a percentage
of that becomes visible light (luminous power). The efficiency at which a light
source produces visible light is measured by the luminous efficacy and is measured
in lumens per Watt. For example, an incandescent bulb has a luminous efficacy of
8 ∼ 10 lm/W.
To simulate light transport, we have to define how light rays are emitted from a
light source. There are many light source models that are used in computer graphics. The simplest form is the punctual light source (Figure 2.6 top-row left-middle).
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Punctual light sources were widely used by the graphics industry and research community due to their trivial sampling and simple calculations to evaluate incoming
radiance and visibility. They are the most common light sources and their formulation is even used in computing indirect illumination (see Section 3.1.5). They
emit light from a single point in space in either all directions (omni-directional
- Figure 2.6 top-row left) or within a specific solid angle constrained by a userdefined direction and the opening of cone of emission (Figure 2.6 top-row middle).
Another simple light source model, is the directional light. This is used to approximate distance light sources, typically the sun, and they are defined only by their
direction and radiance power as measured at the receiving surface, since the emitter
is assumed to be infinitely far away (Figure 2.6 top-row right). A more physicallycorrect light model is the area light emitter. Area lights, in contrast to punctual
ones, do not emit light rays from a single point in space, but from the entire surface
area of a given shape. Area lights better simulate light sources that can be found in
a real environments and produce a more realistic result, including soft shadows and
potentially self-occlusion, depending on the emitter’s shape (Figure 2.6 bottomrow). They are more computationally heavy and the irradiance of the visible parts
of the light source to a given point in space are usually estimated using Monte-Carlo
methods. Recently some fast approximations have been developed to evaluate the
incoming irradiance from such light sources [Hei+16; Lec+17], but their visibility
term has still to be estimated using Monte-Carlo methods.
So far we have assumed that the emission characteristics of the light sources
are only governed by their total radiant or luminous power, which in the case of
area light sources is distributed uniformly across their surface and radiated also
uniformly outwards in all directions. However, real luminaires do not emit light
in a isotropic manner. Their angular distribution along with the shape of the luminaire is usually defined by a photometric profile. Photometric profiles define
a luminous intensity distributions of light sources and are used by lighting fixture
manufacturers to store and specify the properties of each luminaire they produce.
Such light source profiles have recently been used by the computer graphics industry to provide both a more realistic illumination for 3D scenes and more accurate
simulations in demanding applications such as car headlight reflector design and
architecture. Some common photometric data formats are the EULUMDAT and
the more widely used IESNA LM-63, that is defined by the Illuminating Engineering Society (IES). An example of the difference between an isotropic and IES light
profile is illustrated in Figure 2.7.

2.3

Rendering

To synthesize realistic images or compute illumination values at certain points, we
need to simulate how light propagates in an environment and interacts with various
objects. In the case of creating, or rendering, realistic images, we must compute
how much light arrives inside the field of view of a virtual camera.
In this section, we provide the most important mathematical formulations of the
rendering problem (Section 2.3.1) followed by a review of a fundamental approach
to solve the rendering equation (Section 2.3.2). For practical reasons, in computer
graphics, more attention has been given to simulate light transport phenomena, that
are more important based on visual perception, efficiently. In section 2.3.3, we
detail such special cases of light transport.
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Simple / Isotropic
Profile

IES photometric
Profile

F IGURE 2.7: Light sources can be modeled using a isotropic distribution of luminance, or by using an IES photometric profile. On the bottom row we present the
luminance distribution from a light source using an isotropic or an IES profile.

2.3.1

Formulations of Light Transport

The goal of global illumination algorithms is to estimate as accurately as possible
the energy distribution carried by photon propagation in an environment and sampled by a sensor or other virtual probes. Light is emitted from the light sources,
bounces around the scene and interacts with different media such as object materials and air, undergoes scattering and absorption, under a local energy-preserving
equilibrium state. Several formulations have appeared over the years and all algorithms can be expressed through one or several of these. The most fundamental
formulation in computer graphics was presented by Kajiya [Kaj86a], who formulated light transport in computer graphics in the form of an integral equation, called
the rendering equation:
L(x, ωo ) = Le (x, ωo ) + Lr (x, ωo )

(2.15)

which states that the radiance leaving a surface point x in direction ωo is equal
to the sum of the emitted radiance Le from that point in the ωo direction and the
radiance Lr leaving the surface in the same direction due to light scattering events
at x.
Hemispherical formulation. Lr can be derived by integrating equation 2.13 with
respect to solid angle to solve for exitant radiance and using equation 2.6 to relate
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irradiance with incident radiance from the hemispherical opening above a surface:

dLr (x, ωo )
dLr (x, ωo )
= f (x, ωo , ωi ) ⇔
=
dE(x, ωi )
L(x, ωi ) cos(θi )dωi
dLr (x, ωo ) = f (x, ωo , ωi )L(x, ωi ) cos(θi )dωi ⇒

(2.16)

Z

Lr (x, ωo ) =

f (x, ωo , ωi )L(x, ωi ) cos(θi )dωi
Ω

This is called the reflectance equation and captures the local equilibrium of
energy as light is reflected off a surface. However, this is a recursive problem. To
compute the illumination at a specific surface location, the incoming radiance at
point x from a given direction must be found. Assuming no scattering along the
way, Li equals the outgoing radiance of another point y and therefore, L(y, −ωi )
must be also found and so on. The unknown quantity, radiance, is also shown
inside the integral. Mathematically, the rendering equation is known as a Fredholm
integral equation of the second kind and is hard be to solved analytically.
Area formulation. The hemispherical formulation considers radiance quantities
with two different roles (outgoing / incident) defined locally at point x, although the
incident radiance depends on the contribution of other locations on scene geometry. An alternative form of the rendering equation removes the incident radiance
at x from the hemisphere above the point and replaces it with the corresponding
outgoing radiance from all points y on surfaces contributing to the hemisphere (i.e.
visible from point x). To go from the solid angle integration domain to surfaces,
we must start from Eq. 2.16, and change the integration variable dω, using the
definition of a solid angle. Considering an infinitesimal surface patch dA centered
around a visible point y from x, the solid angle subtended by dA with an apex at x
is:
dω =

dA cos(θy )
||x − y||2

(2.17)

where θy is the angle between the normal vector at y and the direction vector −ωi .
The change of variable in the integral of 2.16 leads to:

Z

Lr (x, ωo ) =

f (x, ωo , ωi )L(y, −ωi )G(x, y)dA

Sv

cos(θi ) cos(θy )
G(x, y) =
||x − y||2

(2.18)

This formulation of the rendering equation involves the determination of the
visible surfaces Sv from x for all sampled points in the scene. A more practical
version, which is commonly used in many algorithms is derived if we introduce a
visibility term V (x, y), which is 1 if the two points are mutually visible, or 0, when
the line of sight between them is interrupted by other geometry. Now, Eq. 2.18 can
be equivalently expanded to the entire domain S of all surfaces in the scene, since
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their contribution to the receiving point x can be controlled by V (x, y):
Z

Lr (x, ωo ) =

f (x, ωo , ωi )L(y, −ωi )V (x, y)G(x, y)dA.

(2.19)

S

Using the rendering equation, global illumination algorithms solve the light
transport problem recursively either by tracing photons emitted from the light sources
or by measuring the contribution at the camera sensor, or by a combination of both
strategies.
Let us now for the sake of simplicity define an operator Int(L(y), S) corresponding to the integral of Eq. 2.19. We can do the same for the hemispherical rendering
equation as well. Then, the total outgoing radiance from a point x is:

L(x, ωo ) =Le (x, ωo ) + Int(L(y), S)
Le (x, ωo ) + Int(Le (y) + Lr (y), S) =
Le (x, ωo ) + Int(Le (y), S) + Int(Lr (y), S) =

(2.20)

Le (x, ωo ) + Int(Le (y), SL ) + Int(Lr (y), S) =
Lemitted + Ldirect + Lindirect
where SL represents the sum of all light-emitting surfaces in the scene, i.e. the luminaries. The above formulation splits the energy contribution of the light incident
to a point to a direct component, i.e. light coming directly from the light sources,
and an indirect one that includes all light bounces up to x. Breaking the integral
equation into these components is a common approach in illumination algorithms,
where each part is solved separately.
Participating media
Light transport as described by the rendering equation assumes that light interacts
either with surfaces, or travels in vacuum. While that may be a reasonable approximation, effects such as fog, the blue color of the sky, fire and smoke cannot
be approximated. If the medium between two surfaces participates in the lighting
calculations then photons can also be absorbed, emitted and scattered. Scattering
occurs when a photon interacts with particles in the participating medium causing it
to change direction. Out-scattering refers to the case where photons are being scattered in other directions and in-scattering refers to the case where scattered photons
arrive from other directions. Absorption and out-scattering cause a decrease in field
radiance while emission and in-scattering cause an increase in field radiance.
Extinction is the combined effect of absorption and out-scattering. As light
travels along a ray through a participating medium, the probability that photons
will either be absorbed or deflected outside the path of the ray, causing a decrease
in field radiance, is described by the extinction coefficient σi :
σt = σa + σs
where σa is the absorption coefficient and σs is the scattering coefficient.

(2.21)

2.3. Rendering

25

The fraction of photons that are not scattered or absorbed travelling from a
point x to a point x0 in direction ω is given by the transmittance function Tr :
Tr (x, x0 ) = e−

Rd
0

σt (x+tω,ω)dt

(2.22)

where d is the distance between the two points. The negated exponent is called the
optical depth of the medium. For a homogeneous medium, the scattering coefficient
does not vary along the path and the transmittance function becomes:
Tr (x, x0 ) = e−σt d

(2.23)

which is also known as Beer’s law. Given the transmittance function, the total
radiance arriving at point x0 is:
L(x0 , ω) = Tr (x, x0 )L(x, ω)

(2.24)

Emission and in-scattering relate to the increase of radiance along the path of
the ray. Emission increases radiant energy due to physical processes that convert
other forms of energy to visible light, while in-scattering increases radiant energy
due to photons that are scattered from other directions. The total radiance increase
at a point x in direction ω is given by the emitted radiance and the incident radiance
around that point:
Z

L(x, ω) = Le (x, ω) + σs (x, ω)

p(x, ω, ω 0 )L(x, ω 0 )dω 0

(2.25)

Ω4π

where Le is the emitted radiance and p is the phase function which indicates the
angular distribution of light arriving at x in direction ω from the entire sphere of
directions Ω4π . The simplest phase function is the isotropic which has a constant
1
value of 4π
.
Path Notation
Global illumination algorithms are often classified based on the different phenomena they attempt to solve by following the trajectory of photons and their interaction
with different surfaces. Most real-time algorithms are limited to diffuse-only environments, while others are designed for capturing caustic effects, which require
tracing specular paths. Some approaches start measuring the contribution of light
at the camera sensor, others trace emitted radiance from the light sources and hybrid algorithms use a combination of both. An increased number of light bounces
increases the rendering cost, so a distinction on the number of bounces they are
able to simulate is also common. To characterize these different algorithms, a convenient way is to use Heckbert’s notation [Hec90]. According to this notation, light
interacts with matter at specific events: the capture of the emitted light at a camera
sensor or eye (E), the generation of light at the light sources (L) and the scattering of
light on different types of material (D for diffuse, G for glossy and S for specular).
A number of regular expression operators is also defined to describe sequences of
events, as shown in Table 2.3.
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Notation
?
+
?
|
()

Description
Zero or more
One or more
Zero or one
Or
Group

Example
D?
D+
S?
D|S
(D|S)+

Meaning of example
Zero or more diffuse bounces
One or more diffuse bounces
Zero or one specular bounces
One diffuse or one specular bounce
One or more diffuse or specular bounces

TABLE 2.3: Regular expression notation for photon trajectory events

Using this notation, the whole light transport can be described by L(D|G|S)?E
events. That is, light is emitted from the light sources and photons can either reach
the eye directly or bounce around any type of surface, any number of times before
they finally reach the eye.

2.3.2

Monte Carlo Integration

To generate realistic images or in the general case, to evaluate radiometric or photometric quantities at any location, we need to solve the integral equations that
describes light scattering. Such integral equations generally do not have an analytic solution, therefore we have to turn to numerical methods. Due to the inherent
high dimensionality and discontinuous integrals, we cannot use simple numerical
integration techniques such as the trapezoidal integration or Gaussian quadrature.
For such problems, we have to use stochastic methods, such as Monte Carlo numerical integration. Monte Carlo integration uses random sampling to estimate the
values of integrals.
To compute the integral of the rendering equation (Eq. 2.20), we have to integrate the product of the incident radiance (L) and the BSDF ( f ) over the unit
sphere. The incident radiance function is very complex and it is not available in
closed form. It is a function with a lot of discontinuities due to the fact that objects in the scene can either block or deflect radiance to arbitrary directions. Monte
Carlo integration has the powerful - and indispensable in our case - property that
we only need to be able to evaluate the integrand at arbitrary domain points in order to estimate the value of its integral. This property makes Monte Carlo easy to
implement and for that reason it is widely used in evaluating the complex integral
forms encountered in rendering.
Let us consider the following integral of a function f (x) with unknown properties:
Z

I=

f (x)dx.

(2.26)

Ω

I can be approximated using Monte Carlo integration by drawing N independent random samples xi of a random variable X with a probability density function
(PDF) p:

IN =

1 N f (xi )
.
N∑
i p(xi )

(2.27)
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F IGURE 2.8: A comparison of sampling strategies. There are four spherical light
sources with varying radii and color but same total power. And four shiny tiles with
varying degrees of surface roughness. Left: Sample using the light source sampling
strategy. Middle: Sample using the BSDF sampling strategy. Right: Combine both
strategies. A close up of the glossy highlights for each sampling strategy is presented
on the bottom row. Images adapted from: [Vea98]

The result is a random variable with expected value E[IN ] that equals the original integral I. Any distribution p(x) can be used as long as p(x) is non-zero for any
x for which f (x) is also non-zero.
One advantage of Monte Carlo integration is that the convergence rate is independent of the dimensionality of √
the integral but it suffers from high variance and
the error decreases at a rate of O( N) in the number of samples taken.
Importance Sampling. Any distribution p(x) can be used in Monte Carlo integration, as long as it is non-zero within the integration domain. The simplest
distribution is the uniform probability distribution, where each sample has an equal
probability to be selected. Although Monte Carlo integration guarantees convergence to the correct value in the long run, a poor choice of p(x) will significantly
increase the variance, which leads to a noisy estimation of outgoing radiance, requiring disproportionately many samples to converge. It can be proven that ideally,
we would want to pick a distribution that is similar in shape to f (x): p(x) ∝ f (x).
Such distribution, would allow us to pick samples that have a higher contribution
to the integral with higher probability. This mechanism of directing the samples to
important regions of the input domain, by careful selection of the samples’ pdf is
called importance sampling.
Drawing samples proportional to f is difficult in the case of the rendering equation because a) the integrand is a product of several functions and b) at least one
term (Li ) is also an unknown quantity and needs to be evaluated. In some cases,
where Li is fast to compute, such as drawing illumination directly from the light
sources, we can combine distributions using Multiple importance sampling [Vea98]
to draw samples from the product of multiple distributions (see Figure 2.8).
Sampling distributions. Another source of variance is from the placement of
samples over the domain. Random samples can cause clumping in various regions of the integrand. Stratified sampling divide the domain into smaller nonoverlapping regions. For each region (stratum) we pick a random sample based on
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F IGURE 2.9: Uniform random sampling may cause large variations in the density of
the domain coverage. The stratified sample pattern guarantees that there is at least one
sample in every non-overlapping stratum. The Halton pattern is more evenly spaced,
but not randomly generated.

a probability density function. This ensures that the samples are well-distributed
over the integration domain, as they are less likely to clump together, and reduce the
variance as opposed to using only random sample placement. Figure 2.9 provide a
comparison of samples placed either randomly (left image) or using stratified sampling (middle). The downside is that it suffers from the "curse of dimensionality".
For a d-dimensional integral with n strata per dimension, it will require nd samples
to cover all strata with at least one sample. Quasi Monte Carlo techniques replaces the pseudo-random number generation with deterministic low-discrepancy
sequences. Using low-discrepancy sequences, samples are well-distributed, specially constructed to cover the integration domain as evenly as possible. A commonly used sequence is the Halton sequence (see Fig. 2.9 (right)).

2.3.3

Special Cases of Light Transport

Simulating all light transport effects is a challenging and time consuming task even
in current production renderers. Therefore, the majority of rendering algorithms
have been designed so that they capture a subset of phenomena. They either focus
on the length of paths they are able to approximate and/or on the type of events
they can simulate. By excluding certain phenomena, the rendering equation can
be simplified significantly. For example, by limiting the type of surfaces to ideally diffuse, the BRDF is set to a constant factor and moved outside the integral.
Reducing the light bounces to a small fixed number, the rendering equation is replaced by a simple sum of finite paths. This section explains the most basic but
common special cases to the generic light transport equation that are used in computer graphics algorithms. These different phenomena include: direct illumination,
ambient occlusion, environment mapping, caustics and diffuse inter-reflections.
Direct illumination. The simplest type of illumination is direct illumination.
Direct illumination algorithms take into account the interaction of surfaces with
light emanating only from light surfaces (luminaries), i.e those surfaces for which
Le 6= 0. In this case, surfaces are illuminated only by the primary bounce of light,
without regarding the incident light from transport on or through other surfaces
or media (see Figure 2.10). In terms of notation, the simulated paths are of type
L(D|G|S)E. Commonly, this type of illumination is implemented separately using
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F IGURE 2.10: Left: Scene lit with direct illumination only. Areas where light is not
present appear dark, such as the face of the statue. Right: Direct and multiple bounces
of indirect illumination.

local shading models, while the indirect illumination is added on top using various
other algorithms. As a result, some global illumination algorithms are specifically
designed to compute only the indirect part of light transport.
Using the operator formulation of the rendering equation described in Equation
2.20, direct-only illumination can be isolated by setting the Lindirect component to
zero:

L(x, ωo ) =Lemitted + Ldirect =
Z

Le (x, ωo ) +

f (x, ωo , ωi )Le (y, −ωi )V (x, y)G(x, y)dA.

(2.28)

SL

The above equation includes Le (x, ωo ) at the points considered, to include light
sources to the set of visible surfaces (shaded) in the rendering process. In the early
years, the missing part of indirect light was replaced by a constant ambient term.
The integral is commonly approximated by Monte Carlo integration, using samples
y chosen on the light sources. For the special - yet ideal - case of NL punctual light
sources, the above equation is further simplified to:

NL

L(x, ωo ) = Lemitted + Ldirect =

∑ f (x, ωo , ωi )L j (−ωi )V (x, l j )

j=1

nx · (l j − x)
, (2.29)
||x − l j ||4

where l j is the position of the j-th light source and L j its omnidirectional radiance.
V (.) is the visibility function that indicates if the direction to the light source is
occluded or not. It is usually computed via ray-tracing or via rasterization based
methods such as shadow volumes[Cro77] or shadow maps[Wil78].
Shadow mapping is the most popular method to compute shadows for real-time
rendering. A shadow map is generated by rendering the scene from the light source
point of view and storing the closest generated pixel samples in an depth image (the
shadow map). Then, in a subsequent pass, the scene is rendered normally, form the

30

Chapter 2. Background

F IGURE 2.11: Shadow maps. Top: Principle of operation. Bottom: Typical artifacts.

camera viewpoint, and each shaded point x is projected to the light’s viewpoint and
tested for occlusion using the light’s depth image (shadow map). Shadow maps
are very efficient to generate and test, since their rely on the rasterization pipeline
for both tasks. The main drawbacks of shadow maps are the aliasing artifacts that
occur due to mismatched sampling between light and camera views and the modelling of a single type of light source: a punctual projector-like or spotlight source.
Numerical instabilities due to the sampling and vertex transformations also lead
to some notorious shadow test errors (see Fig. 2.11). Several solutions have been
proposed to mitigate these problems [RSC87; Ann+08; DL06; PK15].
Ambient occlusion. Ambient occlusion (AO) or ambient obscurance [ZIK98] is
an empirical illumination method, which tries to approximate the amount of indirect light that reaches a point, without being blocked by the surrounding geometry
of the point and without taking into account inter-reflections (see Figure 2.12).
Hence, the incident radiance from blocked directions is zero. This produces darker
results than a full indirect illumination simulation, but visually convincing under
the assumption that the environment is lit by distant lighting such as the sky dome
or environment maps (see next). The AO equation is:
1
AO(x) =
π

Z

ρ(d(x, ω))(nx · ω̂)dω

(2.30)

Ω

where Ω is the hemisphere centered at the normal vector nx of the receiving point
x. ρ(d(x, ω)) is an obscurance attenuation function of the distance d(x, ω) of the
closest point to x in the incident direction ω. When only visibility of the distant
environment is considered, the distance attenuation function is replaced by a binary
visibility term and ambient obscurance becomes ambient occlusion. Otherwise,
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F IGURE 2.12: Scene rendered with ambient occlusion only. Note the resemblance to
shading from an overcast sky.

many empirical attenuation functions have been proposed, mostly trying to simulate
the cancellation of light attenuation on the geometry near x.
Environment mapping. An efficient way to capture the illumination objects receive from the surrounding environment is with the use of environment maps. An
environment map encodes the illumination coming from all directions around a
single point, which is a sufficient approximation if the environment is assumed to
be far away from the objects to be illuminated, compared to their bounds in threedimensional space. Mathematically, the simplification here relates to the incoming
illumination, which depends only on direction. This technique has been used both
for directional and diffuse reflections, so the light paths that can be simulated are
L(D|G|S)?(D|G|S)E, L(D|G|S)? being captured and provided by the environment
map. Commonly, these maps are captured from real world environments using a
camera and a highly reflective sphere, called a light probe. This information is
stored and indexed later, based on a lookup direction. In their most simple form,
environment maps store Li (ω) (note that x is dropped here for the lack of positional
dependence). If ideally specular surfaces are considered, a single direction ωi suffices for the plausible rendering of the material’s appearance (reflection maps). For
less glossy surfaces, the full irradiance integral has to be evaluated (Figure 2.13).
Environment illumination is expressed mathematically as:
Z

Lr (x, ωo ) =

f (x, ωo , ωi )Lmap (ωi )(nx · ω̂)dωi

(2.31)

Ω

where Lmap is the environment map.
For sake of computational efficiency, it is often convenient to pre-integrate the
incident radiance Lmap (ωi ) for known BRDFs, and directly index the environment
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map, where these values are stored with respect to a representative incident direction ωi . An extreme but very common case arises when the environment map
stores the pre-integrated result for Lambertian surfaces. Then, the BRDF ρ(x)/π
is moved outside the integral and not stored, while the remaining part represents
the surface irradiance. Irradiance is estimated, stored in irradiance environment
maps and post-multiplied with the BRDF after indexing it with the point’s normal
direction:
Lr (x, ωo ) =

ρ(x)
Emap (nx )
π

(2.32)

Caustics. Caustics appear due to the concentration of multiple reflective or refractive rays onto a diffuse surface (LS+DE). These are most frequently observed
through a glass of a transparent liquid (see Figure 2.14), on surfaces underneath
shallow waters or as light is reflected on waves. Accurate simulation of caustics
at interactive times is a demanding task, since a large number of photons is concentrated only on small areas of the environment. These algorithms usually require
multiple passes. One pass is required for tracing and storing photons as they interact with reflective and refractive surfaces until they reach a diffuse surface. A
second pass then uses the stored information from the first pass to illuminate the
appropriate surfaces.

F IGURE 2.13: The effect of environment mapping on different surfaces. Top row: the
bunny is lit using direct sampling of the environment map and pre-computed irradiance map (diffuse BRDF). Middle row: lighting is computed using environment map
sampling, also taking account directional visibility per sample.
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F IGURE 2.14: Simulation of caustics rendered with GPU progressive photon mapping
(screenshots from AUEB Computer Graphics Group XEngine interactive renderer).

Diffuse inter-reflections
A large category of algorithms have focused on simulating global illumination effects based on diffuse surfaces. Typical physical materials exhibit a significant
amount of body reflection (diffuse scattering), which due to its omni-directional
distribution, provides significant energy to nearby geometry. Therefore, diffuse
indirect lighting contributes drastically to the overall appearance of a scene (see
Figure 2.15). The simplified version of the rendering equation for diffuse illumination has been extensively used, especially in interactive applications. This is due to
the fact that the ideal diffuse BRDF is constant with respect to directional dependence. Furthermore, due to the high reflectance across the entire hemisphere, the
rendering equation behaves like a convolution with a low-pass filter, resulting in the
diffuse indirect lighting varying slowly across the environment. This raises many
opportunities for more efficient and sparse computations to take place. In terms of
light paths, diffuse global illumination is LD?E. For diffuse surfaces with constant
BRDF, the reflectance equation becomes:
Lr (x, ωo ) =

ρ(x)
π

Z

Li (x, ωi ) cos(θi )dωi .

(2.33)

Ω

The majority of algorithms, regardless of their efficiency, can model multiple
bounces of indirect diffuse illumination.

F IGURE 2.15: Diffuse indirect lighting. Left: Scene lit only with direct illumination.
As in Figure 11, areas, where light sources are unreachable directly, appear dark.
Right: Direct and two-bounce diffuse indirect illumination. Notice the significant
contribution of body reflectance in the scene and the color bleeding at the top left side
of the wall from the blue tank.
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Representing illumination fields

In this section, we describe a number of ways to represent illumination fields, i.e.
functions of position and orientation that describe one of the radiometric or photometric quantities dependent on this spatial parameterization. In order to store
radiometric information in space, the radiance field needs to be estimated over the
sphere of incoming directions at a particular point in space. This is commonly
achieved by representing the spherical function of the radiance field as a set of
coefficients, using spherical basis functions.
In computer graphics, spherical basis functions have been extensively used in
representing the directional dependence of complex signals such as radiance fields,
visibility and BRDFs. Some popular bases are the piecewise constant functions,
wavelets, spherical harmonics and spherical Gaussians. Additionally, a special basis function was introduced in SOURCE engine [MMG06] to store radiosity in light
maps, called Radiosity Normal Mapping Basis.
Here we are primarily interested in representing illumination, in the form of a
radiance field in space. A radiance field can be defined as a function of radiance at
a point x coming from a direction ωi . We need a manageable way to represent such
a function, since its dependence on both the positional and directional sub-domains
can range from a very smooth distribution of lighting to a very high-frequency or
discontinuous signal.
Since, we are defining the function of incoming radiance over the sphere, we
have to first convert any directional vector (x, y, z) from Cartesian to spherical coordinates (r, θ , φ ) using the following parameterization:

r=

p

x2 + y2 + z2

θ = arccos p
φ = arctan

z
x2 + y2 + z2

= arccos

z
r

(2.34)

y
x

where r ∈ [0, inf) is the radius, θ ∈ [0, π] is the inclination or polar angle from the
zenith direction and φ ∈ [0, 2π] is the azimuth angle. When we are defining the
function over the unit sphere, then the radius r = 1.
In the following sections, we will provide an overview on basis functions that
are used in graphics to represent the spherical domain. We will exploit such ideas
in Section 3.2 to represent and compress the radiance field.

2.4.1

Piece-wise constant and linear Functions

Techniques that map a spherical function into pixels have been widely used in computer graphics. The most common mappings are the spherical and paraboloid or
dual-paraboloid mapping and the cube map. The cube map is a set of six faces
on a cube, where each face covers a portion of the unit sphere. Each face is a
2D image which is used to store color values in pixels. In contrast to spherical or
paraboloid mapping, it is simpler to use, it provides less image distortion and is
computationally more efficient. Representations of the incoming radiance field can
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be achieved using cube maps. They are used by the industry in order to compute
indirect lighting, usually in computing glossy reflections.
One extreme case is to flatten the entire function into a constant. This was
widely used in graphics due to its simplicity, speed and memory efficiency. But
nowadays, it is avoided due to fact that it does not yield good results. Another
extreme case is the Ambient Cube [MMG06], where the function is not flattened
into one constant but six, each one for each face of a cube map.

2.4.2

Radiosity Normal Mapping Basis

Lightmaps are extensively used in real-time rendering applications and especially
games; illumination is precomputed and stored for later use during rendering, to
dispense with the on-the-fly calculation of lighting, especially for complex light
interactions. Lightmaps are a form of spatial caching of lighting and in their simplest form comprise a bijective mapping from the spatial domain to a parametric
two-dimensional image domain, where radiosity is stored in piecewise linear manner. In order to extend lightmaps and allow directional information to be stored
and later accessed during rendering Radiosity Normal Mapping was presented in
[MMG06]. The idea is to project incoming radiance onto a simple orthonormal
basis local to each lightmap pixel, instead of total irradiance or radiosity, which
was the common practice. This crude form of directional information could then
be used with normal mapping, which locally perturbs the surface’s shading normal
vector, to compute diffuse indirect illumination on bumpy surfaces, making them
far more realistic and interesting looking.

2.4.3

Wavelets

Wavelets form hierarchical bases of specially constructed basis functions that represent a given function at multiple scales. They can capture both low- and highfrequency phenomena, in the same manner as the Fourier sinusoidal basis functions, but, whereas Fourier functions are only localize in the frequency domain
(thus being good at representing periodic signals), the wavelet bases are also compact in the spatial domain, making them capable of capturing discontinuities efficiently and with minimal error. They have been widely used in image processing
and compression (JPEG 2000). In computer graphics, wavelets have been used
in radiosity encoding and hierarchical evaluation [Gor+93], other indirect lighting
approaches [Kon+06] and relighting [NRH04]. They have been used in the approximation of environment maps, where each face of a cube map was encoded using
a wavelet basis, keeping only the largest terms [NRH03] using coefficient thresholding. In [SS95], the wavelet basis functions were used to represent functions
on the sphere. One major downside of wavelets is that they are difficult to rotate
[Wan+06]. This operation is important in lighting, since we need to combine functions defined on different coordinate systems, e.g. the BRDF expressed relative to
a central direction with the world-space illumination field.
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2.4.4

Spherical Harmonics

Spherical harmonics are harmonic polynomial functions that satisfy the Laplace
equation and are defined on the surface of a sphere. They are a higher-dimensional
analogy of Fourier series. They have been used in gravitational theory, electromagnetic fields and quantum mechanics. In computer graphics, spherical harmonics
have been used to represent incident radiance and BRDFs for offline rendering and
BRDF inference [CMS87; Sil+91; WAT92], to represent irradiance for rendering
[RH01] using environment maps, in Precomputed Radiance Transfer [SKS02], radiance caching [NPG04; KD10; KED11; MP11; Pap11], in relighting [NSD95]
and in lighting design [Dob+95]. We will provide below a more detailed overview
of spherical harmonics, since they are related to this thesis (see Section 3.2). For a
more thorough analysis can be found in [Slo08; Gre03].
The basis functions are defined over the unit sphere as
|m|

Ylm (θ , φ ) = Klm eimφ Pl (cos θ ),

l ∈ N, −l ≤ m ≤ l,

(2.35)

where Plm are the associated Legendre polynomials and Klm are the normalization
constants
s
Klm

=

(2l + 1)(l − |m|)!
.
4π(l + |m|)!

(2.36)

The variable l is also called the band index or degree and each band is equivalent
to polynomials of that degree. There are 2l + 1 basis functions for each band. Low
values of l represent low-frequency basis functions which can be used to represent
low-frequency phenomena such as diffuse lighting.
The above definition in Equation 2.35 forms a complex basis. The real valued
spherical harmonics is expressed in spherical coordinates as:
√
m
m

 2Kl cos(mφ )Pl (cos(θ ))
Ylm = Klm Plm (cos(θ ))

√ m
|m|
2Kl sin(|m|φ )Pl (cos(θ ))

m > 0,
m = 0,

(2.37)

m<0

Spherical Harmonics have been adapted by a lot of techniques of computer
graphics, due to the fact that they have some important and desired properties.
First, they form a set of orthonormal basis functions. Due to this property, the least
squares projection of any spherical function f can be computed by integrating the
function f against the basis functions.
flm =

Z

f (s)Ylm (s)ds

(2.38)

where S is the spherical domain. The reconstruction of the original signal f can be
obtained by a linear combination of the SH coefficients and the basis functions:
n−1

f˜(s) =

l

∑ ∑
l=0 m=−l

flmYlm (s)

(2.39)
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F IGURE 2.16: The first 5 SH bands plotted. Green are positive values and red are
negative values. (Image adapted from: [Gre03])

As the number of bands n increases the reconstruction becomes more accurate,
but at the expense of exponentially increasing memory usage and computational
power. Projection to the nth order requires n2 coefficients.
Another important property of spherical harmonics is its rotational invariance.
This is analogous to the shift-invariance property of the 1D Fourier transform,
meaning that the projection and reconstruction operations are unaffected by any
rotation operation that is performed on the function f . Meaning, in our case, that
lighting will be stable under rotations. Also, due to orthonormality of the SH basis,
the integral of the product two SH functions a(s) and b(s) is simply a dot product
of their SH coefficients.
n2

Z

a(s)b(s)ds = ∑ ai bi

(2.40)

i=0

A convolution of a circularly symmetric kernel function h with a function f ,
is equal to to the product of their spherical harmonics coefficients, weighted by a
constant factor:
r
(h ∗

f )m
l

=

4π 0 m
h f
2l + 1 l l

(2.41)

This convolution property has been exploited in [RH01] to convolve an environment map with a hemispherical cosine kernel to get an irradiance map.
Working with spherical harmonics has some advantages, an noted above, and
rotating SH is easier than rotating wavelets. Typically, we represents signals in
the spherical harmonics domain by projecting them to a truncated series of the otherwise generally infinite series of - basis functions up to a degree l. Although
spherical harmonics can support smooth functions very well, due to the necessary
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truncation, they fail to adapt to sharp illumination changes, with a manageable
truncated series of basis functions. Related to this problem is the appearance of
"ringing", a ripple aliasing pattern that results from projecting a discontinuous signal into a finite number of basis functions. Usually overshooting and undershooting
happens around the discontinuity. Due to the global effect on the spherical field of
each basis function (contrary to wavelets), expressing even a mild peak in the encoded signal with low error, requires a significant number of coefficients, which
makes the representation of such signals in the spherical harmonics domain inefficient.

2.4.5

Spherical Radial Basis Functions

Spherical Gaussians are radial basis functions defined on the unit sphere. They are
circularly axis-symmetrical Gaussian lobes centered around a direction v:
G(ω, v, λ ) = eλ (ω·v−1) ,

0<λ

(2.42)

ω is the input direction and λ denotes the Gaussian bandwidth. The approximated
spherical function f˜(s) can be represented as
n

f˜(ω) =

∑ Fk G(ω, vk , λk )

(2.43)

k=1

where Fk are the Gaussian coefficients. By controlling their center and bandwidth
parameters, they can be more adaptive to spatial variations than spherical harmonics (see Figure 2.17). Because of that property they are utilized by the industry to
represent high-frequncy phenomena, such as glossy reflections and BSDFs. They
have been used in Precomputed Radiance Transfer [TS06], radiance and BRDF representation [Xu+14; Xu+11; Iwa+14; Wan+09; Yan+12], material editing [IDN12]
and also to represent area lights in instant radiosity methods [Tok15b; Tok15a;
Tok16]. They are rotation-invariant but their major disadvantage is that their are
not orthonormal functions. Computing the appropriate Fk , vk and λk for each lobe
(possibly also the number of lobes, if this is not user-defined), requires optimization. Therefore, in real-time applications, SRBFs are pre-computed and only read
during runtime. Even if the Gaussian center (vk ) and bandwidth (λk ) are fixed, to
get the coefficients Fk it would involve an ordinary least-squares (OLS) or regularized least-squares (RLS) projection.

2.5

Volumetric Scene Representation

Volumetric representations are widely used in scientific data visualization, computer graphics, material modeling, object recognition and physics simulation. The
basic primitive of a volumetric representation is the voxel and it is usually stored in
a simple regularly spaced three-dimensional grid or in hierarchical data structures
such as octrees. Voxels can store either binary information of the occupancy of the
corresponding spatial cell or multiple channels of information (not necessarily a
single multi-dimensional quantity) depending on the application.
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F IGURE 2.17: Comparison of different basis functions to approximately represent the
signal of incoming light. (Image adapted from: [TS06])

Volume data usually require large amounts of memory in order to provide sufficient detail. As a result, hierarchical data structures are usually preferred such
as Space Voxel Octrees (SVO). Sparse Voxel Octrees have been used as an acceleration data structure where voxels are tested for visibility before the rendering of
the actual primitives, that are contained inside each voxel, begins [GM05; EBN13].
Crassin et al. proposed GigaVoxels [Cra+09], an efficient method to render large
volumetric datasets using selective streaming and filtering of the data representation
depending on the current view. SVOs have have also been used, as an alternative
efficient scene representation, for ambient occlusion and indirect lighting computations [Cra+11] and area light shadowing.
Volumetric representations can either be computed in a preprocessing step or
generated in real-time. The process of generating a voxel representation of an object is called voxelization and typically boils down to properly sampling the underlying geometry or volumetric field to generate the representative values for each
discrete volume cell.
Dong et al. [Don+04] presented a real-time method to compute a binary voxelbased representation of a scene by rendering each triangle to a set of 2D textures.
To minimize aliasing, three set of intermediate textures was used, for each volume
axis. A triangle is rendered to one set of these intermediate textures based on the
triangle’s normal dominant direction. In a final step, all these textures are merged
together to form the final volumetric representation. Eisemann and Decoret [ED06]
proposed a fast single-pass view-dependent binary voxel-based representation of a
scene using textures to store the binary information. They further extend their work
[ED08] to support the voxelization of the interior of watertight 3D objects. In order
to store additional information at each generated voxel, besides only occupancy
information, Gaitatzes et al. [GMP11] proposed a surface voxelization method
that stores data in a Volume Buffer. To access each layer of the Volume buffer,
each triangle is sliced using a geometry shader and each slice is rendered to the
associated layer in the volume. Crassin and Green [CG12] presented a method to
store surface information in a Sparce Voxel Octree by exploiting modern hardware
features. Kampe et al. [KSA13] further minimized the memory consumption of
binary sparce voxel octrees by compressing identical subtrees and transforming the
tree into a directed acyclic graph (DAG).
Volumetric representations have been used extensively in this thesis in order
to a) compute and compactly store indirect illumination in the form of radiance
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F IGURE 2.18: The sparse and dense spatial subdivision when using an octree data
structure (Left) and the regular uniform grid (Right).

fields, b) quickly evaluate visibility as well as c) discretize and evaluate the light
source placement domain. They have also been used to generate data structures
appropriate for the illumination painting interface presented in Section 5.3.
For our research, we developed a fast custom voxelizer implementation that
utilizes modern hardware features to achieve real-time performance. Our implementation uses the three-axis rendering of triangles presented in [Don+04] and
stores the occupancy binary information or additional surface information using
GPU atomic operations. The information is stored in 3D textures in GPU memory for fast access and fetching of interpolated results among neighbouring voxels.
Using atomic operations in GPU, we alleviate the requirement for layered rendering, used by previous methods, and directly access the appropriate memory cells to
perform the necessary operations.
As demonstrated in [ED06], for the special case of binary occupancy voxelization, the occupancy information can be stored using OR operations in integer
bitmaps accessed from a shader. Each bit can store the occupancy information of
one cell. As a result, using 32 bit integers, we can store the occupancy information
of 32 cells in a single integer. With this representation, we can lower the storage requirements of the voxel grid by reducing the grid size of one dimension by 32. This
also increases the performance due to the lower memory bandwidth requirements.
An overview of the steps of the GPU rendering stages are presented in Algorithm 1,
where binary information is stored into a 3D integer texture (similar to 3D arrays).
We have also developed a CPU implementation that discretizes the surfaces of
the scene to be used by the painting interface. The CPU implementation of the 3D
rasterization of triangles directly into the voxel grid allows us more control over the
placement of the samples, e.g. sample jittering, variable sampling rate and offsets,
etc.
In Figure 2.19, we present an example of discretizing the light domain (left)
using our GPU voxelizer and the surfaces samples using our CPU implementation
(right).
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Algorithm 1: Voxelization algorithm
/* Vertex/Geometry Stage
1
2
3

*/

forall triangles t do
compute normal: n ← ComputeGeometricNormal(t)
v ← arg max(abs(naxis ))
axis

// project the triangle using the view-projection matrix of the
current view
4
5
6

t 0 ← PPro j (v) · t
F ← Rasterize(t 0 , v),
end forall

F the set of fragments generated

7

/* Fragment Stage
8

*/

foreach fragment f ∈ F do
// Compute voxel index

i ← (pos( f ) − min(scene))/size(voxel)

9

// mark the x-th bit of the 32 bit integer

val ← 1 << (iz %32)
iz ← iz /32

10
11

// volume is a 3D array
12
13

atomicOr(volume(index), val)
end foreach

F IGURE 2.19: Mesh voxelization methods used in our work. On the left, the GPU
discretization of the light source domain. White spheres are candidate light source
positions and occupy the space where walls are not present ("negative" voxelization).
On the right, the discretized surfaces from our CPU method, represented as spheres
for illustration purposes, color-coded based on their orientation.

2.6

Visual Perception

Light is perceived through the processes of the Human Visual System (HVS) and it
only makes sense to take the latter into account when generating images or illuminating a physical environment. In this section, we will provide a brief introduction
to the perceptual background and the Human Visual System (HVS).
As defined by Palmer [Pal99], visual perception is the process of acquiring
knowledge about environmental objects and events by extracting information from
the light they emit or reflect. Visual perception is a cognitive activity that involves
the recognition and categorization of objects and events in the environment and
their spatial localization. Light stimulates the photoreceptors on the retina and it
undergoes a number of neural stages that produce abstract representations of the
environment.
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F IGURE 2.20: Photopic (continuous line) and scotopic (dashed line) luminosity functions. (Image Source: [Fer+96])

2.6.1

Human Visual System

Light enters the eye through cornea, a transparent bulge on the front of the eye.
After travelling through the eye’s focusing apparatus (aqueous humor, pupil, lens)
and the clear vitreous humor volume, light strikes the retina, a curved surface at
the back of the eye. Retina is densely covered with over 100 million light-sensitive
photoreceptors that convert the light into neural activity.
There are two types of photoreceptor cells, the rod and the cone cells. Rod
cells are more abundant and usually concentrated at the outer edges of the retina,
primarily involved in the peripheral vision. They are more light-sensitive than cone
cells and have a wider response curve to different wavelengths, although their peak
reception is centered around a bluish green hue. They are almost entirely responsible for night vision but they have little role in color vision. On the contrary, cone
cells are less light sensitive but allow the perception of color. There are three types
of cone cells that are sensitive in either red, green or blue spectral range, giving us
the trichromatic vision.
Due to the different light sensitivity of the photoreceptors, visual perception
and mostly color perception is different based on the lighting conditions. Photopic
vision relates to human vision at high ambient light levels (daylight conditions),
with luminance levels above 3 cd/m2 . Vision in such conditions is mediated by the
cone cells and the eye is more sensitive to light of 555 nm wavelength.
Scotopic vision relates to human vision at low ambient light levels (night), with
luminance levels of 10−6 to 10−3 cd/m2 . Vision in such conditions is mediated by
the rod cells, which have higher light sensitivity than cone cells. However, the sense
of color is essentially lost. This is the reason, in low light conditions, objects lose
their color and only appear to have different gray levels. In scotopic conditions, the
eye is more sensitive to wavelengths of around 498 nm. The luminosity functions
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F IGURE 2.21: The range of luminances in the natural environment and associated
visual parameters. (Image Source: [Fer+96])

of both photopic and scotopic vision is demonstrated in Figure 2.20.
Mesopic vision is a combination of photopic and scotopic vision, where both
cone and rod cells are being used. Mesopic light levels range from luminances of
approximately 0.001 to 3 cd/m2 .
The HVS distinguishes brightness differently according to the background illumination present and judges brightness in terms of a relevant scale (contrast) rather
than absolute values. The sensitivity also varies depending on the frequency of the
change of perceived contrasting values. The sensitivity to the various frequencies
of visual stimuli is defined by the contrast sensitivity function (CSF). If the frequency is very high, then the eye will not be able to detect any change. This limits
the pattern recognition capabilities of the human eye.

2.6.2

Shape Inference

Perception is similar to inverse rendering. Rendering a 3D world, also known as
image synthesis, is the process of generating an image from a 3D world as seen
from a specific point of view. With inverse rendering, we extract information from
an image and estimate the geometric objects that are in the 3D world along with
their shape, properties and spatial relation to each other.
Changes in the perceived radiance indicates a change in the curvature of the
shape and discontinuities in radiance originate from surface discontinuities. These
changes can also be used in computer vision shape reconstruction [FZ90; NIK90;
BR06].
Shadows provide an important geometric cue that help humans infer the spatial
relationship between objects [Wan92; DS11], including size, relative position and
shape of each object [HG99]. Observers can also estimate the motion of the objects
from the trajectory and change of the size of their shadows [MKK98; KMK94]. Additionally, soft shadows cast from area lights can provide another important information about the distance between the occluder and the occluded surface [Has+03]
(see Figure 2.22) or their relative motion, by observing the change of the size of the
soft shadow area (penumbra region) [Ker+96].
Also highlights have an important role in the perception of surface curvature
[BB90]. Humans can infer the shape and reflection properties of real objects from
their highlights. This property has been exploited in computer graphics in order
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F IGURE 2.22: Illustration of hard and soft shadows. (Image Source: [Has+03])

to visually alter the shape of objects, as they are perceived by the HVS [OBM00;
Kan+01; POC05], without affecting the underlying geometry.

2.6.3

Illumination Guidelines

During the course of the day-night cycle, humans experience a vast range of illumination levels, with our visual system adapting to the prevailing illumination conditions. Since, the eye’s photoreceptors sensitivity range is limited, the eye pupil
controls the amount of light that reaches the retina, similar to the aperture/shutter
mechanism of a camera. This is the reason, why we cannot see the stars during the
day. Even, with the adaptation of the eye to the various illumination levels, humans
can not see equally well at all illumination levels. Under dim light conditions, our
eyes are more sensitive and are able to detect small differences in luminance, although they struggle to detect patterns and distinguish details and colors; it is more
difficult to read a magazine in low light conditions and the colors look like they are
washed out. Therefore, a proper illumination level is required based on the activity
that is being performed and studies have established certain acceptable illumination
levels, some of which are summarized in Table 2.4.
Apart from the ability to perform a task, lighting quality can affect human behaviour and comfort. By carefully controlling the color and intensity of the lighting,
it can be used to establish a specific mood, enhance storytelling or perception of the
environment and capture the attention of the intended audience. It is needless to say
that proper lighting can be crucial for achieving a minimum level of safety when
navigating spaces and helps in properly establishing security measures.
Lighting can also have a negative impact on human and the environment, also
known as light pollution. Improper lighting design can have an impact of human
visibility, also known as glare, where very bright light can create a discomfort or
blind humans. Over-illumination increases energy consumption and disrupts the
ecosystem and wildlife. Light trespass is also important, where light enters other
people property, causing a nuisance to those in the vicinity. For that reason, legislation has been introduced that restricts the level of outdoor lighting to minimize
pollution and light interference. Usually, environment zones are specified that regulate the amount of light based on the acceptable illumination levels of each region.
In lighting design, lighting quality and quantity is usually estimated using approximate empirical methods that compute glare or illumination levels (typically, illuminance, in lx) at vertical or horizontal planes. To verify the estimated illumination
levels, photometers or luxmeters are used, which are usually calibrated to respond
to each wavelength of light similar to the human’s eye response to better correlate
with the human perception of brightness.
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Sunny summer day
Cloudy summer day
Cloudy winter day
Computer Screen radiance
Full Moon
Surgery lighting
Requirement for precision work
Requirement for office work
Requirement for reading
Home lighting
Street lighting
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70000 - 100000 lux
20000 lux
3000 lux
100 lux
1 lux
10000 lux
1500 - 2000 lux
300 - 800 lux
300 lux
30-300 lux
10 lux

TABLE 2.4: Typical Illuminance values.

2.7

Inverse Lighting Design

Designing the lighting of either a real or modelled environment is a complex and
computationally demanding process. The designers’ intention is to correctly illuminate the scene in order to either shape the appearance of the geometry or to
establish an appropriate mood. In lighting design, we need to determine the type,
placement and configuration of light sources in order to correctly illuminate a scene
or an object and achieve some aesthetic or ergonomic goals. This is a non-trivial
and computationally expensive task, because of the need to repeatedly adjust the
parameters of a large set of complex functions that govern the light source and material behaviour and interaction, until the desired effect is achieved. Traditionally,
this task was addressed by an iterative trial-and-error procedure, where the light
designer positioned and configured manually the light sources, until an acceptable
result was produced. This approach is sub-optimal both in terms of quality of the
outcome and efficiency of the overall process. Thus, the need for automatic, goaldriven methods emerged, that could compute the lighting parameters with minimal
or without manual intervention, guided by the desired result.
Inverse lighting problems (ILP) involve the computation of light emitters’ parameters, such as their position or their emissive power, in order to achieve a desired
effect. The goal can be to aesthetically enhance the appearance of a 3D environment or particular object or to achieve certain task-related illumination goals.

2.7.1

Problem Formulation

In goal-driven illumination (see discussion in Section 1.2), we can describe the inverse lighting problem as an optimization problem. Let Igoal be an illumination
goal (also called lighting intention) over a 3D scene and P be a light configuration
consisting of k scene lights that produce an illumination result Ires (P). The lighting intentions Igoal can be directly painted as illumination values onto the threedimensional environment or in an image of a 2D projection of the scene, or otherwise specified, for example by using reference images. These illumination values
are subsequently sampled and provided as input to an optimization algorithm in the
form of a discrete set of Ns measurement points si , and their associated lighting
goal Igoal (si ). The lighting goal can be radiance, irradiance or radiosity depending
on the needs of the underlying application (e.g. dependence on viewing direction,
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material etc.). In the methods presented in this thesis, we use irradiance, which a)
accounts for the aggregate illumination reaching a surface and b) carries no dependence on the surface material and helps treat light positioning problems in isolation
of the rest of the environment’s design. Another practical reason why irradiance
is better suited for real-life applications instead of radiosity, is that for typical task
lighting, the scene’s geometry acts merely as a set of reference surfaces, where the
objects need to be used for a specific task (e.g. reading a book on a desk). Other
times, illumination goals are not even placed on existing surfaces but rather on
imaginary sections of vacant space at a specific level (e.g. eye level), to uniformly
declare a desired illumination across the entire space. The resulting illumination of
a lighting configuration P at the measurement point si can be defined as Ires (P, si ).
Using the above notations, an inverse lighting problem can be defined as an
optimization problem, resulting in a lighting configuration P for which a distance
function D between the resulting illumination Ires (P) and the goal illumination Igoal ,
at the measurement locations si , is minimized:
arg min D(Ires (P), Igoal )

(2.44)

P

D is expressed as the `2 norm of the difference of the illumination values at all Ns
measurement positions si .
It is evident that the inverse lighting problem is a complex problem to solve. In
most research work, the problem is partitioned into sub-problems that are addressed
separately. The inverse lighting problem is broken into the inverse light emittance
(LE) and the inverse light source positioning (LSP) problems. Essentially, the general inverse lighting problem is restated introducing certain constraints, such as
fixed light positions or light emittances, so as to simplify the problem and provide
feasible results in a practical time frame.

2.7.2

Light Emittance Optimization

The first sub-problem that was addressed by the scientific community, was the Light
Emittance problem. This problem deals with the case, where the position of the
lights along with their characteristics such as their shape, size and type are preconfigured and the free variables to be optimized are the emittance and color values of
each light source.
An important observation is that for real luminaries, the dependence of the
emittance Le on direction or power consumption cannot be considered linear, although its dependence on a nominal unit output power distribution can: Le (l j , ω) =
c(l j )L̃e (l j , ω). In other words, the measured contribution of a light source l j to the
illumination of a given point is linearly dependent on its emittance scaling c(l j ).
Therefore, the illumination from a set of k light sources to a measurement point si
is the superposition of all luminary contributions.
If we consider a general light transport operator LT (l j → si ) to describe the
total contribution of each light source l j to a measurement point si , for k unit light
sources, the lighting result on si is the linear combination of these contributions
with coefficients c(l j ). This simply implies that finding the proper scaling factor
for each light source is equivalent to solving the corresponding linear system with
c(l j ) as the unknown variables and for (at least) k sampling points.
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2.7.3
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Position Optimization

This inverse lighting sub-problem is constrained with respect to the light source
emittance value, whereas methods in this category try to find luminary locations
and/or orientations. The research in this sub-field is limited in volume as the research paradigm shifted swiftly to more complete Inverse Lighting method proposals which, consider both light emittance and positioning problems simultaneously.

2.7.4

Inverse Lighting Optimization

Manipulating indirectly the emissive power of fixed light sources or changing only
the position or orientation of light sources with fixed emittance, by specifying the
desired appearance of the scene, forms an overly constrained problem in the majority of cases, restricting the artistic or practical intentions in environment designing and the possible practical uses of these techniques. Several approaches have
been proposed, aiming at effectively addressing both the emission and the position computation problems. Solving the complete inverse lighting problem is of
high importance in light engineering, architectural design and generally in lighting
applications that involve a tedious bulk of processing work for non-expert users.
Consequently, these methods are not only important to scene designers and artists,
but their usage can be also extended beyond just designing the appearance of a
scene. A spectrum of applications ranging from entertainment to architecture design demand the achievement of more abstract goals such as uniform lighting or
high energy efficiency, rather than meticulously specifying detailed illumination
levels.
Computationally, solving the full inverse lighting problem is considered extremely heavy, as the optimization parameter space is of a much higher dimension
than the sub-problems that were presented in the previous sections. Achieving interactive execution times - or more generally, acceptable speeds - on modern hardware is another goal that is implicitly added, in order to be able to integrate such a
process in an interactive modelling pipeline. In addition to the computational optimization, the techniques that try to tackle the ILP are expected to provide a user
interface as intuitive as possible, since they are usually proposed as extensions to
design tools used by non-expert users.

2.7.5

Appearance Enhancement Methods

Most of the work on goal-driven estimation of lighting parameters or the ILP emphasizes on the direct control over the intended effect of the light source parameterization and the satisfaction of specific target illumination levels. These methods
typically use straightforward methods for defining the intended illumination, such
as painting the latter on the geometry or indicating the desired contrast boundaries
via sketching. Although this approach to ILP works very well for defining rough
illumination intentions, it is very difficult to apply sketch and painting illumination
and contrast declaration to a higher level of detail. Such a task, apart from requiring
significant effort, would rely on the skill of the artist or designer to painstakingly
define elaborate and many times unintuitive light patterns. In such cases, it is much
more sensible to employ a perceptually-based objective function that can quantify
the abstract and elaborate intents of visual enhancement, rather than try to interpret
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F IGURE 2.23: Lighting for visual appearance enhancement. In architecture and interior design, lighting is heavily used for both large and small feature (texture) accentuation. Proper lighting is of very high importance to photography and cinematography,
helping to both accentuate shape and delineate layers of information. Portrait (Brothers, side-face) was photographed by Flickr user dankos-unlmtd.

these perceptual concepts into localized illumination and contrast levels. Visual
enhancement of spatial information may include the 3D shape definition of the geometry, emphasizing on the geometric details, the spatial relationships between the
objects in the environment or the delineation of object boundaries (Fig 2.23)

2.8

Mathematical Optimization

Optimization is the process, where the values of input variables to an objective
function are selected from within a set of allowed values in order to find the minimum or maximum output of the function. Apart from specific ranges or discrete
values for the input domain, input variables may be subject additional constraints.
The selection process is highly-dependent on the number of the input variables,
the nature of the objective function (linear or non-linear) and the nature of the
constraints imposed on the input values. Furthermore, the performance of the optimization is also primarily affected by the complexity of the objective function.
Linear optimization, or linear programming, is a genre of methods aiming at
optimizing a linear objective function subject to a given set of constraints. Linear
optimization problems have the following form. The objective function to optimize
(maximize) is P(x) = cT x, where the vector c consists of the value coefficients and
x is the vector of variables to be optimized. Constraints on x can be expressed
expressed in a linear inequality form: Ax ≤ b and x ≥ 0. If we want to minimize
the objective function, we can simply maximize the function −P(x).
Non-linear optimization, is the process of solving an optimization problem,
where some constraints or the objective function are non-linear. Non-linear optimization problems can be convex or non-convex. A convex optimization problem
is a problem where all of the constraints are convex2 functions, and the objective is
a convex function if minimizing, or a concave function if maximizing. Linear functions are inherently convex, so linear programming problems are convex problems.
Strictly convex problems have a single global solution (if any) and their objective
function can be minimized very efficiently, even for large dimensions of the input
domain. In a non-convex optimization problem, the objective and/or the constraints
2 A twice continuously differentiable function of several variables is convex on a convex set if
and only if its Hessian matrix of second partial derivatives is positive semidefinite on the interior of
the convex set. For functions that are not twice differentiable and for sake of intuition, a function is
convex if the line segment between any two points on the graph of the function lies above or on the
graph.
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F IGURE 2.24: Light discontinuities due to occlusion and indirect scattering in enclosed environments fluctuates significantly, even with the linear smooth change of
position of light sources. This makes optimizing the illumination on the target surfaces a hard problem to tackle.

are non-convex. In such a problem, we usually encounter multiple feasible regions
and local optima. In this category of problems, it is difficult to locate a solution that
is indeed the "global optimum" across all feasible regions.
Further down the path of optimization problems, the objective function can be
continuous and smooth, something that can be exploited in gradient-based optimization methods, or discontinuous, The latter case, makes hard to locate a global
optimum, especially for a high-dimensional input domain and disjoint feasible regions. Many of the sub-problems related to lighting optimization are both nonconvex and discontinuous, due to the nature of lighting in occluded environments:
visibility between two points in space, being a binary function, modulates the integrand of the illuminance in an abrupt manner and the combined effect of a light
path’s BRDFs lend the objective function, which usually combines irradiance estimators of all evaluation points, a form with many local optima.

2.8.1

Optimization Methods

There are various methods that solve an optimization problem. Commonly used
methods to solve a linear optimization problem are the simplex and interior point
methods. Non-linear optimization problems are more difficult to solve and iterative
methods, stochastic or heuristics are used.
Considering a static parameterization for the position and orientation of a fixed
number of luminaires (as in the emission problem), the light transport throughput of
the light-carrying paths from the (fixed) light sources to the evaluation points can
be pre-computed, leaving only the scaling coefficients of each light source to be
determined. Since each light source linearly and additively contributes to the illumination of a measurement point as its emissive power changes, this type of goaldriven problem can be easily solved with a linear optimization approach. In the
general ILP however, all the non-linearities and discontinuities of the illumination
estimation are part of the objective function to be optimized. This means that optimizing the light sources warrants the use of non-convex optimization approaches.
Especially for environments with high occlusion, shadowing, colour bleeding, materials with directional BRDFs and intense indirect light scattering cause irradiance
to fluctuate significantly, as the position and orientation of light sources changes
(see example in Fig 2.24). The situation is further made more complicated if the
number of light sources is also subject to optimization.
Gradient-based methods are difficult to use due to the fact that, in order to
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compute the local gradients of the objective function would require a numerical approximation to its (many) partial derivatives. Because evaluating the goal function
is computationally expensive, since it will require the computation of the illumination values at each measurement point or the full rendering of the entire scene,
computing partial derivatives is not desired. Worse, when visibility is considered
(especially for direct lighting), the evaluated lighting is a discontinuous function,
which prohibits the use of gradient-based methods. Additionally, the search space
has large plateaus, in which the optimizer can get stuck. In the following section,
we present some typical optimization methods that can be used in such problems.
Non-negative least squares. Solving the light emittance sub-problem would require to solve the corresponding linear system. The unknown variables are the
emittance scaling factors, which could not take a negative value since a negative
light source could not exist. And since our objective function forms a least squares
problem, we can solve such a problem using a non-negative least squares solver,
such as the method proposed by Lawson and Hanson [LH87], which uses the active
set method.
An overview of the non-negative least squares algorithm that finds the optimal
vector x of dimension N, that minimizes kAx − dk2 subject to xi ≥ 0, i = 1..N, is
presented below:
Algorithm 2: Non-negative least squares
1
2
3
4
5

P = 0/
R = {1, ..., N}
x=0
w = AT (d − Ax)
while R 6= 0/ and max(wn ) > εtolerance do
n∈R

6

m = arg max(wn )

7

Add m in P and remove from R
sP = ((AP )T AP )−1 (AP )T x
while min(sn ) ≤ 0 do
n
a = min( xnx−s
)
n

n∈R

8
9
10
11
12
13
14
15
16
17
18

n∈P

x = x + a(s − x)
Move to R all indices n in P that xn = 0
sP = ((AP )T AP )−1 (AP )T x
sR = 0
end while
x=s
w = AT (d − Ax)
end while

where P contains all the indices of the N variables that are not currently fixed
(passive set) and R contains indices of the coefficients that are fixed at the value
zero (active set). s is the intermediate regression vector, with the same length as
x. sP and sR are sub-vectors that contain the variables with indexes from P and
R respectively. The matrix AP contains only the variables currently in the passive
set P. The algorithm, in each step identifies variables and removes them from the
active set in a way that the fit strictly decreases.
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Bro and De Jong [BDJ97] provided a faster non-negative linear least squares
solver that is a modified version of the original algorithm [LH87] to improve performance.
Hill Climbing. Hill Climbing is a simple, iterative algorithm that belongs to the
family of local search algorithms. By making small incremental changes to the
solution it attempts to find a local maximum or minimum. Some of its drawbacks
are that the method can get stuck in plateaus or waste a lot of time in ridges or
valleys. Due to its inefficiency to find global optimal solutions, unless the problem
is convex, the process is restarted many times with different starting values. Despite
its inefficiency, it is still used due to its simplicity and independence on the form
and properties of the objective function.
Nelder-Mead method. The Nelder-Mead method [NM65] is a non-linear optimization method. It is a direct search method that uses the concept of a simplex
of n + 1 n-dimensional points (assuming n problem variables) and does not require
the existence of derivatives of the objective function in order to converge to an optimum. However, it requires good initial values for the n + 1 simplex vertices. In
each iteration, the algorithm sorts the current simplex’s vertices according to the
value of the objective function. Next, using transformations, such as reflection of
the worst vertex with respect to the centroid of the n other vertices, expansion or
contraction, it shifts and eventually shrinks the simplex over the input domain until
the (unique) mode of the objective function is found. Although the Nelder-Mead
method does not depend on any derivatives and only uses a minimal set of objective function evaluation per iteration, it still requires a relatively smooth objective
function and s fair number of iterations to converge, compared to other methods
that do use derivatives.
Simulated Annealing. Simulated Annealing is a stochastic method for finding
a global optimum of a given function. It is a metaheuristic method that is based
on the Metropolis-Hastings algorithm and uses the concept of annealing from thermodynamics. Starting from an initial state, it explores the solution space using a
Markov chain Monte Carlo approach and searches for better solutions. In each successive iteration, a new configuration x0 is generated based on the current state x
and is accepted with probability
P(x0 |x) = min(1, exp (C(x) −C(x0 ))/T )

(2.45)

where C(.) is the objective function and T is the temperature of the annealing process. In Simulated annealing, the Boltzmann energy distribution function is used in
order to favor better solutions. Even if the new configuration x0 has a higher cost,
it can probabilistically accept worse solutions in order to avoid getting stuck into
local optima and allows for a more extensive search of the solution space for the
optimal solution. The temperature parameter T gradually decreases according to an
annealing schedule. It uses a cooling method, based on the annealing process used
in metallurgy, that slowly decreases the probability of accepting worse solutions as
it explores the solution space. Some improved versions of the original simulated
annealing is provided in [Ing+93; Sia+97]. An overview of the simulated annealing
method is presented below :
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• Create an initial solution x
• Loop until a stopping criterion is met
– Select a random neighbour (x0 ) to the current solution (x)
– Decide whether to move to the neighbour using the acceptance probability P(x0 |x)

Objective Function C(X)

– Decrease the temperature and continue looping

1

3
2

5
4

6
7

8

Variable X
F IGURE 2.25: Simulated annealing steps for the minimization of an one-dimensional
objective function. Both better and worse solutions are accepted, visualized with green
and red arrows respectively, based on the acceptance probability P(x0 |x).

Genetic Algorithms. Genetic Algorithm is a metaheuristic, population-based method
for solving an optimization problem. It belongs to the Evolutionary Algorithms
which are inspired by natural evolution. A Genetic Algorithm generates a population of candidate solutions and applies biological mechanisms of evolution that are
found in nature such as natural selection, survival of the fittest, mutation, reproduction, splicing and recombination of vectors of variables (treated as gene sequences,
in essence) in order to find an optimal solution.
Although a genetic algorithm can efficiently explore the solution space, it requires the frequent evaluation of the expensive - in our case - objective function
for each candidate solution in the population, in every iteration. This fact makes
this genre of algorithms less attractive compared to other global optimization techniques.

2.9

Clustering Methods

Clustering or cluster analysis is a type of unsupervised learning. It is the process
of generating groups or clusters that contain similar object based on some metric.
Dissimilar objects will belong in different clusters. With clustering, we aim to extract knowledge and find the structure of a given data set. In the following sections,
we will present some typical clustering algorithms, which are used in our work
for various tasks, from feature clustering on surfaces to light node aggregation for
minimizing the number of light sources.

2.9. Clustering Methods

2.9.1
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K-means

K-means is a widely used clustering algorithm. It is used, among others, in image segmentation and compression, in signal and vector quantization and in data
mining. It groups objects into K clusters, thus K should be specified before the
execution of the method. Each cluster k is defined by its mean vector (µk ) and each
data point belongs to the cluster with the nearest mean. It is a similar method to
the nearest neighbour method and it partitions the data space into Voronoi cells.
K-means aims to assign each data point xn to one of the K clusters so as to minimize the within-cluster sum of the squares of distances to the assigned vector µk . It
minimizes the following function:
N

J=

K

∑ ∑ rnk kxn − µk k2

(2.46)

n=1 k=1

where N is the number of data points and rnk is a binary indicator variable (rnk ∈
{0, 1}) describing which of the K clusters the data point xn is assigned to. If the
data point xn is assigned to cluster k, then rnk = 1, otherwise rnk = 0.
The algorithm works iteratively to assign each data point to one of K clusters.
In each iteration, two successive steps are involved, the assignment step and the
update step. The mean vector µk of each cluster k is first initialized to a random
data point from the dataset. Then in the assignment step, we assign each data point
xn to the closest cluster using the distance of the data point to cluster mean vector
and update rnk
(
1
rnk =
0

k = argmin j kxn − m j k2
otherwise

(2.47)

In the update step, each mean vector muk is updated so that it becomes the
average vector of data points that are assigned to cluster k

µk =

∑Nn=1 rnk xn
∑Nn=1 rnk

(2.48)

These two steps are repeated up until convergence (no changes in the clusters)
or a specified maximum number of iterations. The assignment and update step,
correspond respectively to the E (expectation) and M (maximization) steps of the
EM algorithm (see below).
Some of the drawback of the K-means clustering is that it uses hard assignment
of the data into clusters, it assumes that the clusters have a spherical shape and it
requires the number of generated clusters K to be known. Furthermore, the method
does not guarantee the optimal clustering but rather converges to a particular set of
representative points and assigned observations.

2.9.2

Expectation-Maximization

The Expectation-Maximization (EM) is an iterative algorithm to find maximum
likelihood estimates of parameters in the presence of missing or hidden data. It is
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consisted of the expectation step, where the missing data are estimated given the
observed data and current estimate of the model parameters, and the maximization step, where the likelihood function is maximized under the assumption that the
missing data are known and the parameters of the model are updated. In clustering,
the EM algorithm the maximum likelihood hypothesis is the one that maximizes
the probability that the data came from K distributions with specific distribution
parameters. In the case the distributions are the Normal distributions, the distribution parameters are the mean µk and the variance σk2 . In other words, the method
alternates between picking new labels while keeping the distribution model parameters fixed (in the case of the Normal distribution, σk2 and µk ). In the second step,
the parameters of the models are optimized, keeping the labels fixed.
Since in this thesis we will not focus on the EM algorithm, we will not dive
into more details of the algorithm. For more information, the interested reader is
referred to [SB07].

2.9.3

Mean-shift

Mean-shift [FH75] is a non-parametric density estimation method that is commonly
used in image processing applications such as object tracking. It is used in finding
the maxima or mode of a probability density function, which is presumed to match
(i.e. to have generated) the observations. This is why the method is also called
a mode-seeking method. Mean-shift assumes that the data (i.e. the observations)
are sampled from a set of K underlying probability density functions, whose peak
corresponds to the center of the respective clusters.
Mean-shift is an iterative method, where we start with an initial estimate x as the
cluster center and shift it towards areas of higher density using a Kernel function as
a weighting function on the influence of the data points. The typically symmetrical
kernel function is defined with a predetermined window, its kernel size. The kernel
is applied to all observations, computing a weighted average around each sample.
The accumulated result forms a field whose basins at the local maxima correspond
to the position of the modes and act as attractors to the initial points. For each point,
we shift it towards areas where the density field peaks and repeat until convergence.
There are different types of kernels, with the most popular one be the Gaussian
kernel. For radially symmetric kernels, we need only define the profile of the kernel
k(x) so that K(x) = ck(kxk2 ), where c is a normalization constant which ensures
that K(x) will integrate to 1.
In each iteration of the method, the window is translated using xt+1 = xt +
mh (xt ) with mh (xt ) be the offset (shift of the window) that is computed using the
equation:
∑Ni=1 K( xi −x
h )xi
mh (x) = N
xi −x − x
∑i=1 K( h )

(2.49)

where h is the window size or bandwidth of the kernel.
Data points that converge to the same local maxima are considered to be members of the same clusters. Mean-shift does not require the prior knowledge of the
number of clusters, only the kernel bandwidth h. It can identify clusters but it is
very computationally expensive.

2.9. Clustering Methods

2.9.4
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Agglomerative Hierarchical Clustering

In hierarchical clustering, a hierarchy of clusters is build using two approaches. Either using a bottom-up approach, also known as agglomerative clustering, or using
a top-down approach, also known as divisive clustering. Agglomerative clustering
treats each data point as a single cluster and successively merge pairs of clusters using linkage criteria, up until we only have one cluster that contains all the data. The
hierarchy of cluster is represented as a tree or dendrogram, where the root of the
tree is the single final cluster and the leafs are the clusters with only one data point.
Because agglomerative hierarchical clustering builds a tree of clusters, it does not
require the specification of the number of generated clusters before the building of
the tree. The number of clusters can be later specified or obtained by observing the
structure and quality of the generated clusters. It is a versatile method but with a
high time and memory overhead.
Deciding which pair of clusters should be merged requires the definition of
a distance metric and a linkage criterion. The distance metric can be either the
Euclidean distance or any other distance metric based on the requirements of the
application and nature of the data set. The linkage criterion specify the dissimilarity, or distance, of two clusters based on the distance of individual members from
the two clusters. In a way, it specify the relationship between two clusters. Some
commonly used linkage criteria are provided below:
• Single-linkage clustering: D(A, B) = min{d(a, b) : a ∈ A, b ∈ B}
• Complete-linkage clustering: D(A, B) = max{d(a, b) : a ∈ A, b ∈ B}
• Centroid-linkage clustering: D(A, B) = max{d(a, b) : a ∈ A, b ∈ B}
• Average-linkage clustering: D(A, B) =

1
|A|·|B|

∑ ∑ d(a, b)
a∈A b∈B

where d(a, b) is the distance, based on the selected distance metric, between two
individual data points and D(A, B) is the distance between two clusters A and B.
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Illumination Evaluation Methods
In this Chapter, we review illumination evaluation approaches that attempt to solve
the rendering equation, or compute special phenomena as specific cases of the light
transport, based on the theory that was discussed in Chapter 2. Illumination methods, are used in image synthesis to accurately compute the interaction of light and
objects in a scene. Images are generated by computing the light that is accumulated in the pixel area of a virtual camera, after it has interacted with the various
objects of the scene. Apart from image synthesis, illumination techniques are important to inverse lighting problem calculations as well, since most ILP methods including ours - employ forward illumination calculations as a means to evaluate
the appropriateness of a given solution (cost function). Such methods, evaluate the
difference of the desired and current illumination at certain measurement points
such as the pixel area of a virtual camera or in arbitrary measurement points inside
the scene. Illumination evaluation methods, rely on many different parameters that
affect both the accuracy of the result and the performance. Such parameters are: the
number and type of light sources, the diversity of the light paths (which depends
on the complexity of the virtual world and the underlying materials) and the need
to support dynamic, large environments. A solution supporting fully dynamic environments would need to approximate the rendering equation continually, without
any pre-computations.
To achieve interactive performance, necessary for real-time or interactive applications, algorithms make simplifying assumptions to several of the above parameters and usually aim at producing a plausible result instead of an accurate one. In
a similar manner, in inverse lighting solutions, an interactive performance of the illumination evaluation method is desired in order to efficiently explore the solution
space and find the best solution based on the objective function and constraints.
Generally, the amount of evaluation points in an ILP solver are a lot fewer than
in image synthesis, where over a million illumination samples need to be typically
evaluated, each one corresponding to one pixel.
In Section 3.1, we provide an overview of popular methods for the evaluation
of the illumination in a virtual environment. Next, in Section 3.2, we propose a
fast volume-based global illumination method for diffuse surfaces. The method is
based on volumetric radiance field caching and compression and is able to compute multiple light bounces, accounting for indirect visibility, in real-time. The
proposed method was jointly developed with the researcher Dr. K. Vardis and published in the Journal of Computer Graphics Techniques (JCGT). Dr. Vardis focused
on using a perceptual compression scheme to the radiance field caching to speed
up the performance of the method and decrease memory consumption, whereas
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our part concentrated on generating more accurate illumination values by computing indirect shadows and optimizing the cache population scheme by dispensing
with unnecessary samples. Our method can be used as a drop-in replacement in
any light evaluation problem, given the position and orientation of the evaluation
points. The irradiance can be well approximated in real-time, however the method
is suitable for diffuse-only light inter-reflections, the dominant type of light-surface
interaction in most habitable environments.

3.1

Overview of Light Evaluation Approaches

In this Section, we will present an overview of the most important illumination
computation techniques that are used in computer graphics. We will discuss each
method’s different approach to solving the illumination problem along with some
related work.
We will start our discussion with the radiosity methods, that are used in diffuse global illumination, in Section 3.1.1. Next, we will review the path tracing
method in Section 3.1.2, which is the most influential genre of generic light transport paradigms in computer graphics and is widely used in production rendering.
Following that, in Section 3.1.3 we review the photon mapping method, which very
efficiently solves the problematic case of certain light transport phenomena, such as
caustics (L(S|G)+DE paths) and in Section 3.1.4, we provide an overview of pointbased global illumination methods. In Section 3.1.5, we present instant radiosity,
which is a very interesting technique that is widely used in real-time rendering. Finally, we present volume-based and radiance caching methods that are used both in
offline and interactive rendering, in Section 3.1.6.

3.1.1

Finite Elements

Finite Element, radiosity methods [Gor+84; CG85; NN85] have been very popular in solving the light transport problem for diffuse surfaces (LD ? E), since their
introduction to computer graphics in the 80’s. Readers are referred to the works
of [CWH93; SP94; Dut+06] for further information. These methods are based on
radiative heat transfer [Wie66; HW91] which describes the energy exchange between surfaces, when they have been thermally excited. The main idea in radiosity
algorithms is based on the observation that ideal diffuse illumination varies slowly
across surfaces, so the environment can be discretized into a set of finite elements,
or patches, whose sparsely evaluated piece-wise-constant or linear radiosity adequately represents the exitant energy field. This way, the light transport problem
can be efficiently solved by exchanging energy between those patches (see also
Figure 3.1).
The average radiosity Bi emitted by a surface patch i with area Ai is given by:
Bi =

1
Ai

Z Z

Lr (x, ωo ) cos θo dωo dA

(3.1)

Si Ωx

in which Lr (x, ωo ) for a specific surface point x is given by the rendering equation.
On purely diffuse surfaces, self-emitted radiance Le and the BRDF do not depend on incoming or outgoing directions (Eq. 2.33). In a diffuse environment,
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F IGURE 3.1: Radiosity approaches discretize the scene into patches and compute
the indirect illumination based on the sparse computations on these patches. In this
example, the scene is discretized hierarchically based on radiosity discontinuities to
provide more accurate results on shadow boundaries. (Image source: [LTG93])

radiosity and radiance are related as B(x) = πLr(x) and Be (x) = πLe (x). Multiplying the surface integral form of the rendering equation for diffuse BRDFs by π
of the left- and right-hand side of the above equation yields the radiosity integral
equation:
B(x) = Be (x) +

ρ(x)
π

Z
S

K(x, y)B(y)dAy

(3.2)

in which the kernel K(x, y) = G(x, y)V (x, y).
Equation 3.1 now becomes:

Bi =

1
Ai

Z

Z

Lr (x)
Si

cos θo dωi dA =
Ωx

1
Ai

Z

Lr (x)πdA =
Si

1
Ai

Z

B(x)dA

(3.3)

Si

Assuming the radiosity B(x) is constant over each surface element i: B(x) = B0 i
for all x ∈ Si . Equation 3.2 can be converted into a linear system (see [Gor+84] for
the complete derivation):
Bi = Bei + ρi ∑ Fi j B0 j

(3.4)

j

The factors Fi j are called patch-to-patch form factors:
1
Fi j =
Ai

Z Z
Si S j

K(x, y)
dAy dAx
π

(3.5)

60

Chapter 3. Illumination Evaluation Methods

F IGURE 3.2: Simplified illustration of path tracing variants. Left: Unidirectional path
tracing starts at the camera, eventually hitting the light source. Center: Unidirectional
light tracing starts at the light source, eventually hitting the camera. Right: Bidirectional path tracing starts both at the camera and the light source and creates sub-paths
for faster convergence.

The form factors represent the amount of energy transfer between two surface
patches i and j based on their surface normals, per-point distance and mutual visibility, and are non-trivial four-dimensional integrals. They are only dependent on
the geometry of the scene, and not on any specific configuration of light sources
in it. Once the form factors have been computed, the radiosity equation can be
represented as a system of linear equations. The system could be solved numerically, using Gaussian elimination, Jacobi and Gauss-Siedel iteration [CG85] or
using Southwell relaxation [GCS94]. The major bottleneck is usually the accurate
computation of the form-factors, the efficient discretization of the environment,
which presents visual artifacts due to discontinuities and the fact that the full matrix solution is computationally and memory intensive.
In the past, many improvements to the original algorithm have been proposed.
These include alternative visibility, patch subdivision, radiosity representation and
caching mechanisms, such as the Hemicube form factor representation [CG85],
hierarchical radiosity [HSA91], discontinuity meshing [LTG92] and form factor
computation via ray tracing [SP89; SS96]. Also support for non-diffuse phenomena has been proposed [ICG86] and alternative radiosity representations, such as
wavelet projection [Gor+93].
Progressive refinement [Coh+88; HSD95] reduced the computational complexity from O(n2 ) to O(n) by calculating the form factors between a point and all other
surfaces incrementally. For example, the shooting and sorting approach finds the
patch with the greatest amount of unshot radiant energy and distributes it to the
other patches at each iteration. This method converges to the full solution but also
provides intermediate results. Alternatively, the gathering approach selects a base
patch and collects radiant energy from all the other surfaces. Radiosity solutions
have also been used as part of multipass algorithms [SP89; Suy02]. As an example,
radiosity can be used as a preprocessing stage to compute the view-independent
diffuse illumination and a ray-tracer can compute the remaining view-dependent
illumination paths to provide a full light transport solution.
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Path Tracing

The most popular methods for solving the Rendering Equation are based on Monte
Carlo Integration approaches [Sob94] The advantages of Monte Carlo-based algorithms are that they are general, unbiased and the number of samples does not
depend on the integral dimensionality. Practically, this means that they can support
all light paths L(D|S)?E and that the estimated value converges to the correct solution, as the number of samples increases. As discussed in Section 2.3.2, their major
drawback is their slow convergence rate, therefore variance reductions techniques,
such as importance sampling,are utilized to increase the convergence rate. For example, importance sampling is used in order to distribute samples towards areas that
contribute more to the final integral value. In a scene, where light sources are small
and surfaces are specular, the probability that a light sample will contribute significantly to a uniformly chosen arbitrary outgoing direction in a reflection event is
very small. Conversely, distributing samples based on the material’s BRDF should
ensure a faster convergence. Combining importance sampling from multiple techniques is also feasible using Multiple Importance Sampling (MIS) [Vea98]. Sampling strategies based on Quasi Monte Carlo sampling techniques [Nie92] are also
used for variance reduction [Dut+06].
In MC approaches based on the rendering equation, the integrand is randomly
sampled by recursively emitting (tracing) rays from the gathering point and collecting the radiance from the hit points or the environment. Historically, the idea of
tracing rays was initially to resolve visibility for direct illumination by ray casting,
i.e. sending rays from the camera until an intersection with an object was found
[App68]. Later on, Whitted [Whi80] continued the process by spawning new rays
at each intersection based on the material properties. Upon intersection, reflection,
refraction and shadow rays were generated recursively. This is commonly referred
as Whitted-style ray-tracing. Cook et al. [CPC84] refined ray tracing to distributed
ray tracing account for fuzzy phenomena by sending multiple rays amongst various
domains. This way, effects such as glossy reflections, motion blur and soft shadows were feasible. Kajiya [Kaj86b] extended distributed ray tracing, introduced
the rendering equation (see Section 2.3) and suggested Monte Carlo path tracing as
a numerical solution to the rendering equation. Samples were chosen probabilistically and weighted according to their expected contribution.
Instead of following rays the "reverse" way the light travels, i.e. starting at the
camera and eventually hitting the light source (left part of Figure 3.2), light tracing [Arv96; DLW93] methods start at the light source and follow rays until they
reach the camera sensor (middle part of Figure 3.2). Path and light tracing perform
better in different scenarios. In environments, which contain caustics, specular reflections, have small light sources or are indoor scenes where the light contribution
comes from small areas, light tracing is more suitable. Rendering scenes with large
area sources and strong diffuse indirect illumination presence, converges faster using path tracing from the camera. Bidirectional path tracing (BPT) [LW93; Vea98]
unifies both unidirectional methods in a single bidirectional framework (right part
of Figure 3.2). Metropolis Light Transport (MLT) [Vea98] is based on a Marcov
Chain Monte Carlo (MCMC) method provides fast convergence in difficult scenes,
such as environments, which are illuminated from a small set of light paths (a small
hole, a narrow opening at the door). The algorithm works by searching for important light paths. Once such a path is found, the algorithm explores nearby paths
based on mutation strategies to find other paths that have high contribution to the
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final image. In practice, each of the above algorithms works best under different
settings. Most of the subsequent work is either extending the aforementioned algorithms [KSK01; Bou+13; Leh+13; KD13] or is using hybrid approaches based
on MC/MCMC and Photon Mapping variants (Section 3.1.3), such as [CTE05;
Lai+07a; Geo+12; JM12; HPJ12]. However, an in-depth analysis of the many
derivative algorithms and related methods is outside the scope of this thesis. Please
refer to Davidovic et al. [Dav+14] and the recent SIGGRAPH course [Kři+13] for
additional information.

3.1.3

Photon Mapping

Jensen et al. [Jen96; Jen01] introduced the very popular technique of Photon
Mapping (PM). This algorithm can simulate all global illumination phenomena,
L(D|S|G)?E in path notation, but is particularly good for handling specular and
glossy indirect lighting effects, such as caustics and specular-diffuse-specular (SDS)
paths.
The original technique operates in two steps. In the first step, emitted photons
from the light sources are traced throughout the scene and stored in one or two photon maps represented by balanced kd-trees. In the latter case, the caustics photon
map stores photons, which, after a specular or highly glossy event, have participated in a diffuse event (see Section 2.3.3). The global photon map stores photons
that are bounced throughout the scene via all other combinations of events.
In the second step, the scene is rendered using standard MC ray tracing or
approximately, using a density estimate, which is simply the gathered radiance from
k nearest photons in a given radius, see Figure 3.3. More precisely, the rendering
equation integral is split into four integrals (direct illumination, specular/glossy
reflection or transmission, caustics and diffuse indirect illumination), where each
one is computed differently for efficiency reasons. Direct illumination is estimated
using light source sampling (see Eq. 2.28). Specular/glossy reflection or refraction
is computed separately by path tracing using BRDF importance sampling. Caustics
are estimated using the radiance density estimate on the caustics map and finally,
diffuse indirect illumination is computed by a gathering step in which rays are
traced and the radiance density estimate at the hit points is integrated. The last
step can be optimized for Lambertian surfaces using irradiance caching [WRC88;
WH08].

F IGURE 3.3: Photon mapping steps in a split-photonmap implementation. In the
first step, photons are traced and stored in a caustics map (left), which stores LS+D or
L(S|G)+D photons, and a global map (middle), which is used for indirect illumination.
In the second step (right), surfaces are illuminated using radiance density estimation,
either directly (caustics) or after a gathering step (other GI). (Image adapted from
[The+07])
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PM is a biased but consistent method due to the density estimation step since
the radiance density estimator uses flux samples in a wide area around the sampled
location x instead of the point itself. An immediate side effect of this is that sharp illumination transitions are blurred, depending on the radius of the disk within which
the k-nearest samples are found. Given an infinite number of photons, however, the
algorithm converges to the correct solution. Therefore, the quality of PM is limited
by the number of photons that can be stored in the photon map. Since this section
covers the main PM approaches, the readers are referred to the recent SIGGRAPH
course by Hachisuka et al. [Hac+12] for more information.
Havran et al. [HHS05] built an intermediate index to speed up the final gathering phase when a large number of rays are required. In the first step, hit points
are stored in a kd-tree rather than photons. Then, photons are traced from the light
source and the kd-tree is used to find the contribution of these photons to nearby
hit points. Progressive Photon Mapping (PPM) [HOJ08] reformulated the original
algorithm to address the memory problem. The first step is similar to [HHS05].
The second step, instead of spawning a large number of photons in one attempt,
generates a fixed number of photons iteratively. During each pass, the radiance estimate is progressively refined and the radius is continuously reduced until the result
converges to a desired solution. For this, local statistics for each hit point are maintained and updated at each iteration in order to estimate the new radiance value.
PPM was extended to Stochastic Progressive Photon Mapping (SPPM) [HJ09] to
include effects such as depth of field, motion blur and glossy reflections. For this,
a distributed ray tracing pass is added after each photon tracing pass. Instead of
local statistics for a hit point, this method uses shared statistics for a number of hit
points that belong to the same pixel. Time-dependent effects in the original PM
were also investigated by [CJ02]. Knaus et al. [KZ11] proposed a probabilistic
framework for estimating PPM/SPPM where the gathering radius can be estimated
without storing any hit point statistics. As a result, their algorithm can be executed
in parallel.

3.1.4

Point-based Global Illumination

Point-based global illumination (PBGI) is a popular technique that has recently attracted research interest in interactive rendering and has been used extensively in
film production (e.g. in Pixar’s Renderman) [Chr08; Chr10]. The original idea
proceeds in three steps to compute one-bounce indirect illumination. In the first
step, the direct illumination receivers are approximated as a densely populated
point cloud where normal, direct illumination and radius (of effect) information
are stored with each point. The term surface elements or surfels is also used, since
points actually represent a disk-shaped approximation of their local surface neighbourhood of radius r [Bun05] (see Figure 3.4). In the second step, the surfels are
structured hierarchically into an octree, storing the radiosity value at each surfel
or cluster thereof. Finally, coarse indirect illumination is estimated by creating a
low resolution cube raster at the receiving point, where each fragment stores the
incoming indirect illumination for each direction as seen from that receiver point.
For this micro-buffer population, the surfels are rasterized recursively based on a
distance-based metric between the receiving point and the surfels. Close surfels are
looked up using ray casting, nearby surfels are rasterized individually and distant
surfels are approximated using their cluster representation in the octree. The rendering equation for each point is then evaluated by convolving the BRDF with the
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F IGURE 3.4: Point-based global illumination techniques approximate the scene using
a collection of discs (surfels). Information relevant to illumination, such as normal,
reflectance coefficients, etc. is stored for each disk and injected in a hierarchical data
structure, such as an octree. Each point is shaded based on a micro-buffer, which
contains the rasterized surfels visible to that point by traversing the octree. Left: A
scene approximated as surfels. Right: The final result. (Image source: [Rit+09])

incoming indirect illumination, where the ray tracing procedure is replaced with
an iteration over the fragments in the micro-buffer. This algorithm can be also utilized to replace the expensive final gathering step in Photon Mapping based on ray
tracing.

3.1.5

Many lighting methods

Instant radiosity (IR) by Keller [Kel97] introduced a whole family of algorithms
that attempt to approximate the indirect illumination in an environment by replacing
light bounces with direct illumination from a set of Virtual Point Lights (VPLs - see
Figure 3.5). The original CPU-based algorithm operated in two steps. In the first
step, paths based on random walk are constructed from the light sources as photons

F IGURE 3.5: Left: Instant radiosity approaches work in two steps: Photons are traced
and VPLs are stored at hit locations (yellow points). Then, surfaces (blue point here)
are illuminated from visible VPLs. Right: A scene rendered with Instant Radiosity.
(Image adapted from: [Rit+08])
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F IGURE 3.6: This figure shows the components of the reflective shadow map (depth,
world space coordinates, normal, flux) and the resulting image rendered with indirect
illumination from the RSM. Note that the angular decrease of flux is shown exaggerated for visualization. Image source: [DS05].

are emitted and traced in the environment. At each intersection with the geometry,
a VPL is positioned representing the outgoing flux at that point. In the second step,
the scene is lit from the VPLs using standard visibility determination techniques.
Each shaded point is checked against each VPL as if that VPL were an actual light
source. As a result, the irradiance integral operation is replaced by direct lighting
from these VPLs. The disadvantage of instant radiosity methods is the large number
of VPLs required to converge to a correct solution and the introduction of bias in
the energy exchange calculations. In the first case, the large number of VPLs also
increase the number of shadow queries required for the illumination calculations
and in the second case, the energy exchange between VPLs or between VPLs and
points of interest require division by their squared distance, which for near points
can produce singularities manifested as over-bright spots.
Advances in GPU-accelerated image synthesis, allowed the introduction of
image-based methods that rely on an the approximation of the scene by image
domain samples (via rasterization) to compute global illumination. They use images rendered from various viewpoints inside the scene, such as the camera or light
source point of view, and utilize the stored information of the rendered geometry to
compute direct lighting and local geometric information, and thus calculate VPLs
very efficiently. Their main advantage is that they are not dependent on the scene
complexity and are very fast to generate and use in modern GPU hardware. Their
drawback is that the they are prone to view-dependant under-representation of the
environment and under-sampling artifacts, where fine details can be lost due to the
limited resolution of such images.
Reflective Shadow Maps (RSMs) [DS05] is the most GPU-friendly implementation of Instant Radiosity for one-bounce indirect illumination. RSMs exploit the
rasterization procedure for the generation of shadow maps to position the VPLs,
thus avoiding tracing them in the scene. RSMs are implemented similarly to shadow
maps but each pixel light, aside from depth, stores information such as reflected
flux, normal vector and world space position in a multi-channel G-buffer (see Figure 3.6). Then, the final indirect illumination for each shaded point is estimated by
sampling the multichannel G-buffer, treating each sample as a VPL. Unfortunately,
indirect visibility, i.e. visibility between the indirectly lit point and each RSM sample, is not taken into account, thus overestimating the indirect illumination. The
same authors [DS06] replace the gathering procedure with an image-space splatting approach to increase performance and reduce variance. Nichols et al. [NW09]
used multi-resolution splatting to further reduce the shading computations and eyespace interpolation to reduce illumination artifacts.
To mitigate the indirect visibility problem, Laine et al. [Lai+07b] generate
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shadow maps for each VPL, but only a few VPLs are created each frame by exploiting temporal coherency. The VPLs from previous frames are kept if they are
still visible to the light source. Ritchel et al. [Rit+08] created an approximate pointbased representation of the scene in a pre-processing step and use this information
to generate low resolution (imperfect) shadow maps for each VPL in the scene.
Then, use the imperfect shadow maps to approximate the indirect visibility, but
their crude point-based representation of the scene could miss fine-grained details.
Alternatively, Thiedemann et al. [Thi+11] used a voxel-based representation of the
scene to compute indirect occlusion.
A more efficient VPL placement and a view-adaptive distribution of the pointbased scene approximation without precomputations is proposed in [Rit+11]. Dong
et al. [Don+09a] extended VPLs to Virtual Area Lights (VALs), which contain
groups of VPLs with similar information. Indirect visibility is checked against
VALs, while illumination is perform using the VPLs. Tokuyoshi [Tok15b] proposed Virtual Spherical Gaussian Lights (VSGL) to represent a set of VPLs. The
method uses spherical Gaussians for the directional light field encoding and Gaussian distributions for the stochastic clustering of VPLs into virtual area lights, to
compute one-bounce glossy indirect inter-reflections.
Nalbach et al. [NRS14] proposed a deep screen space approach to overcome the
drawbacks of single-layer image-space illuminations methods. Instead of approximating the scene using the depth buffer in order to resolve visibility and perform
illumination computations, they approximate it using a view-dependent surfel cloud
of the triangle mesh using hardware tessellation. Each surfel is created so that its
radius is the same in screen space, independent of world space position and orientation. The surfels are then splatted to an array texture of different resolutions levels,
so that pixels that are located near a surfel use the full resolution image, while
distant pixels use their sub-sampled versions. Their technique is demonstrated using ambient occlusion, one bounce indirect illumination, directional occlusion and
subsurface scattering.

3.1.6

Volume-based Global Illumination

Evaluating the light transport integral for each point is a costly operation and still
prohibitive for dynamic environments and interactive applications. Therefore, a
large amount of effort has focused on developing algorithms, which use some form
of caching. Instead of estimating global illumination for the entire environment, it
is more efficient to compute GI only for a number of representative points in space
and use some form of interpolation for the rest of the scene (see Figure 3.7).
The idea of storing irradiance values at spatially indexed data structures was
initially introduced by Ward et al. [WRC88; War94] for offline rendering. The
original irradiance caching was used in scan-line style renderers; values already
computed were cached and used for the subsequently evaluated points via interpolation, while irradiance gradients were employed to better predict the missing data
and improve the quality of extrapolation [WH08]. Nowadays, it is more common
to pre-compute irradiance at important locations in the scene, usually adaptively,
either in a view-dependent distribution for efficiency or in the entire scene (for
maximum reuse), in which case, irradiance gradients can be replaced by more effective weighting of k-nearest cache points. Krivanek et al. [Kri+05] extended
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F IGURE 3.7: Scene illuminated using voxel-based indirect illumination algorithms.
On the left, the scene is illuminated using the Light Propagation Volumes method
while on the right the illumination is estimated using voxel-based cone tracing. Image
adapted from: [KD10; Cra+11].

Irradiance Caching to Radiance Caching to compute the indirect glossy and diffuse
terms of low frequency BRDF’s using hemispherical harmonics.
Greger et al. [Gre+98] introduced the Irradiance Volume to compute diffuse
global illumination to speed up computations on semi-dynamic environments. The
key idea is that instead of storing irradiance values at surfaces locations, irradiance
was stored in a two-level volumetric grid, where each grid location contained directional irradiance values in the form of a radial function, as an approximation of
the irradiance of that point in the environment. The Irradiance Volume was built
in a pre-processing step for static objects from a radiosity solution and surface irradiance for dynamic objects was then approximated by interpolating the stored
directional irradiance values in the lattice vertices, speeding up the computations.
However, occlusion information from dynamic objects was not taken into account.
In order to store radiometric information in space, the radiance field needs to
be estimated over the sphere of incoming directions at a particular point in space.
In interactive applications, where the indirect illumination is dominated by diffuse
inter-reflections, this is commonly achieved by representing the spherical function
of the radiance field as a set of coefficients, using orthonormal basis functions such
as Spherical and Hemispherical Harmonics [Sil+91; RH01]. Their most important
property is that integrating two functions that have been projected to the spherical
harmonics basis is equivalent to taking the dot product of their coefficients. As
a result, the simplified version of the rendering equation for diffuse illumination
(Eq. 2.33) can be replaced by the dot product between the two projected functions,
Li (x, ωi ) and cos θi . Other forms of representations exist as well, such as Spherical
Radial Basis Functions [Chi+06] or Wavelets [NRH03; NRH04; Kon+06], but are
less commonly used.
Similar to the above, Nijasure et al. [NPG04] use a spherical harmonics representation to sparsely encode the (directional) radiance field at the vertices of a
3D grid covering a 3D scene. The estimation of the radiance field however is performed via cube map rendering. Cube maps are rendered at the center of each cell
and the incident radiance is encoded using spherical harmonics coefficients. The
final indirect illumination at surface points is approximated by interpolating the radiance from the closest grid points. Their method is view-independent, supports
multiple bounces and indirect occlusion, but requires a large number of draw calls
for the generation of cube maps.
Light propagation volumes [KD10; KED11] use a Discrete Ordinates Method
scheme for indirect illumination. VPLs are injected into a 3D grid using samples
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from RSMs. Radiance is iteratively propagated from one grid cell to its neighbouring ones and re-encoded there using Spherical Harmonics. Indirect occlusion
is handled by using fuzzy volumetric representation of the scene stored in a separate volume, which contains view-dependent blocker information injected from the
depth samples of the lights’ shadow maps and the camera view. View-dependencies
can be mitigated through depth peeling.
Mavridis et al. [MP11] create a sparse point-cloud of the scene geometry and
store occupancy and diffuse illumination at each voxel of a 3D lattice. A camera
and RSM-based reprojection refinement scheme is employed to remedy any missing holes introduced by the voxelization.
Papaioannou [Pap11] combines the grid-based radiance caching of Nijasure et
al. [NPG04] with RSM sampling to generate the radiance field at each cache location, thus dispensing with the cubemap rendering. Incoming radiance from RSM
samples is injected to a 3D grid and encoded in spherical harmonics. First-bounce
indirect shadowing is supported optionally using a view-dependent probabilistic attenuation scheme exploiting the depth buffer information. For multiple bounces, a
geometry-less energy exchange scheme is proposed that exchanges energy among
the cache points and secondary bounce visibility is statistically approximated.
Crassin et al. [Cra+11] proposed a volume-based cone tracing method to approximate one-bounce indirect diffuse and glossy inter-reflection. Direct illumination is injected in a sparse voxel octree [CG12] at multiple levels and gathered at
the shaded points by cone marching. Each cone is sampled by stepping along the
cone axis and selecting the appropriate detail level based on the current cone radius.
Their method is generic and capable of detailed results at interactive rates, provided
that only a small part of the volume is dynamically updated. However, this method
is memory intensive as it requires to encode a large number of attributes at each
voxel.
Sugihara et al. [SRS14] presented a voxel cone-tracing method that decouples
occlusion from illumination data to reduce memory overhead. Instead of using
prefiltered multichannel voxels, each voxel holds binary occlusion information and
the lighting information is stored in a prefiltered RSM structure, called layered
RSMs (LRSM). The voxel injection operation of the lighting data is replaced by
a gathering operation in the LRSMs, when an intersection is found. Their method
reduces the total memory consumption, but does not scale well with the number of
light sources and is limited to single-bounce indirect illumination.
Volume traversal. Efficient volumetric traversal algorithms are necessary for
volume based methods, especially for the aforementioned volume-based global illumination methods that require the traversal of volumetric representations of radiance and occlusion in order to compute indirect illumination. To compute the
radiance from a specific direction, we can march the ray that originates from the
shaded point towards the specified direction and query each intersected voxel with
the ray for radiance and occlusion information. Ray-marching can be performed
using a 3D Digital Differential Analyzer (3DDDA) [FTI86] that computes the sequence of voxels a 3D line intersects, starting from the origin. The next voxel to
visit is computed in an incremental manner so that no gaps are left and a compact
set of connected voxels is produced. This genre of methods is quite similar to the
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F IGURE 3.8: Ray-marching using linear search (left), binary search correction (middle) and distance fields (right) method.

typical two-dimensional DDA that is used for drawing lines on screen, by sequentially enabling one pixel intersected by the line at a time. A faster variant of the
3DDDA line algorithm is proposed by Amanatides and Woo [AW87].
Since evaluating each intersected voxel is very costly, usually on real-time applications a sparse sampling of the voxels on locations along the ray is performed.
Sparse sampling usually comes in two varieties: sparse sequential sampling (linear
search) and binary search, or usually, combined.
With linear search, an occupied voxel can be obtained by using N sparse samples along the ray. The ray is divided into N ray segments and one sample is used
for each line segment. To reduce aliasing artifacts produced due to the regular
sparse sampling strategy, a stratified sampling is usually performed on the ray segments. Linear search does not guarantee that the detected hit voxel is the nearest
voxel, since not exhaustively visiting the voxels may result in missing voxels in
between samples. a and it may lie inside a geometry. To further refine the results
from the linear search and obtain a voxel at the boundary (edge) of a geometry, a
binary search is usually performed, also known as bisection method, in order to find
the nearest intersected edge voxel. This method is especially useful when a "sidedness" is available, such as in the case of traversing a hightfield or depth buffer; the
search direction is determined by the sign of the relative position of the sample with
respect to the field. The performance and quality of both methods greatly depends
on the sampling rate (N) of the ray.
Another common approach is to use a distance field to determine the marching
step on the ray. A distance field is a scalar field d(s) in space, where at each location
s d(s) corresponds to the closest distance of s to any surface. In its discrete form,
each voxel of the distance field marks the distance to the closest occupied voxel.
The usefulness of a distance field is that given a current voxel position sk during
ray marching, it is guaranteed that no other occupied voxel (ray hit) exists within
a d(sk ) stride and therefore we can safely place the next sample d(sk ) voxels away
along the ray. Using a distance field both guarantees a correct intersection and
speeds up ray marching by easily skipping empty space.
Lastly, hierarchical methods can be used in order to skip large empty areas and
improve the performance of the traversal. Figure 3.8 demonstrates some popular
traversal methods.
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F IGURE 3.9: Our radiance caching method enables the efficient computation of global
illumination without omitting important details such as indirect shadows. A reduced
cache population scheme is exploited to allow the real-time rendering of large and
detailed environments (right).

3.2

Real-time Radiance Caching

Real-time radiance caching methods typically store information about the radiance
field on a lattice of cache locations within the scene in order to improve efficiency.
When spherical harmonics or other basis functions in the spherical domain are
used for representing the function of the radiance field, the storage required for the
coefficients of the truncated series to sufficiently approximate the original signal
can be quite large. Additionally, if in-scattering due to transport of indirect lighting
through participating media is absent, calculating and sampling the radiance field in
empty space, i.e. in locations that are not near the geometry and do not contribute
to the lighting of nearby surfaces, can directly result in wasted computations or
even incorrectly sampled radiance.
In this Section, we introduce the idea of building an optimized cache population
scheme, by generating cache points only at locations, which are guaranteed to contribute to the reconstructed surface irradiance. We exploit this population scheme
and radiance representation in a low-cost real-time radiance caching method for
diffuse inter-reflections, supporting arbitrary light bounces and view-independent
indirect occlusion and showcase the improvements in highly complex and dynamic
environments. Given its very fast performance, our approach can be used for the
immediate recalculation of diffuse global illumination in lighting simulations, such
as inverse lighting problems and interactive lighting design. As shown in [VPG14]
and [Var16], this cache point arrangement can be further combined with radiance
field compression by expressing the radiance field in luminance/chrominance values and encoding the directional chrominance in lower detail, thus reducing the
memory footprint even more and increasing memory access throughput.
In contrast to previous volume-based caching methods, we store incident radiance only near those surfaces, where indirect illumination is gathered for the
final shading, but still benefit from the data access and interpolation mechanisms
of a volumetric representation. We exploit the storage and texture access savings
of the radiance field compression by implementing a very fast and stable diffuse
indirect lighting approach that extends the Radiance Hints method [Pap11]. The
improved method supports full view-independent indirect shadows in all indirect
inter-reflections and in combination with a geometry-driven cache point selection,
achieves real-time performance for arbitrarily complex scenes (see Figure 3.9).
More specifically, our contributions are the following:
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• Optimized positioning of radiance cache points in a volumetric grid, storing
the radiance field only near locations where the irradiance is going to be
evaluated (see Section 3.2.3). For single bounce indirect illumination, this
corresponds to enabling cache points only near points visible to the camera.
Due to a special occupancy dilation procedure (see next), no view-dependent
artifacts occur.
• View-independent approximate indirect shadowing for all light transport events,
based on a binary geometry volume, which is already constructed for the purpose of the cache point occupancy determination (see Section 3.2.4).
Since this work was jointly developed, in the following sections we will provide
a brief overview of the method and present with more detail the work that is more
relevant to the work performed in this thesis.

3.2.1

The Radiance Hints Caching Approach

Overview. The Radiance Hints method (RH) [Pap11], which this work extends,
combines the grid-based radiance caching of Nijasure et al. [NPG04] with the
use of RSM sampling to generate the radiance field at each cache location, thus
dispensing with the expensive cubemap rendering.
A reflective shadow map (RSM) [DS05] is built for each light source that contributes to indirect lighting. Incoming radiance from RSM samples is measured and
an approximate radiance field is encoded as spherical harmonics (SH) coefficients
and stored at each cache point laid out on a 3D grid. The process is repeated for
all contributing lights and the respective radiance field SH coefficients are accumulated.
First-bounce indirect shadowing is supported optionally using a view-dependent
probabilistic attenuation scheme. In the case of multiple bounces, a second lattice is
created for interleaved radiance field update and the new radiance field is estimated
by direct energy exchange among the cache points. Secondary bounce visibility is
statistically approximated.
RSM sampling. The radiance field for the first bounce of indirect illumination
is estimated by sampling the information stored in the RSM G-buffer of the light
sources. As explained in the initial RSM algorithm, each cell in the shadow map
can be considered as a small area light source or a pixel light that illuminates the
scene as if an actual light source was placed at that particular location. Instead of
directly sampling the RSM for each shaded point on a surface to estimate the firstbounce indirect lighting, The Radiance Hints method samples the RSMs at discrete
and sparse locations in space, building a radiance field in every such cache point.
Then, the rendering equation is evaluated for each shaded surface point, drawing
and interpolating radiance from these sparse locations and taking advantage of the
fast integral evaluation in the Spherical Harmonics domain to reconstruct the diffuse component of the outgoing radiance under 1ms.
Given that the only direct illumination that contributes to the scene is effectively
sampled in the RSM image buffers, the radiance function (radiance field) L(p, ω)
at cache point p, which corresponds to the first bounce of light in the environment,
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can be represented using the spherical harmonics basis functions Ym
l (ω) of degree
l and order m by sampling the respective stored information:
n

L(p, ω) ≈ ∑

l

∑

λ̃lm (p, ω)Ym
l (ω),

(3.6)

l=0 m=−l

λ̃lm (p, ω) =

ntexels ns Φk ·V (xk , p) ·Ylm (ωk ) · (−ωk · nk )
,
∑
π · ns k=1
|xk − p|2

(3.7)

where ntexels is the total number of texels in the RSM, ns is the number of samples
drawn from the RSM, xk , nk and Φk is the position, surface normal and stored flux
at the k-th sample, respectively and ωk is the direction p → Xk . V (xk , p) is the
visibility between xk and p.
In our implementation of the RH sampling, the parametric-space positions of
the RSM samples are chosen based on a pre-computed rectangle of low-discrepancy
Halton sequence. The total number of samples ns can either be split uniformly
among the light sources or allocated based on any importance sampling scheme.
In order to represent the radiance distribution within the entire cell centered
at the cache point’s grid location p, instead of gathering the RSM radiance at that
single point, "reception" position pk are evenly distributed inside the cache cell.
For each RSM sample xk drawn, incoming radiance is estimated along the path
xk → pk . This slightly modifies Eq. 3.7 accordingly:
λ̃lm (p, ω) =

ntexels ns Φk ·V (xk , pk ) ·Ylm (ωk ) · (−ωk · nk )
.
∑
π · ns k=1
|xk − pk |2

(3.8)

Typically, 50-200 RSM samples are used. The resulting coefficients λ̃lm (p, ω̂)
are stored in the RH cell render target channels and this process is repeated for all
cache volume cells.

F IGURE 3.10: Estimation and application of the RH radiance field. (a) RSM sampling
from randomly placed points inside the effective volume of each Radiance Hint. (b)
Optional depth-based occlusion attenuation of RSM samples followed by radiance
field encoding. (c) Global illumination reconstruction from near radiance field. (d)
RH-to-RH secondary light bounces. (e) Reference path-traced image. Figure adapted
from [Pap11].
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Radiance Hints is a geometry-less method and therefore, RSM sampling cannot
take into account secondary occlusion from parts of the scene that are not visible
in the shadow maps, nor is the sampled geometry in them truly representative of
the geometric layout of the environment (view-dependent). In the original method,
an approximate visibility bias was introduced based on the statistics of proximity
of geometry to each cache point; during the RSM radiance gathering step, each
RSM sample position updated a minimum and maximum distance metric from each
cache point. These values where then used to define a "mutual reachability" term
that was used instead of a visibility test for points within the cache volume. In our
contribution to the approach, this test was abandoned for a more accurate visibility
test, using volumetric geometry information.
An additional optional, probabilistic sample visibility step was also introduced
that attenuates the radiance from each RSM sample xk according to the intersection
of the camera depth map with the line of sight between xk and Radiance Hint sampling position pk . A small number of evenly-spaced samples is taken along the line
segment (xk ,pk ) and their screen-space depth is compared with the depth buffer.
Typically, if at least one sample lay beyond the recorded camera depth, the RSM
sample should have been rejected as hidden. However this is not a reliable criterion, as an interrupted line segment in screen space does not necessarily correspond
to a truly blocked light path in object space and can lead to severe view-dependent
popping artifacts as the camera moves. Instead, the radiance from an RSM sample xk is attenuated by a constant factor for every occluded path sample (see also
Fig. 3.10b). This way, the radiance field is attenuated according to the view-based
blocking of RSM sampling paths, but without introducing a strong bias toward such
an unreliable source of occlusion data. As a result, in most cases the radiance field
is smoothly modified even for abrupt changes in the screen-space visibility. Typically, 3-8 points along each path (xk ,pk ) are examined, which correspond to the
respective number of coherent depth map lookups.
Secondary Inter-reflections. After having populated the cache with the firstbounce illumination using the light and geometry information stored in the RSMs,
the general idea about the secondary light bounces is that illumination is exchanged
directly among cache points, rather than relying on surface illumination. This way,
indirect lighting is updated in a geometry-less manner. For each cache point to
be updated, nsec sampling directions ωs are uniformly chosen around it and the
contribution of an arbitrarily chosen point s in this direction is sampled, by appropriately reconstructing the radiance field there (see below). The radiance field is
incrementally updated by accumulating the gathered radiance spherical harmonics
coefficients at p.
Let L(p, ω)(i) be the updated radiance field at p after the i-th light bounce,
with L(p, ω)(0) = L(p, ω) from Eq 3.6. Using a uniform spherical distribution of
n sampling directions, L(p, ω)(i) can also be approximated by superimposing the
already accumulated radiance and the new incoming one in the form of a truncated
spherical harmonics series, similar to Eq 3.6, as:
n

L(P, ω)(i) ≈ L(P, ω)(i−1) + ∑

l

∑

l=0 m=−l

λ̃lm (P, ω)(i)Ylm (ω).

(3.9)
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However, this time, instead of sampling light on a surface with known properties (normal, albedo), we try to infer radiance from the cached radiance field of
the previous bounces, without the knowledge of the existence or properties of any
surface at the sampled radiance field location s. To do this, an imaginary surface
is assumed at s, always facing the sampling direction, therefore overestimating the
"reflected" radiance towards p:

λ̃lm (p, ω)(i) =
4π
n

4π
n

n

∑ Li (p, ωk )Ylm (ωk ) =
k=1

n

∑ Lo (sk , −ωk )Ylm (ωk ) =

(3.10)

k=1
n

4
∑ B(sk , −ωk )Ylm (ωk )
n k=1
where ωk = p → sk . B(sk , −ωk ) is the estimated radiosity on a phantom reflective surface positioned at the sampled location sk , which is oriented towards p, i.e.
−ωk . Given that we can assume nothing about the albedo at s, B(sk , −ωk ) equals
E(sk , −ωk ) · ρave , where ρave < 1 is a fixed average scene albedo used for the secondary bounces only. ρave is strictly less than 1 to also compensate for the fact
that on average the sampled surfaces are not subtended at maximal projection, thus
effectively dampening the overshot energy. Having expressed the radiance field
as spherical harmonics, E(sk , ωk ) can be efficiently reconstructed using a closed
form solution as proposed Ramamoorthi et al. for cosine-weighted hemispherical
radiance integration in the SH domain [RH01].
Note that in the above formulation contributing points are not necessarily the
nearest ones to p. In the original method by Papaioannou, instead of formulating
the MC integration as a volume sampling problem and accounting for per-sample
visibility, the spherical integration domain was retained, favoring denser sample
selection near the receiving point. Penalizing "unreachable" samples, effectively
transformed the process into rejection sampling.
Irradiance reconstruction. The surface irradiance at the visible fragments is reconstructed as follows: A number of samples are selected on a normal-aligned rotating hemisphere above the shaded point. The fragment’s final irradiance value is
then estimated by the dot product between the interpolated radiance SH coefficients
and the SH coefficients of the oriented hemisphere.
In contrast to other radiance caching techniques, where the integral of the radiance field and the hemisphere above the shaded location x is directly applied as a
three-dimensional texture, a more careful sampling was sought to remedy the following issue: Radiance samples must be drawn only from the hemisphere above
x in order to avoid severe light leaking and ensure that all selected samples have
a significant contribution to the reconstructed radiance. Directly interpolating the
radiance field coefficients form the 3D texture that stores the cache information can
lead to either attenuation or severe light leaking, depending on whether the interpolated cache points happened to lie inside the geometry or in open space behind
the shaded surface, respectively.
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The reflected radiance Lr (x) for a Lambertian surface with local shading normal
n is estimated by evaluating the irradiance in the hemisphere Ωn above x from the
radiance field at NRH locations:

Lr (x) =

ρ(x)
π

Z

Li (ω) cos θ dω '

Ωn

ρ(x) NRH
∑
πNRH n=1

Z

L(xRHn , ω) cos θ dω,

Ωn

where ρ(x) is the albedo at x.
Having expressed the radiance field as a truncated series of orthonormal basis
functions and by doing the same for the oriented hemisphere of Eq. 3.11, the integral over the hemisphere centered at n can be efficiently evaluated by a dot product
of the corresponding coefficients. The reconstructed reflected radiance Lr (x) at x
then becomes:

Lr (x) =

l
ρ(x) NRH
∑ ∑ ∑ L̃(xRHn , l, m)Hn (l, m),
πNRH n=1
l m=−l

(3.11)

where Hn (l, m) are the SH coefficients of a hemisphere aligned with n.

3.2.2

Extending the Radiance Hints Method

In CRC, a uniform volume grid for maintaining the radiance cache data is created,
similar to the Radiance Hints algorithm, with a pre-defined maximum resolution
r, corresponding to the longest side of the radiance field bounding box. The CRC
volume may occupy the entire scene, a part of it or be centered at the user and
translated by snapping the grid in voxel-sized increments, to avoid visible cache
point "crawling" artifacts. To support more than one bounce, a second volume is
created, so that cache points are updated in an interleaved manner, reading from the
first and writing to the second volume buffer, then switching their roles.
The steps required for determining the position of the occupied cache cells in
the current frame, the population of the cache, the compressed encoding of the radiance field in them, the secondary inter-reflections and the final irradiance reconstruction are outlined in the following paragraphs and summarized in Figure 3.11.
Cache points determination. The cache point occupancy information is generated per frame based on a 2D binary voxelization of the scene at a higher resolution (quadruple resolution in each dimension), the geometry volume, which is
also maintained and used for visibility tests. Then, the occupancy volume is generated through a special mipmapping procedure and is also stored as a 2D bit-mask
texture. For single-bounce indirect illumination, only cells visible to the camera
need to be enabled, so a depth occupancy volume is created instead. This can reduce significantly the number of occupied cache points, without any degradation or
view-dependent behaviour. In a single pass, the appropriate occupancy volume is
dilated to avoid interpolation errors during irradiance reconstruction. The process
is described in more detail in Section 3.2.3.
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F IGURE 3.11: The radiance field generation and caching pipeline. The rectangles
correspond to separate shader passes.

First-bounce radiance field estimation and compression. The radiance field of
the first light bounce is estimated similarly to the Radiance Hints method, but the
computations are restricted to the occupied cache cells rather than the entire volume. Also, indirect visibility is estimated by ray-marching through the geometry
volume, rather than using the depth buffer, thus dispensing with any view dependencies. The first-bounce radiance caching requires one pass and one drawing call
for the entire volume per light source. The CRC volume cell fragments are generated with layered rendering and geometry instancing of a volume-sweeping quad.
For each light source, the occupancy of all radiance cache volume cells is checked
and for occupied cells only, the RSM is sampled and each sample is checked for visibility. The incoming linear RGB radiance from visible samples is projected to the
Spherical Harmonics basis up to the 3rd order, according to the inbound radiance
direction from the RSM sample. The resulting coefficients are finally accumulated
in the CRC cell c data.
Optionally, the linear RGB color radiance can be transformed to the YCoCg
color space and compressed so that the luminance is always projected to a 3rd order
SH basis and the chrominance values are encoded in 1st or 2nd order Spherical
Harmonics, depending on the quality setting of the method (see Figure 3.12). The
lower sensitivity of the human visual system to tonal variations as compared to
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the luminance gradients is exploited in many compression algorithms for spatiallyvarying color data (see discussion in Appendix A). For typical environments spatial
variations of luminance dominate over chrominance ones. In [VPG14] We argue
that the projection of spatial light variations (RSM samples) on the unit sphere (at
the cache points) remain coherent. This means that chrominance at cache points
can be sufficiently approximated by a truncated series of spherical harmonics or
other spherical domain basis functions of lower order than the luminance. The
discussion on chrominance-based radiance field compression is ouside the scope of
this thesis. For an in-depth analysis, please refer to the CRC paper [VPG14] and
the Ph.D. dissertation of Kostas Vardis ([Var16]).
Secondary diffuse inter-reflections. For the energy exchange in secondary light
bounces, two copies of the CRC volume are maintained. In contrast to the Radiance
Hints method, where radiance field was evaluated in every cache grid location,
including void space, in CRC we only consider energy exchange among mutually
visible, occupied cells. For each occupied cache cell c, nsec rays are spawned from
c and marched, using stratified ray marching, on the geometry volume. Once an
intersection is found, the radiance from the hit cache point in the input CRC volume
is sampled and accumulated along with the radiance field of the previous bounce
in the output volume, according to Eq. 3.9 and 3.10. For subsequent bounces, the
roles of the input and output cache volumes are interchanged and the process is
repeated.
Irradiance reconstruction and decompression. The surface irradiance at the
visible fragments is reconstructed similarly to the Radiance Hints method. However, here many volumetric cache cells are inactive, since no radiance field is cached
in void space. Therefore, the shifted and rotated cache sampling pattern of the RH
method that draws cache values at locations in a hemisphere above the shaded point
will invariably hit inactive, unoccupied cache locations. To avoid this, cache points
are not only generated at the voxels occupied by the geometry, but also at their
neighboring cells, i.e. using a dilated scene voxelization by 1 voxel (see example
volume in the right column of Fig. 3.11, second and third row).

3.2.3

Geometry and Cache Occupancy Volumes

Our approach stores the radiance field only near locations, where the irradiance is
going to be evaluated, by keeping track of occupancy information for each cell.
This process can significantly reduce the number of occupied cache points and
improve the rendering times, especially in open environments. For single-bounce
indirect illumination, the cache points are further reduced to only those that are
visible to the camera. The rationale behind this is quite simple; cache points serve
to sparsely evaluate the indirect radiance field near displayed geometry, so that the
shading of the latter can be decoupled from the radiance field estimation. If no
secondary light bounces are required, the cache points near visible-only surfaces
do not need to exchange radiance with other, potentially out-of-view cache points
and can therefore sufficiently describe the global illumination that truly affects the
currently displayed geometry. Also, having this occupancy information available,
allows us to reuse it for view-independent indirect visibility tests for an arbitrary
number of bounces, highly improving the visual quality of the result.
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F IGURE 3.12: The effect of radiance field directional compression in our real-time
diffuse-only global illumination method; luminance transitions are maintained, while
suppressing the chrominance detail.

Initially, the scene is voxelized in a higher resolution volume, the geometry volume, which has four times as many voxels in each dimension than the occupancy
(and cache) volume. In a second step, the geometry volume is downsampled to create the occupancy volume, which determines the active cache points. To avoid any
interpolation artifacts in the irradiance reconstruction step due to incorrect sampling
of unoccupied cells, as explained in reconstruction step in the previous section, the
set of occupied cells is further dilated by one voxel.
Geometry Volume. The geometry volume is generated by a three-way variation
of the binary voxelization proposed by Eisemann et al. [ED06]; the geometry is
orthographically rasterized in a single pass along the three world-space axes of the
CRC volume bounding box and the sampled triangle fragments generated in each
view are encoded as an occupancy bit mask, with 1 at the depth interval occupied
by the fragment and zero everywhere else. This bitfield is accumulated in an image buffer maintained separately for each axial voxelization direction, using an OR
merge operator. A geometry shader selectively routes each polygon to the dominant rasterization axis layer according to its normal vector; the projection plane
perpendicular to the major coordinate of the normal vector is chosen. The partial
and potentially sparsely-sampled results are subsequently merged to form a single
complete volume (see also Fig. 3.13).
Our current implementation uses a single 128bit buffer, allowing a maximum
resolution of 1283 voxels. Higher resolutions are of course achievable with a multiple rendering target binary voxelization.
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F IGURE 3.13: Binary three-way voxelization. Triangles are selectively drawn to one
of three alternative frame buffers, according to surface normal. Then, the three separate buffers are consolidated into a single one.

Volume-based Occupancy. The occupancy volume, i.e. the mask of occupied
CRC cells, is also a binary encoded buffer, stored as a two-dimensional texture,
whose integer pixel values are the bitfields corresponding to the occupied intervals
of the depth range of the volume, similar to the geometry volume. It is simply a
down-scaled version of the geometry volume by a factor of 4 and is produced by
generating 2 additional mipmap levels of the latter. The mipmap operation uses the
maximum (OR) operator in a low-cost additional pass that collapses a neighborhood of 23 voxels into a single voxel in each iteration. Since the maximum resolution of the geometry texture is 128 in the current implementation, the maximum
CRC volume resolution is restricted to 32. The dilation process of the occupancy
volume is performed by a subsequent fast pass that simply marks a cell as occupied,
if any of its 26 neighbours in the original occupancy volume is also occupied. Since
the volume is encoded as a binary mask image, only 9 coherent texture fetches per
cell are required in total.
Depth-based Occupancy. When only one bounce of indirect illumination is desired, there is no need to cache the radiance field near invisible geometry, since this
is never going to be exploited in any irradiance reconstruction calculation. Therefore, we can further optimize the occupancy of the cache points by marking as
occupied only those CRC cells that are visible to the camera.
To achieve this, instead of extracting the occupancy from the geometry volume,
we inject the camera depth buffer fragments in the occupancy volume using a fixed
horizontal and vertical stride s on the image plane. This separate bit mask texture,
the depth occupancy volume, is used instead of the full occupancy volume to determine which cache points must be evaluated. The granularity of s depends on the
resolution of the depth buffer and the occupied area of the projected voxel to the
camera plane. In our experiments we used a stride of 8. Since the occupancy volume is at a much lower resolution than the depth buffer, even using sparse sampling
on the depth buffer, all the occupied voxels visible to the camera can be detected.
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F IGURE 3.14: The depth-buffer-based voxel injection approach. A grid of sparse
points (left) is projected onto the depth buffer in world coordinates (middle left) and
the corresponding cells of the volume are marked as occupied (middle right). In case
of a very sparse vertex grid, gaps may occur. However, these are filled during the
volume dilation (right).

Even if the stride was so long so as to leave gaps in the voxelization process, at
least for the radiance cache this would not be a problem as the dilation would fill
any resulting gaps. This is demonstrated in Fig. 3.14.
The occupied cache points in the depth occupancy volume can be significantly
fewer than those of the geometry-based one (typical cache point reduction up to
90%), resulting in a sizeable speed-up of the radiance cache population. An example of this is illustrated in Figure 3.15. The depth occupancy is tracked along a
certain path as the user navigates from a high-coverage part of the scene (bottom
left - similar view to the canyon scene in Figure 3.17), marked as p1, towards the
robot model at the top right, marked as p5. As the view closes in on p5, the number
of occupied cells is reduced, with a respective drop of the cache generation time.
In the current scene, the caching requires 0.54ms at the start of the path with 40%
occupancy and it gradually drops to 0.37ms for a 5% occupancy ratio. It should
be noted that 0.3ms is a lower limit for this step in our implementation due to the
rasterization overhead and the required state changes.
Note that using the camera-based injected points introduces no view-dependent
artifacts, since the state of marginally invisible voxels or even voxels missed by the
injection is also flagged as "occupied" due to the occupancy dilation.

F IGURE 3.15: Depth Occupancy volume behaviour on the canyon scene. As the user
moves from p1 towards p5, a gradually smaller portion of the scene is visible. This
reduces the number of occupied voxels, resulting in a smaller occupancy ratio and
computation time.
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F IGURE 3.16: Illustration of the indirect occlusion in 1- and 2 bounce indirect illumination.

3.2.4

Visible Sample Determination

In the RSM sampling pass (first light bounce), visibility V (xk , pk ) (Eq. 3.8) is determined between the RSM sample xk and the CRC cell sample pk by ray marching
in the geometry volume along the segment pk → xk . We offset the start and end
position to avoid false positive occlusion checks with the voxels occupied by the
current cache cell and the surface samples of the RSM, and sample the segment
sparsely, using a finite number of jittered locations.
In contrast to the Radiance Hints method, where a very approximate heuristic was used for "reachability" between cache cells, here, for the secondary light
bounces, we again use ray marching from the gathering location to determine the
nearest visible cache point. Since the contribution of secondary light bounces is less
perceptually significant compared to the first bounce, a smaller number of per ray
samples is devoted to them. The first bounce uses 8-12 ray samples, while for the
secondary bounces, 4-6 samples suffice. A downside of using sparse ray marching
is that intersections may be missed. However, the impact of occasionally missed
secondary occlusion in typical environments is hardly objectionable and does not
justify the computational penalty introduced by increasing the (fixed) number of
samples or dynamically determining the samples per ray.
Since diffuse indirect illumination is mainly of low frequency and accurate visibility calculations are not necessary [YN04], the granularity offered by the geometry volume is usually sufficient (see Figure 3.16). For (near-field) contact shadows,
we employ ambient occlusion in some of the example scenes. Directional occlusion
could also complement the visibility checks [RGS09].
We also experimented with hierarchical empty space skipping using the already
available geometry volume mipmaps. However, since ray marching always begins
at an occupied high-level cell, there is no safe way to make the first leap without
losing intersections. Furthermore, any hierarchical traversal would lead to unbalanced thread execution, leaving a margin for little benefit for such an otherwise
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F IGURE 3.17: Screenshots on several scenes. Left: (1 bounce) Canyon, Ruins, Barn.
Right: (2 bounces) Factory, Level1, Temples (moving volume).

very coherent algorithm.

3.2.5

Experimental Validation

Test cases. Our method was tested on various scenes of varying geometric complexity, volume coverage and dimensions. Apart from example scenes with full
CRC volume coverage, we have also performed experiments with expansive environments, where building an all-encompassing CRC volume is impractical. Instead, GI is restricted to an axis-aligned moving volume centered at the user. The
extents of the volume are updated in voxel-sized increments as the user explores
the environment. At the extents of the boundaries of the volume, indirect lighting
is blended with a constant ambient color. Alternatively, a cascaded approach can
be utilized.
Performance Evaluation. Cumulative timings of the pipeline stages are presented in Figure 3.18 for the "hillside" scene of Figure 3.9 (right), a moderately
populated outdoor environment. The maximum coverage of the scene by cache
points is also shown above the timings. The experiment was run on an NVIDIA
GTX670 graphics card.
The factors that influence the performance of all stages except from the irradiance reconstruction, are the total number of RSM samples, the CRC volume resolution (which consequently affects the number of occupied cells) and the number
of secondary inter-reflections. The irradiance reconstruction is only affected by the
framebuffer size. All measurements regarding this stage are per MPixel and the
rendering time scales linearly with the GI buffer size.
The cost of the occupancy and blending stages depends on the total number of
voxels, but is significantly lower than that of the other stages (approx. 0.1ms each).
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F IGURE 3.18: Cumulative GI timings with 2 light bounces for the hillside scene (see
Figure 3.9) with respect to the CRC volume size. 100 RSM samples were used for
one light source.

The mipmap generation for the Occupancy Volume and volume injection for the
Depth Occupancy volume have a very small cost. The first depends on the CRC
resolution, but is relatively constant (∼ 0.11ms) and the second depends on the size
of the framebuffer (usually between 0.47 − 0.85ms for stride s = 10 and a frame
buffer of 1 MPixel).
It is important to note that the performance benefit of the occupancy optimization has a non-linear relationship to the actual occupancy. This is an expected
behavior, since during the caching stage, the unoccupied voxels are skipped using
a simple discard statement. If one of the voxels that belong to the same warp is
flagged as occupied, the performance increase will be zero. As a result, the occupancy optimization does not perform as well for densely occupied volumes. In
our tests, the highest performance gain was 100% in the caching stage. This was
reported for occupancy ratios lower than 30%. On the other hand, only a 2 − 10%
gain was measured for occupancy ratios higher that 50%.
The performance of our method for some of the scenes of Figure 3.17 is listed
in Table 3.1. The voxelization times are given separately, since alternative methods can be used instead. The unoptimized GI time corresponds to no occupancy
volume generation (all cells are considered occupied by default) and no radiance
field compression. It essentially represents the performance of the original RH
method under the current implementation. The other two timings show the rendering time as the occupancy optimization and radiance field compression are enabled
and stacked. The Occupancy volume used for 1-bounce indirect illumination is
the Depth Occupancy volume, which means that the timings represent the exact
viewing position of Figure 3.17. In the case of 1-bounce indirect illumination, the
overall speed improvement ranges from 29% to 58%, depending on the visible geometry in the camera frustum. In the case of multi-bounce illumination the overall
gain is smaller, due to the fact that CRC cells are flagged as occupied regardless of
their visibility.
Please note that we stress our tests by completely rebuilding the volumes on
each frame. A more realistic scenario would include action-triggered updates or
amortized voxelization (3-way) and occupancy data generation and dilation, spreading the cost of these passes to 5 or more frames.
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Scene (indirect bounces)
Polygon / Lights
Voxelization(ms)
Res / RSM samples
Volume Generation (ms)
Occupancy Ratio
Unoptimized GI (ms)
(occupancy &
compresion disabled)
Occupancy Enabled (ms)
Total speed improvement
(over unoptimized time)
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Canyon (1)
412k / 1
1.44
16/100
0.73
24.13%
2.24

Barn (1)
230k / 2
0.87
24/200
0.47
42.72%
3.3

Level1 (2)
50k / 2
0.26
24/150
0.12
49.65%
4.33

Temples (2)
1.56M / 2
4.96
32/100
0.12
72.67%
2.88

1.65
57.75%

3.12
26.44%

4.25
39.68%

2.65
46.19%

TABLE 3.1: Performance results on some scenes of Figure 3.17. Global illumination framebuffer size is 1MP and the timings are measured on an Nvidia GTX 670.
The scenes with one indirect bounce use the Depth Occupancy Volume, so the occupancy ratio (occupied voxels / total voxels) represents the occupied voxels from the
current view instead of the whole volume. Note: The unoptimized time represents the
performance of the original RH method under the current implementation.
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Related Work
In this Chapter, we provide an overview of the research in inverse lighting design
and review the most important of the previously developed methods that are related
to our work.
Over the years, several methods have been proposed that attempt to solve the
inverse lighting problem. Due to its complexity, the ILP is usually partitioned into
sub-problems that are addressed separately. Similar to [PP03], here we partition the
inverse lighting problem into the light emittance problem, light positioning problem
and the combined problem and briefly present some representative techniques and
applications from each category. A comprehensive and recent survey of the field is
presented in [Sch+14].
In the following sections, we present the research work prior to this thesis research following the evolution of the inverse lighting techniques. Historically, the
inverse light emittance problem was the first sub-problem to be addressed. As the
power of available hardware increased rapidly, scientists experimented with the
solution of the light positioning problem, which brought the complete solution of
the Inverse Lighting Problem a step closer. Finally, the research tools to address
the complete inverse lighting problem were made available and several research
papers surfaced that solved it at a varying degree of generality, accuracy or performance. In addition to the complex strategies required to address the specifics of
lighting-driven optimization, researchers investigated the problem of user interaction modalities and tools, suitable for specifying the goals in such an automated
system, especially for non-expert users. Our discussion start with a review on solutions that solve the emittance problem, followed by the light source positioning
approaches in Section 4.1 and Section 4.2 respectively. Next, the complete inverse
lighting problem solutions are presented in Section 4.3. Finally, previous work on
inverse lighting design based on perceptual goals is provided in Section 4.4.

4.1

Inverse Light Emittance Estimation

The inverse light emittance problem deals with the case, where the position of the
lights and possibly their shape, size and type are preconfigured and the desired goal
is to define the emittance and color of the light sources.
One of the first and more influential approaches to the EP was that of Schoeneman et al. [Sch+93]. In this work an interaction paradigm was proposed where
the desired lighting was "spray-painted" by the user onto surfaces with a virtual
tool. This lighting intention definition interface was integrated in a system, which,
using a constrained least squares solver, determined the light intensities and colors
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F IGURE 4.1: Illustrating the pipeline of the work of Schoeneman et al. [Sch+93].
(Left) The user input (Middle) The approximated output and (Right) the final result
computed using ray tracing. Image source: [Sch+93]

of a given set of luminaries with known positions, aiming to match the target image
as it was painted by the light designer. The method was based on the observation
that, when the positions and directional profiles of a set of candidate luminaries
are fixed, the determination of the final number of lights to use along with their
emittance is a linear optimization problem, as we have discussed in Chapter 2. The
same observation is key to a number of publications that followed and we also take
advantage of it in locally resolving the emittance of a particular light configuration
in our optimizer. Results from this work are presented in Figure 4.1.
Kawai et al. [KPC93] proposed a radiosity-based inverse lighting method that
aims to minimize the global energy of the scene as well as achieving perceptual
goals. The approach introduces a balance between perceptual goals and energy
consumption. The global energy is computed by the area-weighted sum of the individual elements’ radiosity, adding a user-defined weighted sum of physical and
perceptual terms. Such physical terms include radiosity, emission, directionality
and distribution of light sources, patch reflectances, but exclude the possibility of
changing the light sources’ position in the scene. The perceptual terms materialize
subjective design goals, such as the impression of privacy, pleasantness or clearness by tweaking the scenes brightness. The design constraints are included into
the objective function by converting them to "penalty methods", transforming the
problem into an unconstrained one, where the deviation from the design goals is
penalized in a unified manner. The final unconstrained problem is solved using the
Broyden, Fletcher, Goldfarb and Shanno (BFGS) iterative method [Pre+86; PW00].
After each iteration, results are displayed to the user, who is allowed to freely modify the constraints or the objectives. The process is then repeated until convergence
to a minimum is reached. Optimization of the radiosity computation is achieved by
using a hierarchical radiosity solution [HSA91] for the initial baseline rendering.
Recently, in the work of Fernández and Besuievsky [FB14], the authors presented an inverse lighting system that uses mean radiosity and variance to define
lighting goals and design constraints for a scene. This statistical inverse lighting
approach provides a mechanism that avoids the explicit computation of the global
illumination process, thus minimizes the computational cost. The designer provides
an arbitrary number of Lighting Intentions that consist of directives that declare the
target level of illumination, the subset of affected surfaces or the type of target
goal to achieve. The method is designed with some limitations, more considerable
of which are that the geometry is static, using diffuse only materials and that the
presented results include punctual lights only. The authors use the Variable Neighborhood Search heuristic optimization algorithm to solve the problem that stems
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F IGURE 4.2: Inverse emittance estimation using direct illumination painting. On the
left, the user paints the desired illumination on the object. On the right, the computed
final illumination. Images adapted from [ADW04].

from applying the constraints (Lighting Intentions) to the radiosity equation. As
in most inverse lighting methods, the global illumination procedure is the performance bottleneck since it must be computed multiple times in order to estimate the
optimal solution. So, in order to reduce the load, a low-rank radiosity solution is selected. The Lighting Intentions are translated to radiosity statistical properties such
as the mean and standard variation. A novel aspect of the paper is the calculation
of the mean value using the low-rank approximation, avoiding the full radiosity
computation. The standard deviation is also computed using an alternative method
that utilizes a covariance matrix. Both values are used to substitute the set of user
constraints with one based on the Chebyshev inequality, which is finally used into
the optimization procedure.
The method presented in [ADW04] by Anrys et al., uses a set of pre-recorded
photographs of an object under various light configurations. Light sources are
placed around the object at fixed positions, for which the intensities are to be determined, and several photographs are recorded. The light designer uses a photograph
of the object, under neutral lighting, and paints the desired illumination distribution onto it (see Figure 4.2). A least-squares optimization algorithm is then used to
work backwards and establish a linear combination of the photographs, suiting the
design goals. Additional input can be provided to the optimization algorithm by assigning importance to different areas. The desired illumination is finally calculated
by exploiting a non-linear optimization algorithm.
Pellacini et al. [Pel10] presented an interactive interface for editing natural illumination, called EnvyLight. Using sketching strokes on the lit geometry in the
rendered image (see Figure 4.3 Left), it allowed artists to mark which lighting features they desire to edit. They developed an algorithm, that selects environment
map regions based on the user sketch strokes and performed a small set of editing
operations to quickly adjust the selected features. The users could modify the position, brightness, contrast as well as let them sharpen or blur the selected lighting
features, such as highlights and shadows. Artists could quickly mark lighting features with two strokes: a stroke to indicate parts of the image that belonged to that
feature and another stroke to indicate parts of the image that did not. These strokes
are referred to as in and out strokes. Then, the selection algorithm splits the environment map into two layers, a foreground and a background layer, in such a way
that edits to the foreground layer modify the lighting feature marked by the user in
the rendered image. This is the same workflow used in widely-adopted image editing tools, such as Adobe PhotoshopTM . Selections can be made regardless of the
material of the objects. By examining the difference of the outgoing light at the in
and out strokes, the algorithm could determine which lighting feature the designer
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F IGURE 4.3: Painting lighting constraints on target geometry. On the left, in [Pel10],
the user marks the lighting feature to be controlled, allowing one to modify the part of
the environment map that causes that lighting feature, in order to enhance the contrast
and saturation of the diffuse gradient on the object. On the right ([Oka+07]), the user
paints the desired illumination on the object and the system computes the light source
configuration. Both methods use environment maps to light the scene.

wanted to alter and selected the appropriate environment map area to modify.
Okabe et al. [Oka+07] presented an algorithm to manipulate and alter environment maps. The algorithm allows users to specify the appearance of the final
image by directly painting the outgoing radiance on the target model (see Figure
4.3 Right). It assumes that all light sources are distant (directional), and the painting process changes the bearing, color and intensity of the light sources, i.e the
corresponding values on the environment map. To avoid computing the light transport from the environment map to the object’s surface in each step, the SRBF-based
Precomputed Radiance Transfer (PRT) method [TS06] is utilized, thus achieving
interactive editing framerates. A constrained linear least squares system is solved
by minimizing the squared distance of the target and current illumination. When
the glossy brush is used, the system assigns higher weights to the light sources
located in the direction of the glossy reflection of the surface, so that those light
sources (environment map areas) are primarily modified. On the contrary, when a
diffuse brush is used, the system assigns smaller weights to the light sources off the
direction of the glossy reflection.

4.2

Inverse Light Source Positioning

This inverse lighting sub-problem is constrained with respect to the light source
emittance value, as methods in this category try to find luminary locations and/or
orientations. The research in this sub-field is limited in volume as the research
paradigm shifted swiftly to more complete Inverse Lighting method proposals which,
consider both light emittance and positioning problems simultaneously.
Poulin and Fournier in their work [PF92] propose a way to define light positions
in a scene by manipulating two of the most important generated effects: their shadows or the highlights they create on both diffuse and glossy surfaces. In the case
of the latter, the user selects two distinct points on the surface which distinguish
the center and the boundary of the highlight. Using this information the position
of the light can be manipulated in a predictable manner. Another method that is
presented in this work is the positioning of lights so that the shadow boundaries
adapt to the lit or shadowed areas indicated by the user. The user can either define
a pair of points to create a directional light or manipulate the shadow volume of
the geometry, in order to position a new point light. Although the capabilities of
the system were rather rudimentary, with many restrictions, the proposed work and
paradigm proved influential to subsequent research efforts, such as [PRJ97].

4.3. Inverse Lighting

89

F IGURE 4.4: Inverse light source positioning. The system computes the candidate
light source positions in order to create shadows (left) on the user defined points and to
achieve a highlight on the user-sketched points (right). Images adapted from: [PRJ97]

In [PRJ97], Poulin et al. presented a system that controls the position of a
number of light sources by sketching shadows and highlights in a scene. The user
sketches the desired effect using strokes and the system creates a light source or
configures the existing one in order to match the desired effect. By solving the
problem for every user stroke, the system can provide feedback to the user about
the validity and attainability of the newly-created stroke. It also offers "anti-sketch"
strokes, to mark areas, where the computed shadow or highlight should not be
placed. To compute the shadows, the user has first to choose the object that casts
the shadow and then put a stroke where the shadow is to be placed. Based on the
type of the primitive that was selected, be it a sphere or a polygon, a cone or a
truncated pyramid is created with the tip of the cone or pyramid being the sketch
stroke. As a result, the intersection of all these cones/pyramids is considered as a
valid space, where the system can place the shadow-casting light source (see Figure
4.4 - Left). In case of the space being infinite, a directional light is used instead.
In order to create a tight shadow that contains all the sketches, the light position is
placed at the maximum distance from the sketched points. Also, rather than solving
this problem analytically, a non-linear constraint optimization algorithm is utilized
to find the best light positions. The initial light position values, providing input
to the optimization system, are computed based on the sketches and the selected
object. In the case of glossy highlights, the authors use the Phong model. For every
sketch stroke, cones are placed towards the direction of the reflection vector, where
the aperture of the cone is controlled by the roughness coefficient (see Figure 4.4 Right). Then, the optimization algorithm is utilized to find the light source position
inside the intersection of these cones.

4.3

Inverse Lighting

The indirect manipulation of only the emission power of fixed light sources or the
position or orientation of light sources with fixed emittance both form overly very
constrained problems. In the majority of cases, such an inverse lighting model is
too restrictive with respect to artistic intentions in scene design and limits the possible practical uses of the respective techniques. Several approaches have been proposed, aiming at effectively addressing both the emission and the light placement
problems. Solving the complete inverse lighting problem is of high importance in
light engineering, architectural design and generally in lighting applications that
involve the tedious bulk adjustment of light sources. Consequently, these methods
are not only important to scene designers and artists, but their usefulness can be
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also extended beyond just the design of a scene’s appearance. A spectrum of applications ranging from entertainment to architecture design demand the achievement
of goals such as globally acceptable illumination levels or energy efficiency, controlling the procedure at a higher level.
Computationally, solving the full inverse lighting problem is considered extremely heavy, as the optimization parameter space is of a significantly higher dimension than the constituent sub-problems that were presented in the previous sections. Achieving interactive execution times - or more generally, acceptable speeds
- on modern hardware is another goal that is implicitly added, for a resulting system to be practical. In addition to the computational optimization, the techniques
that try to tackle the ILP are expected to provide a user interface as intuitive as
possible, since they are usually proposed as extensions to design tools used by nonscientifically trained users. In the following sections, we will present a variety of
representative techniques that approach the complete inverse lighting problem and
which are also closer to the work in this thesis.
In [CSF99], Costa et al. introduced a method to improve the lighting design
cycle. They compute the light sources’ positions and intensities based on userdefined goals and constraints. The user interacts with the system by placing virtual
luminaries in the scene. These luminaries are classified in those that define the
initial illumination of the scene, called Previous Luminaires (PLs), and those that
describe residual, fictitious radiance distribution that needs to be satisfied by any
new luminaire added to the scene ("imaginary luminaires" - ILs). The method uses
the initial illumination in the scene in order to compute its contribution to the ILs
and subsequently adjust the level of the ILs accordingly. They developed a scripting
language, which is used in order to define the objective function. This function is
minimized with the use of the Adaptive Simulated Annealing algorithm [Ing+12].
In the objective function, the user can define the desired lighting goals and various
constraints, like valid light source positions or directions. To compute the value of
the objective function, they used the Radiance software [War94] to compute all the
necessary light transport.
Pellacini et al. [Pel+07] proposed a workflow, where artists can directly paint
the desired lighting effects onto the scene. An importance map is obtained after the
artist paints a target image. This importance map, i.e. a mask of the newly painted
pixels, is used by the system to add and optimize a light that matches the desired
illumination (see Figure 4.5). A new light is added every time a user paints a new
feature. It uses the non-linear simplex algorithm [NM65] to adjust the various
parameters of the light sources, so as to minimize the goal function, which is a
weighted average of the difference between the desired and computed illumination.

F IGURE 4.5: This figure presents the various stages of the pipeline described in
[Pel+07]. (a) The object to illuminate. (b) The desired illumination and shadows that
are painted by the users on the scene. (c) The computed importance map. (d) the final
computed illumination. Images source: [Pel+07].
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Additionally, to avoid local minima, the algorithm restarts multiple times by using
the previously computed light parameters as input to the next iteration. Also, to
select a good initial starting position for each light, the surface characteristics of
the painted pixels are used in a least-squares solver to estimate the light source’s
direction and intensity. Then, the light is placed at that direction, away from the
painted hotspot, at the distance of the model’s diameter. After the computation is
completed, the artists are allowed to further optimize the results manually.
An interactive inverse lighting method is presented by Shesh and Chen [SC07],
primarily targeting an intuitive user interface for non-expert users to specify desired brightness values on a model. The design goals are set by performing rough
sketches on a subset of surfaces, indicating which regions to brighten or darken.
Typically, the inverse lighting problem is formulated as an optimization problem
with the specified brightness values as a goal. Similar to other methods, lights
are considered to lie on a sphere surrounding the target geometry, rather than arbitrarily placed in the environment. The optimization process is performed in several
stages all of which use the conjugate gradient minimization method with greedy initialization and light’s free parameters retention based on cost function thresholds.
Expensive calculations are mapped to graphics hardware to allow for interactive
execution times.
In [CAS09], Castro et al. solve the problem of light positioning and emittance
for a given number of lights, while keeping total emission power at a minimum.
The paper presents the problem of inverse lighting as an optimization problem and
solves it by exploring known optimization techniques. It segments the scene into
patches and uses the global illumination radiosity solution to compute the contribution of the evaluated lights. In contrast to previously presented methods, the
goal is not only to achieve the desired illumination but also to keep the emission
power at a minimum. To accomplish this, they substitute the distance function to
be minimized with a set of constraints on the maximum and minimum illumination
allowed for each patch and the maximum and minimum emission power permitted
for each light. They experimented and compared different variations of the widely
used local search algorithms, such as Hill Climbing and Beam Search. They form
states, which are a set of light positions, classify them as valid or invalid given the
problem constraints and compute their emission power by minimizing the objective function with a linear optimization method such as the Simplex algorithm. The
search is initialized with random light positions. In each local search iteration, the
position of the light source with the highest emission power is changed. The next
position is chosen from a set of positions that are within a given radius from the old
position. The authors propose retaining either the position with the minimum value
of the objective function or using a stochastically chosen one with the probability
of a position to be chosen established proportionally to the inverse of its objective
function value. They experiment with both strategies but observe that the first one
is better. The process stops when no mutations of the current state can improve the
objective function.
Unfortunately, local search-based algorithms can be easily stuck in local minima. In [CAS09], Castro et al. tried to avoid that by using techniques such as
randomly restarting the algorithm. In [CAS12], the authors extended this method
by using global search approaches in order to overcome the problem. They used
the same definition of the state vector and the search space but instead of using a
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F IGURE 4.6: This figure presents the various stages of the workflow in [Lin+13].
Left: Unit intensity lights are distributed in the scene. Middle: A least-squares solver
adjusts the light intensity and deletes lights with low contribution. Right: A non-linear
optimization method is used to adjust the position and intensity of the selected lights
from the light hierarchy. Images source: [Lin+13].

Hill Climbing or a Beam Search algorithm, they experimented with Genetic algorithms and Particle Swarm optimization strategies. They proposed a way to map
the problem into a genetic algorithm by defining the selection, crossover and mutation mechanisms. They further offered an implementation of the solution to the
problem based on the Jumping Particle Swarm global optimization variant. Also,
in order to get better results, they examined hybrid algorithms by combining local
and global search methods. Mapping the problem specifically to the radiosity solution limits its applicability to arbitrary environments and materials, as the method
can only work with Lambertian surfaces and rather simple - by today’s standards geometry.
In their work [Lin+13], Lin et al. proposed a coarse-to-fine strategy to solve the
inverse lighting problem. They sample the scene surfaces and the resulting samples
are selectively painted by the user with the desired illumination, thus marking some
of them as "significant" for the process. The goal of the algorithm is to minimize
the `2 norm of the difference between computed and desired illumination at the important sample points. They use a coarse-to-fine strategy to iteratively spread lights
in the scene (see Figure 4.6): They place unit-intensity lights at the center of each
cell on a regular grid and calculate the contribution of each light to the selected surface samples. Then, they use a constrained linear least squares method to compute
the lights’ intensities and lights with low contribution are removed. The remaining
light cells are subdivided into sub-cells and new light sources are placed at each
center of the new sub-cells. They speed up the evaluation of the contribution of the
selected light sources to each sample, by building a light cache in a pre-processing
step. A coarse-to-fine strategy can significantly speed up the process of selecting
candidate light sources, but on scenes with high structural complexity it can result in the exclusion of certain areas due to the initial under-sampling of the scene.
Next, the above light rejection/subdivision process is repeated for a few iterations.
Based on the computed light positions and intensities, they build a light hierarchy
by repeatedly merging two light clusters with the lowest illumination difference to
the desired illumination. Inspired by the [Wal+05], they traverse the light hierarchy
structure, choose a graph cut and use a non-linear optimization method [NM65] to
compute the optimal lighting positions and intensities. The process is repeated up
until an illumination difference threshold is exceeded.
Fernández and Besuievsky [FB12] formulate an objective function to find the
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optimal light sources and skylights (modelled as area lights) while keeping the energy consumption of the artificial light sources to a minimum, finding the skylights
that contribute as much light as possible, or both. They relax the constraints by giving the function only a penalty value whenever a constraint was not satisfied. This is
only applied to the radiosity-based illumination goals and not on the geometric ones
(position or shape of the light sources), which should always be satisfied. When
the user wants to maximize the light from the skylights and minimize the energy
consumption of the artificial lights, the problem unfortunately turns into a multiobjective optimization problem, which has a set of ’non-dominated’ solutions, i.e.
solutions for which it is not possible to improve one objective function without impairing at least one other objective. To solve this, they use the ε-constraint method
as a scalar approach. Given the design goals and constraints, they further developed
an algorithm to solve the inverse lighting problem based on the VNS metaheuristic
algorithm [HM01]. The methodology is based on the idea of successive explorations on a set of neighborhoods. They use the radiosity algorithm in order to
compute the illumination in the scene and to finally validate the design goals. They
compose the form factor matrix of the elements in the scene in a pre-processing step
and compress it by using a low-rank approximation of that matrix to save memory.
The use of a radiosity-based lighting estimator limits the method’s applicability to
arbitrary environments and ultimately its illuminance measurement accuracy. On
the other hand, it can offer great performance and memory advantages.
Schwarz and Wonka [SW14] solve the inverse lighting problem for specialized
directional sources, from a predefined database. The user specifies potential luminaire installation sites and goal sites, where either a uniform illumination or a
range of accepted illumination values are defined as goals. They optimize the lighting configuration using a stochastic optimization algorithm, similar to simulated
annealing, on a highly-constrained light parameter space. At each installation site,
multiple identical, linearly arranged and uniformly spaced light sources are placed.
The linear arrangement is allowed to move within the installation site. The direction of the luminaires can be forced to focus on a goal site or allow the arbitrary
rotation using one or two degrees of freedom. Such constraints are frequently used
in procedural design, where specific installation sites are required and simple goals
are desired, such as uniform illumination. The authors demonstrate the method
with a clear procedural modelling case of road lighting. The constraints drastically
limit the search space but also reduce the flexibility of the method, which does not
handle arbitrary luminaire placement or complex illumination goals.

4.4

Perceptually-driven Inverse Lighting

In the work of Shacked and Lischinski [SL01], the inverse lighting design paradigm
is approached through the optimization of a perceptual, image-quality objective
function, designed to quantify the information that is communicated to the user.
Such visual information may include 3D shape definition of the geometry, emphasizing on the geometric details or the spatial relationships between the objects in the
scene. They incorporate image-based metrics that quantify the number of detected
edges, the magnitude of shading gradients, the mean intensity and variance and the
distance between the image histogram and a target histogram. Using a weighted
sum of these image-based perceptual metrics as an objective function, they optimize the lighting parameters using the gradient descent local optimization method.
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For every light source, they optimize the intensity and polar coordinates (φ , θ ) at a
fixed distance from the scene’s center of interest.
In the same spirit, Leon et al. [Lé+14], influenced by aesthetic goals usually
found in film and photography, generated a lighting configuration. They used similar perceptually-driven image-space metrics, although they split the computation
of mean intensity and variance into the mean intensity and variance of foreground
and background. In contrast to the previous method, they also support area lights
but the light source optimization is limited to emitter size and luminance, since the
luminaires’ positions are considered fixed.
Gumhold [Gum02] optimizes directional lights based on image-space visual
entropy for simple direct lighting. The visual entropy is based on brightness information on pixels generated from a specific view. They search over the sphere of
all possible directions using a gradient-based method to find a direction that maximizes the visual entropy. This method maximizes the visual information globally,
without explicitly accenting particular structural features in a meaningful manner,
treating the reflected light field as image pixel intensities indiscriminately.
Lee et al. [LHV04] introduced a goal-driven lighting design system for the
visualization of scientific datasets, named Light Collages, using deliberately inconsistent lighting. They employ a surface segmentation algorithm based on curvature
to split the surface into patches and optimize a light source for each one, aiming
to maximize the visual information conveyed to the user by producing images with
enhanced features and dispensing with physical correctness. For each segment,
they assign a light direction, whose contribution to the patch minimizes a custom
curvature-intensity metric, in order to emphasize the local structure of the object.
Additionally, for each depth discontinuity, detected by sampling the depth buffer,
they add a shadow casting direction placed at an angle between the view direction
and the depth gradient to add proximity shadows and emphasize the silhouettes.
They further extended this work [LHV06] by finding the minimum number of light
sources, which sufficiently illuminate the rendered object. Vergne et al. [Ver+10]
proposed a method to scale the incoming radiance, thus altering the shading of
each surface, in order to enhance the appearance of prominent geometric features
in a non-physically plausible manner. The aforementioned methods rely on inconsistent, non-physical lighting, making them only suitable for computer-based
visualization of datasets rather than actual lighting design of physical spaces.

F IGURE 4.7: Left: Consistent lighting using 4 light sources. Right: Image rendered
using Light Collage rendering with 4 lights. Images source: [LHV04].

Very recently, Shimizu et al. [Shi+19] focused on the problem of theatrical
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lighting and presented a system that computes the intensity of fixed light sources.
They extract the intensity and color distributions from selected reference images
and use them as abstract visual objectives that are applied on target regions of the
scene. Each target region is affected by a specific group of light sources where
alternative intensity distributions are generated using a Gibbs-sampling-based approach, based on the abstract visual objective, in order for the artist to try different
design possibilities and select the most suitable one. It also allows the iterative
refinement of the solution by replacing visual objectives. The method does not optimize the intensities of light sources but rather helps the artists explore alternative
solutions.
The application of automated light parameterization in computational photography is becoming an interesting research subject, as it can provide fast optimal
control of lighting conditions. For example, Murmann et al. [Mur+16] optimize the
bounce flash direction in real time to accentuate prominent facial features based on
gaze direction and bounce surface reflectance and geometric properties. Wambecke
et al. [Wam+16] used empirical photographic rules to choose key and fill light directions based on image-space normal vectors.
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Inverse Light Placement for
Complex Environments
5.1

Introduction

In this chapter we consider the problem of light placement in an arbitrarily complex and expansive environment, given the desired illumination on certain parts of
the geometry, as indicated by the user. We present two methods for solving the
problem, one which optimizes a pre-determined number of light sources, based on
the lighting intentions [GPK15], and one that also computes the optimal number of
light emitters as well [GP16]. Although these two methods were developed successively, they do not constitute an incremental improvement of a single approach,
since they also reflect a different practical design problem and use a considerably
different optimization strategy.
The desired illumination is described by using illuminance goals at user-specified
measurement locations, although any goal can be used such as uniform lighting
level across random locations distributed within the environment. Other quantities
can be measured as well, such as radiance or radiosity, depending on the needs
of the underlying application. For example, when measuring illumination performance for specific tasks, such as reading or writing, one should be agnostic to the
reflected light from the task surface, since the target of the task is not known. Established look-up tables for comfort levels also typically report illuminance levels.
Applications that might deal with general ambience and aesthetics, would be concerned with reflected light, since the reflectance and other material qualities of the
illuminated surfaces are also part of the problem.

F IGURE 5.1: Inverse lighting pipeline, from the lighting goals (Left), to the computed
configuration (Middle) and the final illumination (Right).
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The pipeline of the inverse lighting design procedure is presented in Figure 5.1.
Given the desired illumination at either distinct or uniformly spread locations inside
the environment, our method produces a lighting configuration that produces an
illumination result similar to the desired one.
The following chapter is organized as follows. In Section 5.2, we provide
a mathematical formulation of the inverse lighting problem. In Section 5.3, we
present a user input interface that we developed for specifying the desired illumination along with its underlying mechanics. In Section 5.4, we present our first
approach for light source positioning, which optimizes a user-defined number of
light sources. Next, in Section 5.5, we explain our second method, which simultaneously optimizes the number, position and emittance of light sources. Finally,
conclusions and a discussion about future directions are provided in Section 5.6.

5.2

Problem Formulation

Let Igoal = {Igoal (x1 )...Igoal (xNs )}, be the desired illumination at each one of the
user-defined measurement points xs on the scene geometry. Considering a fixed
number NL of light sources each located at li with a (color) emissive power φi , their
parameters form a light configuration vector P = {l1 ...lNL , φ1 ...φNL }. For a given
light configuration P, we can measure the resulting (color) illumination at each
point xs , Ires (P, xs ).
For real luminaries, although the dependence of the emittance Le on direction
or power consumption cannot be considered linear, its dependence on a nominal
unit output power distribution can: Le (l j , ω) = c j L̃e (l j , ω). In other words, the
measured contribution of a light source l j to the illumination of a given point is linearly dependent on its emittance scaling c j . If we consider a general light transport
operator (path integral) LT (l j → xs ) to describe the total contribution of each light
source l j to a sampling point xs , the resulting illumination Ires (P, xs ) to xs is the
superposition of all luminary contributions, in an additive manner:
NL

Ires (P, xs ) =

∑ LT (l j → xs )c j L̃e (l j , ω),

(5.1)

j=1

where Le (l j ) is the distribution of unit emittance of the light source towards the first
bounce of light in the scene. For uniform punctual light sources, this is a constant:
L̃e (l j , ω) = L̃e (l j ) = 1/4π.
We use the symbols Ires (P, xs ) and Igoal (xs ) to represent an arbitrary photometric or radiometric quantity, such as illuminance E(xs ), radiosity B(xs ), peak
luminance Lmax (xs , ωmax ), etc., although illuminance is the implied quantity in the
rest of the chapter, since it is the most commonly used reference measurement for
task-oriented lighting.
Using the above notations, an inverse lighting problem can be defined as the
search for the optimal lighting configuration P∗ which minimizes some distance
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F IGURE 5.2: User paints desired illumination (Left) which is later sampled to generate measurement points (Right).

function D between the resulting and the desired illumination at the sampling locations xs :
P∗ = arg min D(Ires (P, xs ), Igoal (xs ))

(5.2)

P

Typically, D is expressed as the `2 norm of the measurement differences at all
Ns sampling points xs .
Later in the chapter, in Section 5.5, where the number of lights is also subject
to optimization, the above minimization problem is also parameterized by NL , with
the vector of unknown quantities now being of variable length:
P∗ = arg min D(Ires (P, xs ), Igoal (xs ))

(5.3)

NL ,P

5.3

User Input Interface

We designed a workflow using an interactive interface to specify the desired illumination in an arbitrary 3D environment. We utilized the popular painting paradigm,
where the user can directly paint the desired illumination levels onto the surfaces
of the scene by directly pointing the cursor to the intended surface area. To facilitate the quick and easy definition of illumination levels across large, connected or
disjoint surfaces, such as walls, floor sections, etc., we specifically designed color
attribution and selection tools backed by the necessary data structures. The user
can use intuitive operations like bucket fill, selective fill, brush, illumination picker
and eraser, all of which smartly adapt the color assignment based on the structure
of the underlying geometry.
To better understand the operation of the provided tools, it is important to first
understand the processing the environment geometry undergoes and the resulting
data structures that are generated.
Dicing. To efficiently paint and support the aforementioned operators in arbitrary scenes in a controllable manner, we first dice the geometry into small regular
patches paintable surfaces. This is an important step, since it disassociates the 3D
model complexity from the light painting granularity. For example, in a model of a
condo, the floor may consist of a handful of triangles which span multiple rooms as
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an undivided surface. Trying to paint light on the vertices of such a surface within
a specific room, would invariably affect the desired illumination of others.
To this end, we use a CPU voxelization method that samples the triangles and
dices them at the boundaries of each cell. Instead of keeping only one surface per
voxel, we keep all the generated surfaces and in a post-process step, we filter out
surfaces that belong to the same cell (voxel) and their dihedral angle is greater than
85o degrees. Keeping only one surface per voxel could result in leaving holes in
the discretized representation of the geometry, due to the discretization resolution
that could under-sample the geometry or that geometric edges and corners that fall
inside a voxel would only store one surface from one side of the geometry, leaving
the other side open. For the simple case of a thin wall, a very common geometric
object found in our scenarios, with thickness smaller than the size of the voxel
would only store a surface from one side of the wall. Using our approach, we can
store one generated surface for each side of the wall. On the contrary, storing all the
generated surfaces in the voxel, would dramatically increase memory consumption
and decrease performance.
Connectivity. Next, we determine the connectivity of all patches. Adjacent surface patches are clustered into contiguous painting groups according to simple yet
effective criteria of congruity: Two adjacent surfaces are connected, if they have
a similar orientation (their dihedral angle being less than 35o degrees) and the
imaginary line that connects their centers is not interrupted by any other geometry. This effectively prohibits patches on surfaces belonging to a different room to
be grouped together, even if they are adjacent and coplanar. Generally, this process
builds a graph whose nodes are surface (painting) groups.
Using the painting interface, the user selects the desired illumination values
from the corresponding widget and clicks directly on the target geometry in the

(a)

(b)

(c)

(d)

F IGURE 5.3: On the left, the filtering of the diced surfaces. The first surface is stored
to the data structure. The second surface is tested against the stored surface and is
rejected because they have similar orientation. The third surfaces is accepted and
stored in the data structure. On the right, we cluster surface samples. The dashed line
denotes the visibility between surfaces (green: visible and red:not visible). Surface
samples (a) and (b), despite the fact that they are visible with each other, they cannot
be clustered together due to their dihedral angle that is greater than 35o . Surfaces (b)
and (c) has similar orientation but they are not visible with each other. Surfaces (c)
and (d) belong to the same cluster, because their are visible and their dihedral angle is
0o .

5.4. Inverse Light Design for High-Occlusion Environments

101

3D view to specify the location of the painting operation. When the user clicks
on a geometry, the position and normal of the geometry at the cursor position are
extracted. Based on the extracted position and normal, we calculate which group of
surfaces it affects and store the click information, such as position, normal, painting
operation and illumination value. Storing the clicks enables the use of undo/redo
functionality and special painting operations such as selective fill (see below).

F IGURE 5.4: The results of 3 selective fill strokes. On the left the unpainted surface,
illuminated with a constant ambient color. On the right, the resulting painting illumination that will be used as a goal function. Each selective fill stroke is highlighted
with a square symbol.

The following painting operations are supported in our light painting system:
• Brush. Assigns the selected illumination value to the closest surface patch to
the cursor location.
• Bucket Fill. Assigns the selected illumination value to all surface patches of
the closest group. The closest group is the one who’s at least one surface
patch is closer to the selection point than the surface patches of other groups.
• Selective Fill. Assigns the illumination value associated with each selective
fill click to their closest surface patches, according to graph vertex distance.
This is implemented via an iterative flood fill algorithm and corresponds to
the Voronoi partitioning of the geometry, respecting graph islands.
• Eraser. Erases a previous click and redistributes the target illumination on
the surface patches based on the remaining stored clicks.
• Illumination picker. Selects the illumination values of the closest surface
patch.
After the painting of the desired lighting intentions, the illumination values are
sampled to generate measurement points and corresponding target illuminance levels, using a Poisson sampling method in order to improve performance by reducing
the size of the input data while keeping the desired illumination features.

5.4

Inverse Light Design for High-Occlusion Environments

Here we present an automatic method for light source placement and emittance estimation in densely populated and structurally complex environments, given, apart
from the intended illumination levels, the number of lights to be positioned. The
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proposed approach [GPK15], is based on a layered linear / non-linear optimization
strategy and the introduction of a special light source indexing according to the
compatibility of each individual luminary position with the desired illumination.
Our approach is independent of a particular light transport model and can quickly
converge to an appropriate and plausible light configuration that approximates the
desired illumination.
The proposed work considers an initial discretization of the volume of the environment and regards the center of each cell as a potential rough position for one of
the light sources. As mentioned in Section 4.3, Lin et al. [Lin+13] also depend on
a similar discretization to address the light positioning problem by computing the
contribution coefficients of each potential light source cell as a linear system. They
refine the solution in a hierarchical manner, starting from a coarse volume subdivision and progressing to finer cells and finalize positions through a non-linear
optimization step. However, this strategy leads to solutions that are unsuitable for
environments with dense geometry or heavy occlusion (e.g. typical architectural
spaces), since the sparsity of the initial potential light locations results in single
cells frequently containing occluders, thus clustering potential lights near walls, after the cell subdivision, or worse, placing lights only in one side of the barrier. Since
we needed to overcome this problem, we strove for a solution that allows a finer
initial subdivision of the space into cells. We achieve good light source placement
via a two-level optimization strategy: a non-linear approach to light positioning
with an inner linear solver for the emittance adjustment.

5.4.1

Method Overview

Our inverse lighting method consists of three major steps. In the first step, we
discretize the parameter space of all potential light source positions into a fine grid
of Nc cells and compute an emittance-independent contribution or coverage of these
potential light positions to the measurement points. We build a special index that
allows querying light positions based on a specific measurement point coverage
pattern. We exploit this index to efficiently find the globally optimal combination
of cells (coarse light positions) and emittance that match the lighting goal, using
Simulated Annealing with an inner linear optimizer for the emittance. Finally, we
deploy a non-linear optimization algorithm to fine-tune the light source positions
in order to overcome the discretization simplification. In Figure 5.5 we present an
outline of our method.
Assuming for the initial stage fixed positions for all the Nc potential light sources
(number of discrete cells) in the 3D environment, the (discrete) LSP and EP problems can be solved simultaneously, by optimizing the emittance scaling factors c j
of all Nc potential candidate lights so that the resulting light configuration P∗ satisfies Equation 5.2. A near-zero-length (c j ) implies the absence of a light source at
l j.

5.4.2

Light Coverage Computation

At first a set of potential light source positions are initialized on a fine grid covering the entire scene (e.g. in the order of 643 cells or more), where the center of
each cell l j represents a potential light source. For each light at l j and each measurement point xi , we compute the light transport function LT (l j → xi ), normalize
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F IGURE 5.5: Our algorithm consists of an initialization step, the main optimization
strategy and a final refinement step. Given as input the goal illumination, our method
finds a lighting configuration that satisfies the goal illumination.

it over all Ns measurement points and store the values as an (3 × Ns )-dimensional
attribute vector f j 1 . Normalizing the attribute vector f j transforms the EP/LSP to a
coverage problem with respect to measurement points, because we do not include
the magnitude of the light’s contribution to the measurement points but rather their
"reachability" by a given source.
In the current system, to estimate the path integral LT (l j → xi ) for all lightmeasurement point paths, a bidirectional path tracing (BPT) was employed. This
way, rasterization problems can be avoided, such as artifacts introduced by shadow
maps, and we can inherently include complex global light transport phenomena.
However, any path integral estimator can be utilized instead. In our case, we use
an NVIDIA Optix-based BPT implementation to compute all light position - measurement point path integrals in parallel, with a Monte Carlo solver and 20 - 300
samples per (l j , xi ) pair.
An important novel step in the proposed approach is that the light attribute
vectors are all together stored in a k-d tree indexed by attribute vector dimension,
i.e. the structure is a (3 × Ns )-d tree. Although, for the proposed approach we opted
for utilizing a k-d tree for storing and searching the light attribute vectors, we have
seen and discussed in Section 5.5 that for our applications, searching in trees with
a large dimension k is sub-optimal in terms of performance and a GPU parallel
linear search could yield better results. The normalized attribute vector f j allows
for a fast search of light positions with similar measurement point coverage. In
this solution, we use the Nanoflann k-d data structure implementation [BR14] that
allows very fast queries using the Approximate Nearest Neighbors algorithm. We
1 The

3× multiplier is due to the support for color optimization, too.
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F IGURE 5.6: Method comparison - Studio scene. Left: results from the method by
(Lin et al. [Lin+13]). Right: Our method optimizes goal point coverage (global path
throughput) and results in more acceptable solutions with better light coverage. The
preview on the top row shows the direct paths to the measurement (goal) points. The
bottom row shows the path-traced results of the two light configurations.

show next how we exploit this property to perform meaningful mutations of light
configurations P.

5.4.3

Coarse-level Optimization

To find a lighting configuration P of NL sources that minimizes the distance function D(Ires (P, xs ), Igoal (xs )), we use a non-linear optimization algorithm and in particular, Simulated Annealing, with random mutations over a NL -dimensional state
vector equal to the current choice of light positions. At this stage, since discretized
light source positions on a uniform lattice are considered, the state vector only contains integral identifiers of the grid locations. The reason for utilizing a non-linear
solver is that although the combined EP/LSP is linear with respect to light contributions, we want to rapidly investigate solutions in measurement coverage space, a
non-linear domain and exploit the fact that:
Light sources in completely different locations may indeed provide similar
coverage to the measurement points.
This gives us the opportunity during the mutation of the parameter vector (active light sources) to explore seemingly disjoint, albeit increasingly favourable solutions.
Separating the coverage problem from the light source emittance has the additional benefit of producing more usable solutions, regardless of the explicit goals
provided by the user. For example, in Figure 5.6 both our method and the method
by [Lin+13], produce visually similar irradiance near the goal positions. However,
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F IGURE 5.7: The mutation strategy. After the removal of one light source (middle), we compute the optimal emittance of the remaining light sources and estimate
the residual illumination that is required to match the goal illumination at all points.
Finally, we locate a light that better matches this residual (right).

due to better coverage, our method reduces shadowing, as it better handles occlusion.
Mutation Strategy. For a given lighting configuration, we select and remove one
light source at random. The remaining NL − 1 lights, constitute an incomplete light
configuration P(NL −1) for which we compute the contribution Ires (P(NL −1) , xs ) to the
Ns measurement points (see Emittance Estimation below).
Next, the residual Igoal (xs ) − Ires (P(NL −1) , xs )) is computed and the resulting
normalized attribute vector fdi f f is used to locate a number of light sources with
similar attributes in the k-d tree. Simply put:
We use the normalized illumination residual from removing a light source
to locate other source positions that would better complement the remaining
lights in achieving the goal.
Given the resulting set of nearest lights (in terms of coverage complementarity,
i.e. attribute vector fdi f f ), we pick one candidate location at random and replace
the missing light source, in order to generate a new improved lighting configuration
P. The optimal emittance for this new configuration is estimated and the resulting
evaluation of D(Ires (P, xs ), Igoal (xs )) is the outcome of the cost function. The entire
mutation procedure is illustrated in Figure 5.7.
When the SA algorithm accepts mutations with a potentially higher cost, a
random mutation of the state P occurs and the above mutation strategy is omitted.
Emittance Estimation. According to the preceding discussion, we have decoupled the light position selection strategy from the emittance problem, by first predicting a normalized "best fit" of a set of light sources according to measurement
point "coverage", leaving the estimation of the emittance scaling factors c j of the
currently selected configuration P to be done within each position optimization
step. This is a linear system [Sch+93] with only a few unknowns (3 × NL ) - see
Eq. 5.1, which can be rapidly solved, especially since all LT (l j , xs ) path integrals
have been estimated. For our implementation we chose a non-negative linear least
square solver [LH87] since the intensity of a light source could not have a negative
value.
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The use of this hybrid non-linear / linear strategy has a significant impact on
convergence, especially when coupled with our light coverage prioritization strategy (see evaluation in Section 5.4.5).

5.4.4

Solution Refinement

Similar to Lin et al. [Lin+13], to find the final, non-discretized positions of the
light sources and their respective emittance, we refine further the light configuration solution of the coarse-level optimization. This is achieved by again running
a hybrid non-linear / linear optimizer, only this time, the light - measurement path
integrals need to be evaluated in each optimization iteration, although for only NL
light sources this time and not for the entire population of the volume cells. Based
on our experiments and the suggestion in [Pel+07] and [Lin+13], as a non-linear
optimizer we use the non-linear simplex algorithm [NM65], which performs very
well given that it is initialized with an already near-optimal solution. The parameter
space of the non-linear optimizer (i.e. the light positions) is very narrow, since the
light positions only need to be jittered by at most the size of one cell.
Again, after estimating the path integrals in each iteration, we employ the nonnegative linear least squares solver to adjust the emittance of the given lighting
configuration.
Figure 5.8 demonstrates the faster convergence of the hybrid algorithm when
compared to a unified non-linear optimization algorithm (non-linear simplex in this
case) to simultaneously optimize position as well as source emittance.

5.4.5

Experimental Study

Error

We tested our method on scenes of varying geometric complexity. We mainly focused on environments that have a high degree of shape and structural complexity
such as scenes consisting of separate regions with high occlusion, since such complex scenes are commonly found on cinematic imagery, games or architectural designs. The tests were performed on an Intel i7-4930 CPU and a NVIDIA Geforce
GTX 780Ti and we report times in seconds. The CPU side of the algorithm was
run in a single thread without taking advantage of multi-core CPUs, although it can
be very easily parallelized to take advantage of multi-threading systems by running
concurrent instances of the SA method or splitting the search space. In our tests,
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F IGURE 5.8: Convergence rate of the refinement stage using a position/emittance nonlinear optimization versus a hybrid linear (emittance)/non-linear (position) strategy.
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F IGURE 5.9: Correctness experiment. Left: the user defined light sources, whose
illuminance to sampling points is measured and used as a goal. Right: the computed
light configuration produced by our algorithm (4.3% error).

we used 1000 iterations for the Simulated Annealing process, which were sufficient since by using our mutation strategy and the fast clustered search mechanism
(via the coverage index), we were able to obtain a usable solution in only a few
iterations.
Correctness Evaluation. First, we evaluate the accuracy of our method. We illuminated a scene with a known lighting configuration and tried to re-establish
the same lighting configuration by using our method. The scene we used was the
Apartment environment of Figure 5.9 that has 8 rooms and a hallway connecting
them. We manually placed 10 light sources at typical locations inside the scene and
computed their contribution at random sampling positions xs (Figure 5.9 (left)).
Then, we ran our method using the computed contribution as the goal illumination
Igoal (xs ). The computed luminaries (Figure 5.9 (right)) were very close to the manual configuration. It took our algorithm 40 seconds to compute the results and the
normalized illumination difference between the goal and resulting illumination was
4.3%.
Mutation Strategy. We tested the convergence rate of our light configuration mutation strategy against the random selection approach. We confirmed that replacing
one of the NL light sources with one that complements the missing contribution to
the measurement points ensures a significantly faster convergence to a better solution than in the case of randomly selecting a new light source (Figure 5.10). Even
if we choose more iterations for the random selection method, it is evident that the
complementary coverage approach always results in a better solution, due to its
prioritization of regions that are inadequately illuminated.
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F IGURE 5.10: Convergence rate of the coarse-level optimization stage (simulated
annealing) using standard state transitions and our mutation strategy.

Performance Evaluation. In Figure 5.11 we measure and present the performance of the stages of our algorithm. We selected various scenes with different
structural complexity (high or low occlusion) and polygon count. We measured the
initialization step, where we compute the coverage of the light sources, the index
construction, the Coarse-Level optimization and the final solution refinement step.
Figure 5.11 confirms that the initialization time depends on the polygon count
of the scene, since we need to compute the coverage of every light source, which
involves tracing paths within a larger environment. In every scene we compute the
global illumination of the light sources, except from the Sewers scene where we
only used direct illumination. It is obvious that by only using direct illumination,
the computation of the illumination is greatly reduced.
On the other hand, the Coarse-Level optimization step does not depend on the
polygon count of the scene, since the light coverage of every light source is already
computed, but on the structural complexity of the scene and the feasibility of the
desired illumination. One example is the Studio scene where, given a configuration
of two lights, there are many possible light configurations that satisfy our goal, thus
the optimizer takes more time to converge to a global optimum. Another example
is the Sewers scene, which is a scene with high occlusion. However, the algorithm
can easily mark regions that need to be covered and place light sources in positions
that minimize the cost function, locating a good configuration very quickly.
Finally, the refinement step does not only depend on the polygon count of the
scene, since we need to compute the illumination of the evaluated configuration at
every step, but it is also affected by how close the current solution is to the optimal
one. Even though the Studio scene has the highest polygon count, the solution
refinement step found a solution very quickly, because the configuration from the
Coarse-Level Optimization step was very close to the optimal solution. On the
other hand, the refinement step took more time on the Apartment scene, since there
were more light sources to optimize, coupled with the fact that small state changes
of the light positions can significantly alter the resulting illumination due to high
occlusion.
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F IGURE 5.11: Performance measurements of various stages of the algorithm with
simple and complex scenes.

Comparative Evaluation. Below we compare our algorithm with the recently
published2 lighting optimization method of [Lin+13]. We compare their performance using complex environments with high occlusion. First, we test both methods with the Apartment scene, which has separate regions with high occlusion. As
a goal, in both experiments we used the illumination produced by a known initial
lighting configuration.
Our method performs quite well for a configuration of 10 lights, with the normalized illumination difference to the desired illumination being at 4.3%. In order
to check the robustness of our algorithm, we tried to satisfy the illumination goal
by using fewer light sources. We chose 8 light sources since the scene has 8 separate rooms (connected via a doorway to others). Figure 5.12 shows a comparison
of the two methods. On the right, we show the results from our implementation
with a normalized illumination difference of 12%. In the left inset, we present the
lighting configuration that the algorithm by [Lin+13] found for an 8-light configuration, producing a normalized illumination difference of 36.7% in 35 seconds. The
method by [Lin+13] failed to compute the correct light configuration, resulting in
luminaries with high error and failure to include lights in certain spaces, because
of its hierarchical light placement strategy. A hierarchical (coarse-to-fine) scheme
fails, if the coarse candidate solutions cannot successfully represent their neighborhood. In this case, large cells intersect the boundaries of separate spaces and result
in biased placement of luminaries. In some scenes, a finer grid can be used, but this
does not alleviate the problem, unless the boundaries of the cells roughly coincide
with the occluding structures. Also, another problem of using a finer grid is that
the linear least squares solver tries to optimize lights that are near the measurement
points in order to minimize the error, which does not work well with the clustering
method (light tree), despite our effort to optimize the parameters and grid size to
give the best results.
Next, we run experiments with the Studio scene shown in Figure 5.6, which
is a single space featuring a large occluder and a lot of complex geometry. In the
Studio scene, we defined the goal illumination at the bedroom and the living room
by manually painting the desired irradiance directly on the geometry (Figure 5.6,
top row). We then computed the emittance and position of 2 light sources to satisfy
this goal. Even though this scene can be addressed with a coarse-to-fine method,
the compared method achieves a score of 44.5% normalized illumination difference
2 Relative

to our paper publication date.
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F IGURE 5.12: Lighting configuration comparison - Apartment scene. Left: the compared method. Right: our method. The line segments represent the path throughput of
dominant path integrals (green: high, blue: low).

in 30 seconds, while our method achieves a score of 24.8%.

5.5

Inverse Lighting Design using a Coverage Optimization Strategy

The inverse lighting problem is usually formulated as a high-dimensional nonlinear optimization problem with respect to the number and parameters of the luminaries, which is difficult to solve due to its dimensionality. The problem becomes
even more complex if the number of lights is unknown and the goal is to either find
the correct number of light sources to use or minimize them. Typically, the latter is desired in real-time rendering applications, where shading cost and resources
must be kept to a minimum. A similar constrained optimization holds for the architectural design, where the emissive power (and therefore, consumption) of light
sources must be minimized for energy efficiency.
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F IGURE 5.13: Input and output of our ILP method. Left: Illumination goals (lighter
areas) specified in an unlit scene. Right: The resulted illumination from our ILP
method.

In this section, we present a complete ILP framework that, given the lighting
intentions at measurement points, estimates the required number of light emitters
and their position and emissive power in arbitrarily dense or expansive environments [GP16]. The algorithm also provides controls to strike a balance between the
number of generated light sources and the error produced by the difference of the
resulting and desired illumination. Furthermore, similar to the method presented
in Section 5.4, our approach does not depend on a specific underlying radiance estimator, allowing for the adoption of any suitable rendering approach to meet the
needs of a particular application, be that simple direct rendering with shadow maps,
stylized rendering or physically-based light transport.
We utilize the idea of relying on the best energy complement to optimize a solution presented in Section 5.4 and in [GPK15]. Here, we exploit the same principle
in a novel special hierarchical light clustering procedure that simultaneously also
computes the optimal number of light sources. Our method generates a light hierarchy by merging light sources with a similar contribution to the environment. In
each clustering operation, the representative light is chosen so that the residual error
with respect to the illumination goal is minimized. This strategy directly optimizes
coverage and quickly converges to a high-fidelity solution. Coverage prioritization
overcomes limitations of previous methods in environments with high occlusion or
structural complexity. Key to the fidelity of the solution is also the bottom-up light
tree generation, which never misses important lights. To show the practicality of
our method in more realistic use case scenarios, we also experiment with constraining the luminaries placement near geometry, for plausible architectural results.
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Method Outline

As a starting point and similar to the previous method presented, the user provides the desired illumination by directly painting or otherwise specifying the irradiance/illuminance values onto the three-dimensional environment, which is subsequently sampled and given as input to our algorithm. For this we use the methodology presented in Section 5.3.
The method first generates an initial arrangement of light sources by discretizing the environment’s volume and considering each cell as a candidate light emitter. Given the linear dependence of light contribution to the emittance of the light
sources, a non-negative linear solver initializes the presence of each cell source,
pruning insignificant emitters in the process.
Then a light hierarchy is built bottom-up, similar to many other approaches
that address the many lights problem. However, in contrast to these approaches,
whose goals are different, during light clustering, representative (aggregate) nodes
are selected among existing light sources that best compensate the energy loss at
the measurement points. With this strategy, we directly optimize light coverage and
quickly converge to a high-fidelity solution.
Next, the hierarchy is traversed to obtain an optimal configuration, which corresponds to a particular graph cut of the clustered emitters. The solution is further
refined to produce a non-discretized solution, following the same procedure as in
Section 5.4.4. These steps are also presented in Fig. 5.14.
Although the proposed light clustering method was conceived for solving the
ILP problem, it can be directly applied to typical light or virtual point light
clustering scenarios, if we consider as a target illumination (goal) irradiance
samples measured using the initial set of light sources.
In our implementation, for a given light source we only optimize its position
and emittance and consider its directional emittance distribution fixed. Although an
extension to include directional optimization would be possible by also discretizing the directional domain, the dimensionality increase would render the global
optimization cycle very hard to converge, due to the far too many local optima.

5.5.2

Initialization

We first discretise the domain of all the potential light source positions into a fine
grid of Nc cells and initialize a representative unit flux light source at the center of
each cell. We avoid using a coarse-to-fine approach, like the one used by Lin et
al. [Lin+13], because such a technique usually fails in medium- or high-occlusion
environments due to the initial under-sampling of the scene that can result in the
exclusion of certain areas.
For each one of these potential light sources j, we compute the light contribution to each measurement point xs and store it to be used later in the process. The
combined contribution from a single light source j to all Ns measurement points
s
is compacted into a (tri-chromatic) attribute vector f j ∈ R3×N
≥0 similar to the corresponding step in Section 5.4.2.
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Scene

Initialization
Light Clustering
Optimal Conﬁguration Estimation
Light Tree Traversal
Optimize Cut
Final Reﬁnement
Final Conﬁguration
F IGURE 5.14: Our ILP method outline.

Similar to some previous approaches, an initial lighting configuration Pinitial is
obtained by optimizing f j of all Nc initial lights using a non-negative linear leastsquares solver on Eq. 5.2 for NL = Nc . Near-zero presence factors f j imply the
absence of the corresponding light sources, which are therefore excluded from the
initial configuration Pinitial .
While the above solution will give the best lighting configuration based on the
discretisation of the 3D environment, it has two major issues. First, Pinitial has
too many light sources. Second, as a result of the abundance of candidate lights,
the solution is biased towards light sources very close to xs . This is one reason
why Lin et al. [Lin+13] favour a coarse-to-fine strategy, which limits the candidate
luminaries at each level. Unfortunately, this also leads to localized non-globally
optimal solutions with high error.

5.5.3

Light Clustering

Starting from the dense population of candidate lights Pinitial from the initialization
step, we build a hierarchical light tree in a bottom-up approach. In our work, at each
hierarchical clustering step we merge two light nodes which have similar contribution vectors, unlike other light clustering techniques, which prioritize nodes with
the least error or nodes that are close in the spatial domain. This way, we cluster
lights that are likely to produce the same effect on the measurement points, leading
to a wider exploration of the measurement coverage space and more separable light
configurations.
We measure similarity of two lights s,t as their `2 -norm distance of their contribution vectors fs , ft :
D(s,t) = ||fs − ft ||2

(5.4)
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(a)

(b)

(c)

(d)
F IGURE 5.15: Light clustering step example. For a given lighting configuration (a),
we remove two light sources (blue and magenta) and compute the illumination from
the remaining light sources. Then, we subtract the incomplete illumination from the
goal illumination (b), find a light source that best complement the missing illumination (c) and add it to the lighting configuration. (d) shows the resulting lighting
configuration. Grey blobs indicate the resulting error at the measurement locations.

To select a representative light for lights s,t, we remove the two lights from the
current configuration P, resulting in a reduced one P0 . Then, we compute the resulting illumination of the reduced configuration to all measurement points Ires (P0 ),
where the emittance scaling factor of each light source in P0 is optimized using
Eq. 5.1 simultaneously for all light sources in P0 . The residual vector Idi f f (P0 )
between Ires (P0 ) and the goal Igoal is subsequently calculated and normalized per
color channel separately. Finally, we search for a light r, from the initial set of Nc
light sources, whose normalized contribution vector fr is closer to the normalized
Idi f f (P0 ). The selected light r is then used as the representative replacement light
source for the cluster. This procedure is illustrated in Figure 5.15.
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F IGURE 5.16: Steps of the hierarchical tree construction. Two light candidates are
selected and replaced by a light source that best complements the missing contribution.

In other words, we seek the best complementary light to fill in the residual error left by removing the s,t light sources. We investigate solutions in coverage
space, where neighbouring light sources are not necessarily adjacent in the spatial
domain, thus exploiting the fact that light sources in completely different locations
can provide the same lighting contribution to the measurement points. We repeat
the process, until there is only one light source in the configuration. Using normalized residuals and contribution vectors, factors out the dependence on emittance
and ensures a good coverage of the measurement points in terms of light transport
efficiency.
In Figure 5.16 we present an example of the light tree hierarchy construction
steps, where we demonstrate the strategy for selecting a light cluster representative,
based on similar coverage.

5.5.4

Determining the Optimal Configuration

We start traversing the light tree top to bottom, generating tree cuts in the reverse
order of clustering. Despite the fact that light clustering is performed in a nonlocal manner in terms of the light parameterization space, the resulting cut is not
guaranteed to be a global optimum given a specific error level. Therefore, for each
new cut, we further optimize its corresponding lighting configuration Pcut using
a hybrid non-linear optimization algorithm similar to the one used in [GPK15]
(Section 5.4): A simulated annealing cool-down loop performs a mutation of the
configuration and at each step, an inner linear solver computes the optimal mutated contribution factor state. Lower residual solutions are always accepted and
mutated states with a higher illumination difference are accepted with a probability
proportional to the cooling temperature. The maximum number of iterations for the
annealing process was fixed to 1000, which is sufficient, since the light hierarchy
provides near-optimal solutions.
Mutation Strategy. In the optimization process, for a given lighting configuration Pcurr , we select and remove one light at random and compute the normalized
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illumination residual to the goal, similar to Section 5.5.3. Then we search for the m
lights with the most similar normalized contribution to the residual and select one
at random as a replacement to form the next lighting configuration state Pnext . We
typically set m to a value between 8 and 16.
Determining the number of lights. The number of lights is indirectly determined by the optimal cut. During the top-down traversal of the light tree, we stop
when the relative improvement is below a threshold εimprov :
∇D(Ires (Pcut ), Igoal )/D(Ires (Pcut−1 ), Igoal ) < εimprov

(5.5)

Furthermore, cuts with high starting error are unlikely to improve significantly
during the non-linear optimization. Therefore, to save computations, we skip all
cuts with an illumination error above εopt and only optimize cuts that have a lower
error value. In other words, the εopt threshold determines the level of the tree below
which the optimization process is triggered. The user can control the quality of the
resulting lighting configuration and indirectly constrain the number of lights that
will be used, by setting the εopt and εimprov thresholds respectively. In our tests, εopt
was set between 0.2 and 0.3, depending on the desired quality of the illumination.
For the εimprov we use the value 0.1, throughout all experiments.

5.5.5

Experimental Study

We performed our tests on scenes with varying geometric complexity. We mainly
focus on environments with a high degree of structural complexity, since such environments are usually encountered in realistic ILP application cases, where manually placing luminaries can be challenging.
Implementation. For the illumination evaluation we used a hybrid CPU/GPU
NVIDIA Optix-based path tracer of up to 2 light bounces. All experiments were
conducted on an Intel i7-4930 CPU with an NVIDIA Geforce GTX 780Ti GPU and
reported times are in seconds. The reported times of our optimization algorithm are
for a single thread, although a multi-threaded approach is feasible by splitting the
solution space or execute many instances of the algorithm concurrently. Finally, we
have implemented a GPU-accelerated k−Nearest Neighbour linear search mechanism for the light source search phases of the algorithm (mutation, light clustering),
with an average search time of 0.5 − 6ms for 200 to 500 measurement points. We
did not use a binary tree structure such a k-D tree, due to its low performance on
high-dimensional data such as our contribution vectors f j .
Correctness Evaluation. Here we evaluate the accuracy of our method. Due
to the fact that a designer or artist may request an illumination level in a scene
that is very difficult or even impossible to achieve, for this purpose we used irradiance levels at uniformly distributed measurement points xs that are determined
by manually-placed luminaries. Our algorithm computes an optimal configuration
(number of lights, light source positions and colour emittance) and we compare the
resulting configuration and lighting level with the original.
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F IGURE 5.17: Correctness test. Left: The manually-defined lighting configuration.
Right: The computed lighting configuration (0.9% error).

For the Apartment scene, shown in Figure 5.17, we manually placed 10 light
sources at typical fixture locations. Our algorithm computed a lighting configuration almost identical to the manually-provided one, in 15 seconds, with 10 light
sources and 0.9% illumination error.
In the Office scene (Figure 5.18), we employed both a direct-only and a global
illumination illuminance estimator, resulting in two individual goals Igoal , for 9
light sources. For the case of direct-only illumination, the resulting configuration
consisted of 9 lights and an error of 1.4%, whereas the GI test resulted in 10 lights
and 7.2% error. The algorithm took 16 and 120 seconds respectively to compute
the lighting configuration, the latter time mainly attributed to the light transport
evaluation cost. We also ran this experiment with the method by Lin et al. [Lin+13]
with a weak light contribution threshold of 5% and reported an error of 38.0% for
direct-only illumination and 11.6% for the GI test.
Light Tree Error Evaluation. In Figure 5.19, we evaluate the behaviour of the
error as the light tree is traversed top to bottom to locate an optimal cut, using the
Apartment scene of Figure 5.17. As described in Section 5.5.4, the tree is traversed
using the stored residual error from the clustering stage, until eopt is met (red plot).
For the rest of the traversal, we also enable the hybrid linear/non-linear optimizer
that reduces the error of each cut (shown in light red) down to the level indicated by
the green plot. In the same figure, we also report the error of the method by Lin et
al. [Lin+13] that we compare our approach against, shown in grey and marked as
HLD. A first observation is that, since during clustering we always select the best
complement with respect to the illumination residual, error is quickly suppressed
high in the light hierarchy. Second, moving to a tree cut with more light sources can
actually increase the error. This behaviour is related to the bottom-up build process
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Global illumination

Our method

Goal

Direct-only

7.2%

38.3%

11.6%

Compared method

1.4%

F IGURE 5.18: Correctness evaluation against a ground truth illumination goal, using
two different lighting estimators.

of the tree: since we place a representative light based on the illumination residual
to the goal and not the contribution of the two merged lights (removed from the
configuration), there are cases where the representative light is actually better than
the two sources it substitutes.
Evaluation with User-Defined Goals. In this paragraph, we measure the performance of our algorithm with arbitrary illumination goals, by allowing the user to
paint directly onto the surfaces of the scene. First, we measure the performance
in the Sewers scene (Figure 5.20, left), which is a network of tunnels, where we
request uniform white irradiance values across the floor surfaces. Our algorithm
computed a lighting configuration with 11 light sources and 7.3% illumination error, in 13 seconds. In the same figure, a Cloister scene is shown, where uniform
illumination is requested on the floor of the arcades and also we painted a bright
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F IGURE 5.19: The optimal light determination progress for the Apartment scene
(Figure 5.17). HLD denotes the corresponding error levels for the method in [Lin+13].

F IGURE 5.20: The resulted configuration where the requested goal was a uniform
illumination on the tunnels of the Sewer and the Cloister models.

desired illumination on the centre of atrium to highlight a statue. The computed
lighting configuration consists of 10 light sources and an illumination error of 13%.
Next, we measured the performance of our algorithm in the Apartment scene,
with two different tests. In the first (Figure 5.21, left) we specified a uniform white
illumination on the floor across the entire scene. This is a challenging goal because
uniformity across the surfaces of the scene is very difficult to achieve, unless many
light sources are used, especially for high-occlusion environments like this. Our
method (middle row) performs quite well in this difficult case, achieving a nearuniform illumination with 15 light sources and 19.5% error. In the second test,
we described an extreme illumination condition goal, by requesting different light
colours in some rooms with abrupt transitions. The results can be seen in the right
side of Figure 5.21, where our method achieved an error of 17.3% with 18 lights.
Constrained Light Placement. Here, we experimented with restricting the placement of light sources only near objects, since in many realistic scenarios, light fixtures are seldom placed far away from geometry. We implemented this constraint
by voxelising the geometry and dilating the volume up to the desired distance from
the surfaces. Only the dilated voxels were then marked as candidate cells for the
initial light placement.
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High-contrast lighting intents

Compared method

Our method

Goal

Uniform lighting intents

F IGURE 5.21: Experiments with a user-defined illumination goal. Left: uniform
lighting experiment. Right: high-contrast illumination target. From top to bottom:
The user-provided light intents, our results, lighting configurations using the method
by Lin et al. [Lin+13].

In the example of Figure 5.22 (left), we wanted to illuminate the top floor of
the Museum scene as well as the pedestal at the centre of the hall. Our algorithm
produced a lighting configuration with 6.1% error and 43 light sources, spread
throughout this large two-storey environment of interconnected spaces. In Figure 5.22 (right) we wanted to restrict the uniformly bright illumination to the arcade. Our method produced a reasonable lighting configuration with an error of

F IGURE 5.22: Achieving lighting configurations with the restriction that lights
should only be placed near surfaces. Left: 6.1% error. Right: 12.8% error.

5.6. Conclusion and Future Work

Scene
Sponza Uniform Igoal
Sponza Multi-Color Igoal
Office (Direct Illumination)
Office (GI Illumination)
Apartment Uniform Igoal
Apartment Multi-color Igoal
Sewers (Direct) Igoal
Sewers (GI) Igoal
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Error % Lights
21.1
22
23.2
50
1.36
9
7.2
10
19.5
15
17.3
18
7.3
11
15.3
10

[Lin+13]
Error % Lights
26.9
28
30.8
52
38.3
11
11.6
16
20.2
30
40.2
24
27.1
24
27.3
25

TABLE 5.1: Illumination error and computed light sources for our method and our
implementation of the approach by Lin et al. [Lin+13].

12.8% and 4 lights.
Comparative Evaluation. In the following text, we compare our method with
the recently published method of [Lin+13]. Table 5.1 presents the results for the
rest of the tests using various scenes shown throughout this section with diverse
illumination goals. Indicatively, in Figure 5.18 (bottom row) we can see the lighting configuration of the compared method, which achieved an error value of 38.3%
with 11 light sources and 11.6% with 16 sources, for the direct-only and global
illumination cases, respectively. For the Apartment scene in Figure 5.21, the compared method produced a lighting configuration with an error quite close to ours
but with double the light sources (30 instead of 15) for the uniform light intentions
(left). In the high-contrast case (right), our method produces a configuration with
approximately half the error value of the compared method and fewer light sources.
It is important to note here that although we borrow the best-complement light
selection idea from the first presented method [GPK15], the two methods follow a
different optimization strategy to solve a different problem (we also optimize the
number of luminaries here) and therefore, there is no practical value or way to
compare them.

5.6

Conclusion and Future Work

In this Chapter, we have presented two methods to efficiently solve the inverse light
positioning / emittance problem. The first method optimally arranges a user-defined
number of light sources, while the second also computes the minimum number of
light sources to meet the desired deviation from the target illumination.
In both methods we heavily exploit the notion of light contribution complement
in order to search for the next appropriate light in either an attempt to optimize the
current configuration or cluster and replace previously active light sources. This,
along with a hybrid linear / non-linear optimizer that disassociates the emittance
and light positioning, lead to a fast convergence to usable solutions for environments with high occlusion. Our two methods are backed by a light transport system
that can handle complex light interactions with the environment, with no restriction
on the materials of surfaces, while it also provides a user interface for painting the
desired irradiance on any surface.
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One limitation of the presented methods is that they can only handle omnidirectional point light sources. As a future direction, we would like to also support
directional light sources. Supporting directional light source would become possible by discretizing the directional domain of each light source. Furthermore, we
would like to also support area luminaries and include sky lighting in the calculations, so we can take into consideration the contribution of natural light, which
is very important in architectural design. Since our light clustering approach in
[GP16] is generic enough, we believe it is also worth evaluating its performance in
the general and interesting class of many light problems.
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Chapter 6

Automatic Light Placement for
Detail Highlighting
6.1

Introduction

Aside from the practical applications of light placement to fulfill goals for adequate
illumination for various tasks, illumination is frequently used as a tool to establish
a specific mood, enhance storytelling or perception of the environment and capture
the attention of the intended audience. As it happens, and despite its importance,
the latter type of illumination optimization can be very counter-intuitive and subjective to perform, taking too many iterations of trial and error to achieve a satisfactory
result. One very important reason why this is so, is that in contrast to task lighting,
making geometry "look better" is difficult to describe in concrete terms. Humans
rely on empirical rules and observations, directly related to perceptual aspects of vision and image understanding. Also in contrast to typical primary light placement
for architectural spaces, highlighting and enhancing the appearance of objects is
not always about coverage. Rather, contrast is welcome and when effectively used,
better delineates the forms of the objects, draws the eye to details and enhances the
sense of depth.
In this Chapter we focus on this specific inverse lighting design problem, where
detail highlighting is the main aesthetic and perceptual goal. Choosing the appropriate lighting conditions in order to make the features of an object more pronounced and accentuate its details is not a trivial task. This is especially true for objects with many, seemingly equally important geometric features and no apparent
predominate viewing angles. We address here a practical problem often encountered in professional photography, exhibition setups and cinematography, where
the lighting setup must be used on real objects and scenery.
First we establish a new construct, the shadow edge histogram, which enables
us to gather statistics about local contrast with respect to incident light direction
on the surfaces, independent of any particular view. Next, we present two methods
for solving the object highlighting light placement problem. The first is a direct
application of the shadow edge histogram, which optimizes a set of pre-determined
number of light directions [GP17]. The second extends the initial shadow edge histogram and models the inverse lighting problem so that it allows the configuration
of light sources in physical environments and optimizes the position along with the
direction of realistic luminaires [GP18]. In our solutions we aimed for a minimal
user intervention in the specification of the illumination goals, in contrast to painting mechanisms that require the user to manually and painstakingly indicate the
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desired highlights and shadows. For that, we used automatic methods that specify
the goal and provide it as input to our methods.
A system was developed for the purpose of conducting our experimental study.
We used a hybrid rasterization/ray-tracing method for the visualization of our model
and the evaluation of the resulting illumination. We opted for a hybrid solution,
because we wanted the accuracy of ray-tracing methods, for the illumination evaluation and the various steps of our algorithm, and the performance and visualization
opportunities of the rasterization pipeline.
The following Chapter is organized as follows. In Section 6.2 we discuss
about the features that we want to visually accentuate and how to detect them. In
Section 6.3, we introduce our novel idea of shadow edge histograms. In Section 6.4,
we present our first approach for light source positioning, by utilizing shadow edge
histograms for distant light sources. Next, in Section 6.5, we explain our second
method that model the problem for real environments, solving for the position as
well as the orientation of light sources, based on the idea of shadow edges. Finally,
conclusions and a discussion about future directions are provided in Section 6.6.

6.2

Feature Detection

Our perceptual illumination goal is to generate the appropriate lighting conditions
in order to make the features of an object more pronounced and accentuate its details. The relief pattern of a surface can be accentuated by increasing the local contrast at elevation transitions near prominent geometric features. One way to specify
such goals is to use a painting mechanism, such as the one presented by Okabe et
al. [SC07], in order to specify the desired contrast values. This approach is very
tedious and time consuming as the user should manually specify every region that
wants to highlight. In our approach we used an automatic method to detect such
regions. By performing a curvature analysis of the object, we can automatically
identify regions, where enhancing the contrast ratio can bring out the details via
proper illumination.
In our application, we used a mean curvature estimation (see Fig. 6.1), computed using the MeshLab software [Cig+08]. Mean curvature can determine the
local shape of a point on a surface [LVJ05]. For a point p on a surface S, the mean

F IGURE 6.1: For a specific model (left), we identify regions of interest using a mean
curvature estimator. (right)

6.3. Shadow Edge Histogram
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curvature can be computed as the average of the signed curvature over all angles θ :
1
H=
2π

Z 2π

k(θ )dθ ,

(6.1)

0

where k(θ ) is the curvature on the intersection of a rotated plane, by an angle θ , and
the surface S. The curvature of the intersection curve is by definition the reciprocal
of the radius of the osculating circle. It can also be defined as the average of the
principal curvatures k1 and k2 at p.
1
H = (k1 + k2 ),
2

(6.2)

where k1 and k2 are the principal curvatures and define the rate of the maximum
and minimum bending. In Meshlab, we used the algebraic point set surface (APSS)
algorithm [GG07; GGG08], which is based on the local fitting of algebraic spheres,
to compute the mean curvature.
Of course, any other computation approach or even a different metric can be
employed for this task. The choice of this particular depression detection approach
is not critical, as long as it provides sufficient features for the next stages and
therefore any suitable alternative method can be used. The domain of perceptionoriented metrics is well-studied and is widely used in mesh watermarking, simplification and compression. A comprehensive and recent survey of the field is provided
in [Cor+13].
The measured curvature is computed on the vertices of the input mesh(es) once,
during model preprocessing, and reused in all future experiments. Selection of
candidate interest points is performed via mean curvature thresholding.

6.3

Shadow Edge Histogram

In this section, we explain the idea and describe the formulation of the shadow
edge histogram [GP17]. We start with a key observation, that to accentuate the
relief patterns of a surface, local contrast at elevation transitions must be enhanced.
To do so in a non-artificial manner like using ambient obscurance, a proper configuration of the illumination must be chosen so that the majority of relief transitions
also coincide with accented lighting transitions. Our goal is to create shadows that
partially obscure the selected curvature regions in order to bring out and emphasize
the geometric details of the model. We use shadowing on these regions due to their
inherent properties of helping us interpret the geometric complexity of the model
and emphasize the spatial structure of the region (see discussion in Section 2.6).
To achieve partial shadowing of a selected region, we sample the directional
domain and detect shadow edges. A shadow edge is defined as the region where
a transition between obstructed and not obstructed direction to the light source
occurs. To identify shadow edges, for each interest point p, we scan the normaloriented hemisphere from base to apex and identify directions that form a visibility
horizon of the transition between obstructed directions by the target objects’ geometry and open ones. As illustrated in Fig. 6.2, this is constructed by sampling N
directions ωi, j from base to apex for M longitudinal slices. Throughout our tests,
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F IGURE 6.2: Construction of the shadow edge.

we use M = 360 and N = 90. Rays (p, ωi, j ) of increasing elevation θ j for a particular azimuth φi are cast from p and checked for intersection with the target geometry.
If the ray intersects any part of the target object(s), then we consider the ray to be
blocked (occluded).
At every transition from an occluded ray to an unoccluded one or vice versa, we
use the unoccluded ray as part of the shadow edge. In its simplest formulation, the
shadow edge ray direction is accumulated in a discretized spherical histogram of
directions. Analyzing this histogram, we can identify potential illumination directions. The rationale behind this is that if many shadow edge rays vote a particular
direction as a shadow edge, then placing a light source in this direction can accentuate multiple relief transitions, rendering it a good candidate for a high-contrast
accent light.
The histogram is constructed by dividing the spherical domain into a series of
intervals and each histogram bin corresponds to a possible lighting direction. The
count represents how many shadow edge rays fall inside each interval and indicate
the importance of each individual direction.
Next, we identify shadow edges by casting rays from each interest point p and
check for intersections with the object’s geometry (occluded direction). On such
an event, we mark the unoccluded direction by incrementing its vote count in the
corresponding shadow edge histogram bin. Figure 6.3 demonstrates this voting
principle.

6.4

Detail Highlighting using a Shadow Edge Histogram

In this section we show how to exploit the notion of the Shadow Edge Histogram to
perform detail highlighting [GP17]; we introduce a simple and effective technique

ωi

s1

s2

ωi

s1

s2

F IGURE 6.3: Voting Mechanism. For each evaluation point (si ), elevations are sampled iteratively (ωi ), from the base of the hemisphere up to the apex, until we discover
an open direction, which is in turn added to the shadow edge histogram (blue and red
bin votes).
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F IGURE 6.4: Determination of a single optimal highlighting direction for the Sculpture model. From left to right: Mean curvature estimation, extraction of (recessed)
interest points, histogram of shadow edge directions on interest points and resulting
illumination.

for enhancing the appearance of objects by automatically setting up a configuration
of directional light sources1 . that accentuate the prominent geometric features of
complex objects, by indirectly accenting the local contrast at relief details.
The method generates a histogram of potential lighting directions which cause
a shadow transition between depressions and protrusions of the geometry (see Figure 6.4) and the k prevailing directions are singled out, after a clustering process,
and used to set up directional or physically-based luminaries at a distance2 from
the highlighted object to emphasize its structural details. Practical applications of
such a task are encountered, among others, in professional photography and cinematography.
In contrast to the state of the art, we introduce here an automatic method with
minimal interaction from the user. Since it does not rely on an optimization process,
the method is fast and simple, yet generic and practical enough to be used in a wide
range of application scenarios, including lighting design for real objects. Furthermore, the illumination goal, being geometry-driven, produces view-independent
results.

6.4.1

Method Overview

The method first isolates a set of interest points that reside on depressions of high
curvature and therefore, with a high potential to be adjacent to protruding elements.
For this task, we rely on the mean curvature estimated at sample locations on the
target model.
In our implementation, since we use relatively densely and uniformly digitized
objects, we directly compute the mean curvature on the meshes using the MeshLab
software [Cig+08] (see Section 6.2) and export the curvature as a vertex attribute.
The user decides which points will be included in the interest point set, by simply
specifying a curvature threshold.
Next, for all interest points, we detect directions that form a horizon of shadow
transitions or shadow edges. By requiring that potential lighting directions coincide with shadow edges, the interest points are partially obscured by the high
elevation geometry, while in contrast the latter are (potentially) lit by the particular
light source. The shadow edge directions add a vote to a directional histogram, as
described in Section 6.3.
1 For

practical purposes, light sources positioned far from the object relative to its scale
example, in case of small ornament of a diameter roughly equal to 5cm, a 2cm coated bulb
should be placed at least 2m away.
2 For
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F IGURE 6.5: Illumination of the Napoleon model using the best three clusters of
directions (individually and combined).

Subsequently, the directions that most interest points voted as shadow edges
are considered as candidate lighting directions. Due to the fact that similar, highly
preferred directions may not correspond to exactly the same histogram cell, a clustering and cleanup follows, which results in shadow edge groups whose representative directions signify a potential lighting direction. This step is explained in
Section 6.4.2.

6.4.2

Selection of Lighting Directions

Depending on the particular object, the voting stage can spread the shadow edges
in many similar directions, which form rough clusters in the histogram, as shown in
Figure 6.6-middle column. We identify the dominant direction aggregations by first
removing all directions which have a vote count lower than 33% of the largest bin
count and then applying k-means clustering, where k is the number of desired light
sources. We opted for the k-means method because it provides a fast clustering and
creates separable direction clusters. Separable clusters are very important because
they provide better coverage of the various regions of the model. As usual in kmeans clustering, each observation belongs to the cluster with the closest mean
value. In our approach, we define the distance between each direction and the mean
cluster direction as their dihedral angle. After the clustering process, we select as
representative direction from each cluster the one with the highest voting score to
be used as an illumination direction. We do not use the mean of the cluster as a
representative direction because it might not correspond to a high-ranking or even
valid (voted) histogram bin. In Figure 6.5, we can see the contribution of each one
of the selected illumination directions that our method produced.

6.4.3

Experimental Study

In this section, we present the results of our detail highlighting method. We performed tests on various models with diverse complexity, some of which are shown
in Figure 6.6. The first column shows the colorized curvature of the model, while
the second column presents the selected interest points after thresholding the mean
curvature. The resulting shadow edge histogram can be seen in the third column,
where the concentration of votes in direction cells is displayed as a heat map. Finally, the last columns present the models illuminated by the computed lighting
directions. In order to quantify the performance of our method, we measure for
each model the percentage of shadow transitions, reported in parentheses, between
the set of selected interest points and their one-ring neighboring points.

6.4. Detail Highlighting using a Shadow Edge Histogram
Interest points

Shadow edge
histogram

Viewing angle 1

Viewing angle2

Fox Skull

Metope

Napoleon

Lu Yu

Terrain

Curvature
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F IGURE 6.6: Test models. Each row demonstrates from left to right, the curvature
of the model, the selected interest points, the shadow edge histogram along with the
selected illumination directions and the resulting illumination on each model.

In more detail, in the Terrain (71%) test case we wanted to calculate a single
lighting direction to achieve the same dramatic effect as that of a sunrise or sunset.
The resulting lighting direction was computed at an oblique angle to the terrain,
at which the features of the landscape are more visually pronounced. The Metope
model (76%) was a similar case, where we wanted to find at least one lighting
direction that could highlight the folds of the figures’ garments, without washing
out their details. For two lights, the method calculated directions that distributed
shadows to most relief depressions and avoided interference.
Both the Lu Yu (61%) and the Napoleon (90%) models have some fine details
on the body and on the creases of the clothes, which are also completely blocked by
certain lighting directions. Our method properly highlights most of the protrusions
and minimizes the excessive shadowing. As can be observed both here and in
Figure 6.5, the k-means clustering ensures the proper separation of the resulting
lighting directions.
Finally, the last row shows a Fox Skull (87%) model, which is a rather difficult
case due the many cavities and respective resulting occlusion. With two lighting
directions, the principal cavities, the structure of the skull as well as the teeth are
well delineated.
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Detail Highlighting for Complex Environments

In this Section we introduce a generic approach for determining the position and
orientation of luminaires with known profiles in a three-dimensional environment
with the goal to visually accentuate the geometric detail of a number of target objects [GP18]. This role is typically designated to a special category of luminaires,
accent lights, which are used for focusing illumination in particular areas of objects and usually from a specific angle. We again rely on the concept of shadow
edges and their histogram. However, now we generalize the parameterization and
representation of the Shadow Edge Histogram to accommodate a) arbitrary surface domains, not just spherical ones, and b) non-distant light sources with directional characteristics. In contrast to the previously presented method (Section 6.4),
where distant, directional light sources were only considered in a simplified spherical shadow edge histogram, here we extend the idea of voting shadow edge rays
to also include the spatial distribution of light sources and their principal emission cone to properly model and simulate physically plausible light rigs for interior
lighting design. The process is described in detail in Section 6.5.2.
Potential application areas include professional photography, exhibition setups
or cinematography, where now practical spaces and lighting configurations using
actual luminaires can be designed. For practical design purposes, the position of
the light sources can be constrained on or near user-defined geometry representing
architecturally admissible mounting points. Furthermore, the surrounding geometry of the highlighted objects participates in the occlusion calculations, along with
any occlusion volumes representing potentially crowded areas. Last but not least,
light sources are clustered to minimize their overlap, respecting physical limitations
of luminaires in their spatial arrangement. The method is better suited for nonhighly-glossy surfaces, since directional BTDFs tend to produce view-dependent
illumination.
The following Section is organized as follows. In Section 6.5.1 all steps of the
method are described in detail, starting with the required input of the technique,
followed by an overview method. From Section 6.5.2 through Section 6.5.4 we
provide detailed information on the various steps of our method. Finally, we present
the results of our experimental study in Section 6.5.5.

F IGURE 6.7: Given one or more target objects to be illuminated and a set of constraints, such as candidate surfaces for luminaire placement (left), our method optimizes the position and direction of light sources in order to enhance the appearance of
geometric objects by highlighting their prominent geometric features. The left inset
also shows a heatmap for the score of potential light sources and the finally selected
spot lights marked with a white circle.
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Target geometry
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Environment

F IGURE 6.8: The basic elements in our lighting design model.

6.5.1

Method Description

Our method highlights the prominent geometric features of a model by establishing
a position and orientation for each candidate light source so that it maximizes the
occurrence of shadows between ridges and valleys of the illuminated geometry
relief. All light emitters are modelled as spotlights with a user-defined aperture and
falloff, whose position and orientation (central emission axis) are optimized. To
take into account IES profiles of actual luminaires, we adjust the spotlight emission
cone aperture to include the directions of the emission diagram corresponding to
90% of the luminaire’s emittance. We assume that for the specific problem of
object highlighting, axially symmetrical and mostly downward emitting luminaires
are useful (i.e. all typical spotlights), whose shape can be easily approximated by
the above ideal spotlight model.
Input and Constraints. The primary input of the method is the surface geometry
of the target object(s), with a number of salient points detected on them using the
MeshLab software [Cig+08] in a pre-processing stage, as discussed in Section 6.2.
Interest points are extracted using a user-defined threshold, on the computed mean
curvature values, that can be adjusted from within our ILP solver graphical user
interface.
Since very seldom individual objects are lit in isolation in practical applications, the user can import the geometry of the environment the target objects are
placed in, which is taken into account in any visibility computations. Apart from
the scene geometry that can block direct lighting from light sources, potential occlusion zones may be formed in the vicinity of crowded spaces. The user can
import arbitrary meshes representing these potential occluders, which, although
non-renderable, are treated as normal occluders in any visibility computations during light optimization.
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In real environments, light placement is restricted to or near specific surfaces,
where the particular type of luminaire can be mounted. In our solver, this light position domain can be defined by providing a separate set of arbitrary meshes. Light
emitter positions can be either constrained to lie on these surfaces, or allowed to
float over them on L discrete layers up to a specific distance. The latter is achieved
by supplementing the input light domain with L − 1 shifted versions of it towards
the local normal direction at regular intervals. With this layered light position domain, we can support hanging lights or luminaires mounted on adjustable braces or
poles. All the above geometric entities and constraints are illustrated in Fig 6.8.
Method Overview. The method consists of several steps that are summarized in
Fig 6.9 and explained below. After the specification of the interest points (model
preprocessing stage), for every detected interest point p the shadow edge is formed
similar to [GP17] (see Section 6.4). Candidate light source positions are established
by adding the weighted contribution of each shadow edge ray to every cell formed
after discretizing all layers of the light position domain. Cells that have a high
concentration of votes will be considered as candidate lighting positions. In contrast to the method presented in Section 6.4, where shadow edge directions directly
voted the corresponding discretized histogram cells on the unit sphere, here cells
on the light position domain are updated only if they are reachable by the corresponding rays (Section 6.5.2). A clustering step follows that determines candidate
directions in each cell corresponding to non-overlapping emission lobes (candidate
light source generation). Section 6.5.3 elaborates more on this topic and Fig. 6.10
(b) shows the color-coded potential light source weights resulting from the voting
and clustering procedures.

Model Geometry

Constraints

Model Preprocessing

Shadow Edge Detection
Candidate Light Source Generation

Light Source Selection
Importance Accumulation

Vote Elimination

Light Source Ranking

Final Conﬁguration

F IGURE 6.9: Main steps of our method.
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Entering the lighting source selection stage, the goal is to promote in the final
light configuration those light sources that maximize shadow edge coverage. At the
same time, in order to a) ensure maximum feature coverage over the object’s surface
and b) minimize crossing beams that cancel out each other’s shadow transitions,
all votes of prevailing lights are subtracted from all other candidate lights (vote
elimination) and their importance is re-evaluated (light source ranking). Fig. 6.10
(c), demonstrates this unique assignment of interest points to potential light sources.
In order to avoid geometrically interleaved points (from the same surface region) receiving light from multiple light emitters, we perform agglomerative clustering of the interest points into contiguous features during pre-processing (Fig 6.10
- a). Votes are attributed, eliminated and their importance measured in a per-cluster
basis. An (oriented) point joins an adjacent cluster if the dihedral angle between its
normal and the average cluster normal is below a predefined threshold. We set this
threshold to 36 degrees throughout all experiments.

6.5.2

Shadow Edge Histogram Revisited

In this step, we exploit the idea of shadow edge histogram to identify candidate
light positions and directions. Similar to the previous method, for every interest
point p, we identify directions that are part of a shadow edge. We subsequently
trace these directions up to the scene limits or until a hit with the environment, a
potential occluder or the user-defined light position domain is found. If (p, ωi, j )
intersects the light position domain, all additional light domain layers (if any) are
also intersected with the ray and all hits are registered. Each hit carries the ID of
interest point p, the ray direction ωi, j and the squared hit distance to the intersection
with the particular light position domain layer. We use the latter (inversed) as vote
weight during the population of the shadow edge histogram to better spread light
sources and penalize distant sources that would require higher power output for the
same illuminance level. Accounting for reflectance is also possible, as it practically
becomes a multiplier to the above weight (low reflectance results in low contrast).
Unfortunately, none of the test datasets included reflectance information or texture
to validate this.
Every hit record is uniquely assigned to a cell on the light position domain and
constitutes a vote for both the representative discrete position of the cell and the
lighting direction (see next). The cells are non-overlapping partitions of the domain’s surface geometry that can be generated by any subdivision approach.In our
implementation, hits are designated to cells formed by the projection of a tesselated
icosahedron centered at the target objects center of mass onto the light position domain surfaces. If no light position domain is provided as input, L equally spaced
nested boxes are automatically generated, instead (see example in Fig 6.13).

6.5.3

Potential light source generation

Next, we generate potential light sources based on the generated shadow edge hits.
In each cell, the votes are clustered according to the ray direction stored in their
record to form clusters spanning the solid angle that matches the profile of the
luminaires specified by the user (see Fig. 6.11). To this end, we employ a meanshift algorithm to cluster similar directions and create cones of focused emission.
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(a) Clustered surface features (interest points)

(b) Potential light source weights

(c) Color-coded light source ID of maximum contribution to a cluster.
Interest points in black are not satisfied by the current light rig

(d) The lit geometry

F IGURE 6.10: Results from the interest point clustering, voting and light source
selection for one of our test cases.
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F IGURE 6.11: Potential Light source generation mechanism. After direction clustering within a cell of the light position domain, small clusters (here in red) are discarded.

We used as a distance function the dihedral angle between the ray directions and as
a window of the mean-shift algorithm half the desired beam angle.
After the mean-shift algorithm has converged, we generate potential light sources
with the cluster mean direction as the light source primary axis. Potential light
sources with few votes are discarded as their contribution is very low. All potential
light sources in a cell share the same position (cell center).

6.5.4

Light Source Selection

The output of this final stage is the list of predominant light sources that best highlight the target objects. This is a ranking and elimination process. First, for each
potential light source a score is built by simply summing the weights of the individual votes falling within its cone, each one being the inverse square length of the
corresponding ray segment. All potential light sources are sorted according to score
and the highest-ranking one is retained, after building a set S of all the interest point
cluster IDs it contributes to. Next, votes from interest points with a cluster id c ∈ S
are removed from every other potential light source, and their score is re-evaluated.
The process is repeated until the desired number of final light sources is achieved.
As mentioned in the method overview, this vote elimination process can prevent
the method from choosing light sources that target the same geometric feature, thus
ensuring a better coverage of the entire object and less interference.

6.5.5

Experimental Study

In this Section, we provide results and evaluate our method. We performed our
tests on scenes with scanned object of varying geometric complexity, from simple
isolated objects to objects in scenes with high occlusion and constraints in order
to simulate complex environments such as museum exhibitions. In several of our
test cases, we expanded the light domain meshes in the normal direction forming
additional layers for potential light positions with increments of 10cm, to provide
more practical alternative light placements, especially for environments with high
occlusion.
We ran all tests on an Intel 4930K with an NVIDIA GTX970 graphics card. The
(single-linkage) agglomerative feature clustering is of O(n2 ) and for 3000 feature
points takes 3̃00ms. The voting step is linear with respect to the number of rays
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Shadow edge histogram

Light placement

Statues

Frieze

Geometric elements

F IGURE 6.12: Exhibition-style experiments with a set of frieze pieces and two statues. From left to right: the target geometry (red) with the light position domain (yellow) and potential occluders, representing standing visitors, the color-coded potential
light source weights and the resulting illumination from the final lighting configuration.

cast and in our GPU-based ray tracing implementation, the voting of 108 rays takes
4 sec. Light clustering runs in less than 1 sec, for all examples.
Objects in exhibitions and displays. This category of tests included experiments with configurations for public display of collection items. Figures 6.7, 6.10
and 6.12 showcase such examples. As explained in Section 6.5.1 and Fig. 6.8, apart
from the target geometry, each set may include a fixed environment, e.g. museum
halls, pedestals and display cases, a designer-provided light position domain and
other potential occluders. The friezes and Statues test cases of Fig. 6.10 and 6.12
include such potential occluders (shown in Fig. 6.12 as transparent cyan geometry),
indicating zones of visitor access close to the exhibits.
The Statues case, in Fig. 6.12 - bottom, is a difficult setup due to the proximity
of the crowd to the exhibits, the relatively confined space of the hall (better shown
in Fig. 6.8 and the designation of the light domain on limited surfaces near the
statues to avoid very bright luminaires. The impact of the high occlusion can be
easily observed in this scene, as no significant votes ended up on the partition of
the light domain near the ceiling and very few votes were marked on one of the
wall sub-domains. The scene is lit by 8 low-power, single-lamp and slightly nonsymmetrical LTL12360 IES profile luminaires. Our method achieved good shape
definition and can be used as an initial suggestion to the light designer, who may
perform further adjustments for aesthetic reasons.
The same type of luminaire was used in the Frieze example, where 5 luminaires
were placed underneath the exhibit. This may seem counter-intuitive, as most people would naturally opt for a downward placement of light sources, but given the
space constraints and the potential interference of standing visitors, this arrangement was promoted by our system.
Although the confined space of the glass case in Fig. 6.7 limits the positional
parameterization of potential light sources, the method successfully placed three
spotlights that also provide good all-round coverage of the exhibit. The selected
positions on the light position domain are indicated in the same figure (left) with a
white circle.
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Potential light sources
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Lit geometry

F IGURE 6.13: Two examples of single target objects. Top: the Lu Yu model with no
user-defined light position domain and 6 light sources. Bottom: the Happy Buddha
model with two parallel quadrilaterals as light position domain and 4 light sources.

Standalone Objects. For completeness, we also conducted a series of experiments with standalone objects, where no constraints in the form of a user-defined
light position domain or occlusion environment was provided, with the exception
of the Happy Buddha model, which had a user-defined, yet very wide position domain given. Two examples can be seen in Fig. 6.13, but also in the comparison
with a maximum surface coverage strategy discussed next (Fig. 6.15). Since in the
case of the Happy Buddha statue, most salient features are aligned vertically, our
method promoted sources with horizontally cast beams. To deliberately explore
less obvious light configurations, we included a light position domain consisting of
two parallel planes and the SEH optimizer adapted appropriately, resulting in the
illumination shown in the bottom row of Fig. 6.13, with only 4 light sources. The
statue in the top row, is very irregularly shaped, with many self-occluding parts, but
a good feature delineation was achieved with only 6 spotlights with a beam angle
profile of 60 degrees.
Quantitative Evaluation. To assess the performance of our method, we measured two quantities with respect to the number of light sources computed by the
optimizer: the overall coverage of the salient features of the target geometry and
the local contrast at the salient features. The first is simply the percentage of clusters satisfied by at least one light source and is a monotonically increasing quantity.
The second is the maximum difference of illuminance between an interest point
and its neighboring samples, averaged over all interest points. Figure 6.14 presents
the two quantities for 3 different scenes, with a varying degree of constrained light
positioning and occlusion. The average local contrast starts low since with few
light sources many features receive no light, depending on the complexity of the
target geometry. As the number of light sources increases, more features are highlighted but the additional light sources also interfere with the already computed
ones, washing out the local shadows of some clusters. After a contrast peak is
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F IGURE 6.14: Measurements for increasing number of light sources. Top: average
interest point local contrast. Bottom: interest point cluster coverage. Objects used:
Frieze1 from Fig. 6.10, Frieze2 from Fig. 6.15 and Statues from Fig. 6.12 - bottom.

achieved, additional sources no longer contribute to more features being covered
and interference becomes the prevailing factor.
Shadow Edge Histogram and Maximum Coverage. Many inverse lighting solutions address the satisfaction of lighting intents as a constrained maximum coverage problem. Unless the objects are devoid of features, we show here that this
approach is not appropriate for the highlighting of objects and compare results of
our method with a maximum surface coverage optimizer compatible with similar
constraints. To optimize the target geometry coverage, for every surface point we
cast rays to every light position domain cell center. If the ray is not intercepted, a
vote, weighted exactly as in our method, is added to the cell. Then the optimization
iteration proceeds as in our method, building potential light sources and removing
the dominant source’s votes from the other cells to produce non-overlapping lights.
While our method attempts to satisfy the shadow edges only on a reduced set of
surface points, i.e. the detected interest points, to make the comparison more fair
for the maximum coverage optimizer, all surface points are used in the latter. Additionally, in the surface coverage optimization, since there is no notion of feature
clusters, the vote elimination is performed using the surface point IDs, directly.
Figure 6.15 presents a comparison of results from our method and the maximum surface coverage approach. It clearly demonstrates that attempting to illuminate as many areas as possible and picking out the details are two contradicting
goals. However, since SEH implicitly favors non-overlapping sources, it strikes
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a good balance between local high-contrast illumination and coverage. The 4 top
rows of Fig. 6.15 show the progressive inclusion of more lights in the two light
placement strategies.The maximum coverage strategy only achieves high contrast
with a single source, which however does not adequately illuminate the target object. On the other hand, SEH maintains a relatively stable edge-preserving illumination as more lights are added.
Determine the number of light sources. In our implementation, which includes
an interactive lighting design cycle through a user interface, the number of light
sources to optimize is provided by the user. However, since the inclusion of source
to the final solution is based on potential light source ranking, the removal of a
light source is trivial and the addition of a new one requires minimal overhead: the
cost of an elimination and re-weighting iteration. The automatic determination of
the number of sources can be easily performed either by adding new sources until
a minimum percentage of interest points or clusters is satisfied, or by maximizing
the local contrast (see Section 6.5.5).

6.6

Conclusion and Future Work

In this Chapter, we have presented two automatic methods to efficiently solve the
inverse light positioning problem with perceptual based goals. Both methods do
not depend on an optimization process and require minimal user intervention. We
utilized the idea of enhancing the appearance of a model by increasing the local
contrast at prominent geometric features. We offered a mechanism, named shadow
edges, to identify and evaluate directions that increase the local contrast on relief transitions. The first method utilizes this mechanism and generates an optimal
configuration of directional or distant light sources. In the second method, we exploited and expanded further the notion of a shadow edge histogram, encompassing
all degrees of freedom for the placement of realistic luminaires and included constraints for modelling and supporting real-world application scenarios. It optimizes
the placement and orientation of spotlights (as defined in the graphics nomenclature) in order to enhance the appearance of geometric objects by highlighting their
prominent geometric features.
As a future research direction we intend to establish suitable metric to jointly
optimize edge highlighting, coverage and energy consumption, in a single framework, also taking into account natural (fixed) lighting.

140

Chapter 6. Automatic Light Placement for Detail Highlighting

Our method

Maximum surface coverage

1 light source

2 light sources

4 light sources

8 light sources

4 light sources

4 light sources
F IGURE 6.15: Comparison of results from our method and a maximum surface coverage light placement strategy.
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Chapter 7

Conclusions and Future
Directions
In this dissertation we have proposed several algorithms and methods in order to
improve inverse lighting design. Our contribution starts from a specific methodology for fast evaluation of global illumination for interactive applications, including
lighting design tools, followed by methods that solve the goal-based inverse lighting problem regarding the position and intensity of luminaries and also their number. Last but not least, we presented solutions that enhance the visual perception
of objects by optimizing light source positions and directions in constrained environments. Concluding this dissertation, we present an overview of our work and
provide a discussion on future directions.
First, in Chapter 3 we have proposed an improvement to voxel-based global
illumination computation methods. Voxel-based methods are widely used by the
industry but they have a sizable memory overhead for voxel cell that affects both
memory storage and more importantly memory bandwidth. They are computational
heavy in estimating the radiance field and have view-dependent issues during indirect shadowing computations. To this end, we have introduced an efficient method
by using a perceptual based compression scheme to store the radiance field, we
offer an optimized cache population scheme that lowers the computation requirements of the voxel grid and a view-independent indirect shadowing computation.
Our experiments, demonstrated the performance benefits of our approach without
view-dependent artifacts, and our compression scheme opens a future direction
towards more efficient compression schemes and representations of the radiance
field.
Next, in Chapter 5, we addressed the problem of inverse lighting design with a
greater focus on geometrical complex scenes. We investigated previous solutions
to the inverse lighting problem and identified their limitations. Contrary to prior
work, our solutions do not make assumptions on the complexity of the scene or
use simplified solutions of the light transport problem. We proposed two methods
to solve the inverse lighting problem with different goals each, one focusing on
minimizing the illumination difference to the goal illumination, by using a predefined number of light sources, and the other to minimize the illumination difference
along side with minimizing the number of utilized light sources. In Section 5.4, we
present a method that solves the inverse light positioning/emittance problem of
a given number of light sources. We proposed an indexing of light sources that
enables the efficient search and clustering of light sources according to their contribution to the desired illumination. Along with a hybrid linear/non-linear optimizer
our method can efficiently compute usable solutions. Our solution can handle only
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point light sources but without any restriction on the used light transport model.
In Section 5.5, we offer a solution that solves the inverse lighting problem while
minimizing the number of light sources. Key to this solution is the presented light
clustering approach that generates a light tree, which do not miss important lights.
Our clustering approach and tree generation is generic enough and it would be interesting to be used in the general class of many lights problems. The above inverse
lighting solutions overcome various limitation of previous state of the art and can
handle geometrical complex scenes. Expanding these solutions to optimize area
and directional lights, such as spot area lights, could greatly benefit the field of
inverse lighting design.
Finally, in Chapter 6, we focus on solutions that enhance the visual perception of objects. We rely on the observation that the appearance of objects can be
enhanced by increasing the local contrast at their prominent geometric features.
In Section 6.4, we propose a fast method that does not depend on an optimization process and requires minimal user intervention. The method, rely on a voting
mechanism and a clustering to sort out light directions that contribute to the final
result. In Section 6.5, we expand the aforementioned idea and use it to compute
spot light positions and directions that enhance the appearance of objects by using
a voting scheme and a special clustering and selection mechanism. Our method
takes into account possible light fixture mounting positions, obstructing geometry
and potential occlusion, making it suitable to be used in the lighting design of exhibitions and similar installations. Appearance enhancing methods gain a lot of
interest in professional photography, cinematography and lighting design and an
interesting future direction would be to combine generic inverse lighting design to
illuminate an environment with perceptual based methods to guide the attention of
the user.
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Content Credits
In this section, we provide information regarding the content that has been used for
the research evaluation throughout this thesis.
• The Sponza Atrium model (Crytek version), shown in Section 3.2, was downloaded from Crytek’s website.
• The high resolution version of the decimated Lucy model, used in Chapter 3,
was obtained from the Stanford University Computer Graphics Laboratory.
• The Lu Yu and Fox Skull models c IMA Solutions, shown in Chapter 6, were
licensed under the Creative Commons Attribution 4.0 International License
by Artec Group inc. and downloaded from Sketchfab.
• The Napoleon ( c IMA Solutions and Musée de la Révolution française)
model, shown in Chapter 6, were licensed under the Creative Commons Attribution 4.0 International License by Artec Group inc. and downloaded from
Sketchfab.
• The Scultpure model, shown in Chapter 6, was licensed under the the AttributionNonCommercial-ShareAlike 3.0 Unported license and downloaded from the
Autodesk 123D website.
• The rest of the objects, shown in Chapter 6, were downloaded from the
MyMiniFactory online printable objects repository.
• The rest of the 3D models were created by the Computer Graphics Group at
the Athens University of Economics and Business.
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Color Spaces
Human eye converts electromagnetic radiation to neural response using the cones
photoreceptors. Human eye has three types of photoreceptors (see Section 2.6.1) or
types of color sensors. Each cone has different response to different wavelengths
(L, M, S).
R

G

B

RGB
Y

Co

Cg

F IGURE A.1: An image decomposed into red-green-blue components (top row) and
Y-Co-Cg components (bottom row). Since the human eye is more sensitive to luminance than chrominance variations, decomposing the original signal into luminance
and chrominance, enables the use of efficient compression methods. (Image adapted
from: [Yco]

Color spaces are used to represent visible light. As shown in [Sto05], visible
color spectrum can be represented using three numerical values. A color model is
a mathematical model that is used to represent color as a tuple of numbers.
The CIEXYZ, CIELAB or CIELUV are widely used color spaces that approximate how the human eye perceives color. They are used as a reference against other
color models. They were defined by the International Commission on Illumination
(CIE).
RGB is a additive color space that is defined by three colors. In RGB color
model each color is represented using an red, green and blue component. RGB
is used represent color in display devices. Each pixel in the display devices emits
a different amount of red, green and blue light, mixing them together to produce
color. Mixing these three components, any color can be displayed.
CMYK color space was used in color printing. It is a subtractive model that
uses Cyan (C), Magenta (M), Yellow (Y) and Black (K) colors. Each color is stored
in the form of ink inside the printing device and used on white surfaces, mostly
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white paper. When using these color on a white surface, they reduce the amount
of reflected light. Fully combining both cyan, magenta and yellow will result in a
black color. But for practical reason, to reduce cost and to produce deeper black
tones, the dark color or dark ink was used directly instead of a combination of the
other three colors.
HSV and HSL are a transformation of the RGB color space to a hue/saturation
model. Hue defines the type of the color, saturation the intensity of the color and
value the brightness of the color. Saturation is also said that controls how pure is
the color, how clear is the selected, by the hue component, color. These models are
more intuitive to artists and are widely used in image editing and analysis.
Finally, below follows a family of color spaces that decompose the signal into
luminance and chrominance parts. They decompose the signal because the human
eye is more sensitive in brightness spatial changes that in chromatic changes. This
property is exploited in order to compress the signal and subsample the chromatic
values. This technique is called chroma subsampling and is widely used in image
compression (JPEG) and in video compression (MPEG), where chrominance values are sampled at a lower resolution in order to save bandwidth. YIQ is a color
space that was used in NTSC television broadcasts. The Y component represents
the luminance (luma) information and I and Q represent the chrominance. YUV is
another color space that was used in PAL television broadcasts. PAL was a colour
encoding system for analogue television that was mostly used in Europe with the
exception of France.
YCbCr is another color space that is mostly used in digital devices. It represents
color as brightness or luma (Y) and two color signals, Cb is blue minus luma (BY) and Cr is red minus luma (R-Y). Cb and Cr was used because, the human eye
is less sensitive to these components. When in JPEG compression, it uses these
sensitivities of the human eye and eliminate the unnecessary details of the image.
In analog devices, its analogue version was used called YPbPr.
YCoCb is another transform that was introduced in H.264 video compression
standard and have shown to have better correlation properties [MS03] compared
to YCbCr. It is also used in the next video encoding standard named High Efficiency Video Coding (HEVC), also known as H.265 video compression standard,
that supports high resolution streaming with better compression ratio. It has also
been used in computer graphics for texture compression for real-time rendering
[WC07; MP12]. Figure A.1 presents an image decomposed into red-green-blue
and Y-Co-Cg components.
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[Kři+10]
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