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Summary
This thorough investigation of the complex and active research area in both interactive
global illumination (GI) and inverse lighting (IL) problems represents the deliverable
D1.1 of the Work Package 1 (WP1) of the research program “GLIDE: Goal-driven
lighting for dynamic 3D environments”, which is co-financed by Greece and the European Union (grant no. 3712).
A lengthy introduction is initially provided comprising the main problem statement
and general research objectives of directly and inversely controlled lighting design
task in full-scale dynamic environments from different perspectives (Section 1). A
strong emphasis is given on the fields and scope of the artistic manipulation standards
and interaction prototypes tailored to several important industries.
We subsequently offer the mathematics behind calculating the light energy that is
transferred through space (Section 2). This section consists of an analytic theoretical
background of the light transport, surface reflectance and visibility theories both
with and without the presence of participating media. It also discusses accurate and
simplified models that simulate how the light propagates and interacts with surface
materials in a virtual scene.
A comprehensive overview of the interactive global illumination solutions utilized
to significantly increase the final lighting realism when rasterizing complex threedimensional worlds, is further provided (Section 4). Such algorithms take into account not only the light propagated directly from a light source (direct illumination),
but also light which is scattered or transmitted by nearby surfaces in the scene (indirect illumination). More specifically, we describe features and constraints for each
technique, pointing out GPU implementations, advantages and limitations that can
be used to guide the decision of method selection in a given setting.
Furthermore, we present a complete survey on the inverse lighting design pipeline (Section 5), a backwards approach to manipulating the lighting parameters to best meet
the artist’s demands. We organize prior work along two main axes, defining first
what is to be established (missing light features), and second how these elements
are computed (optimization methods), including the interaction paradigms they rely
on (setting constrains) to abstract the task of appearance determination. We expect
that the suite of strengths and weaknesses offered for each framework will provide a
strong motivation and a useful guide towards the development of advanced lighting
editing tools.
Finally, we summarize and conclude with a brief discussion of the problems and
challenges that remain open in the aforementioned research fields (Section 6).
August 4, 2014
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Introduction

Improving realism in computer-rendered images has been an enduring goal and still
an unsolved problem, since the very beginning of computer graphic research. The
central aim in realistic image synthesis is to generate visually rich results mimicking as
close as possible the physical appearance of objects in the real world [DBB06]. This
requires the underlying physical processes regarding the light transport behaviour and
object materials to be precisely modelled and simulated by a “global illumination
(GI)” method. The word global refers to the fact that all complex local (direct) and
global (indirect) interactions of light with objects in a dynamic scene contribute to its
final, lit appearance computation (see Figure 1). Although the underlying theoretical
concepts of light-matter interaction used in computer graphics are well understood,
the interactive reproduction of plausible and appealing images is still a challenging
problem. A broad research has been conducted at the development of interactive
models to lessen the expensive computational cost. However, this comes with the
burden of sacrificing quality or even the presence of stunning visual phenomena.
Global Illumination algorithms are often classified based on the priority they give to
two basic criteria; interactivity and quality.
Real-time rendering is widely used in video-games to render a virtual environment,
where fast interactivity is required. The overall quality is constrained by a limited
time budget, often restricted to a few milliseconds. Interactive rendering is mainly
used in scientific visualization and modelling tools, where the image generation is
often produced in less than 1 second (s). Worth mentioning in this context is an
excellent survey on interactive global illumination methods [RDGK12]. Finally, offline
rendering, aims at producing stunning images of the highest possible quality and

Figure 1: Global illuminated real-world scene: Note the highlighted multiple diffuse and
specular bounces, caustics and scattering phenomena (Image taken from [RDGK12]).
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interactivity is only a desirable feature. In this case, each image is generated in
minutes or even hours and displayed later either as still or as a sequence of (animated)
images. This type of rendering is mostly used in the film industry and by graphics
professionals to compare the correctness of their algorithms to a reference input.
When considering light-matter interactions in computer graphics, it is required to
have a thorough understanding of the physical phenomena that occur as light travels
within an environment. Light is emitted from one or more light sources, propagates in
the form of photons and is scattered and absorbed as it interacts with the objects and
the air in the scene. Therefore, the three major phenomena are emittance, absorption
and scattering. These are modelled through light sources and materials. Emittance is
modelled by light sources, which are further categorized based on their size, intensity
and the direction (Figure 2):
 Directional: the simplest light source model. These lights have no position,
only direction and assume that all light rays are parallel in a single direction
with no attenuation, as if the light was placed infinitely far away. They are
typically used to simulate distant lights such as the sun.
 Point: light sources with an infinitesimal area and a location in space. They
produce hard, unrealistic shadows. These are further split based on the intensity’s directional variation:

– Omni-directional: These lights assume that light is emitted the same in
all directions, e.g. the intensity is constant. They are a useful abstraction
to model light sources such as light bulbs.
– Spotlight: Lights with a specific directional distribution. Used to model
flash lights or lamp posts
 Area: Light sources with a non-zero area size. They cast rays from a set of
directions coming from different locations and are defined by specific shape and
size attributes. They are useful for simulating realistic light sources, such as
fluorescent light fixtures. To avoid complex calculations that would be required
to model a true area light, it is often approximated as an array of point light
sources distributed over the area occupied by the light.

Figure 2: Light source classification.
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When light is not emitted, it is absorbed or scattered. Considering surface scattering
and absorption, this is modelled through the use of materials. These are a set of
parameters attached to a 3D object expressing how its surface interacts with light,
thus attributing to it a visual appearance. When light strikes a surface, it can either
be reflected at the surface, or undergo transmission, absorption and scattering again
out in a different location. Therefore, the two major classifications when considering
materials refer to how the object interacts with light at its surface and at its body.
 diffuse: represents body reflectance. This is what we commonly call the object’s
color (albedo).
 specular : represent surface reflectance. It identifies the bright specular highlights that occur when light hits an object surface and reflects back toward the
camera.

Just as there are hundreds of different surface types that appear in the real world
(metal, plastic, stone, wood, ceramic), dozens of different materials are typically
needed to accurately surface an entire 3D scene [BUSB13]. An additional material
parameter, called ambient, is used when a global illumination model is not used to
illuminate the environment. In this case, indirect light is modelled by a constant color.
The theoretical interaction of light with surfaces as it is used in computer graphics is
discussed thoroughly in Section 2.

1.1

Lighting Design

While global illumination in lighting design has recently become widespread, preferred
even by non-expert users [KRG∗ 14], there is an utmost and fundamental need of a
complete suite of editing tools that do not limit artistic freedom. Recent research
work [NJS∗ 11, SNM∗ 13] showed that it is feasible to intuitively synthesize realistic
images, able to simulate flexible light-transport simulation models that convey an
explicit, purely-creative mood or a direct attention to the potential viewer, without
being forced to accurately follow the fundamental laws of physics.
Appearance design can be defined as the process in which artists perform manual
editing operations of lighting, emitted from arbitrary light sources, and materials, the
local interactions of light with surfaces, in order to define the final appearance of
objects that reside in the view of a virtual camera.
Without loss of generality, Figure 3 illustrates the entire design pipeline divided into
four distinct, but interconnected, design tasks where intuitively adjustment of several
features should be performed to achieve the desirable (physically-natural or stylistic)
look of the final image:
August 4, 2014

Page 10 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

Figure 3: General Design Framework: Direct design pipeline (highlighted with red) is
an iterative cyclic process of prototyping, testing, analysing, and refining the final image.
On the other hand, inverse design pipeline generally computes the properties of a physical
system from observed or desired data.

 lighting editing : adjusts the state of the light sources according to their type
by modifying emission power, position and light parameters (such as direction,
spotlight angle and the shape of emitting area/volume).
 material editing : the mechanism to edit the surfaces materials in order to
achieve a desired appearance. The most important controllable material parameters are specular reflectivity and gloss, albedo, as well as opacity.
 geometry-object editing : the process of either creating, deforming or moving
any surface/object by geometric manipulation.
 camera placement: involves a “good” selection (and navigation) of the camera
view to determine how much of the geometry information is observed from (an
animated) virtual camera [SIE14] by tuning two of its main parameters; position
and orientation.
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Applications. Lighting design [SPN∗ 14] is a key stage in the pipeline of designing
three-dimensional environments for numerous important applications in various fields
ranging from the entertainment (film & games) to architecture, medical and other
industries [KFC∗ 10] (see Figure 4). Traditionally, this is a manual, tedious and timeconsuming task involving the careful placement and tweaking of parameters of light
sources in the three-dimensional environment by a highly-trained and experienced
lighting specialist (namely lighting designer, level designer, architect and so on for
each corresponding application) in an iterative basis in order to achieve the desired
visual result. The essential design goal behind lighting design process, and subsequently the principles and aesthetic rules to adhere, depends on the exact application
case (for a detailed overview see Table 1).
Cinematic lighting involves achieving specific aesthetic results, as envisioned by the
director and the storyboard artists [KCCP96]. Producing visual images that adapt
to the narrative content and dramatic action of an interactive scene is a difficult
undertaking. The role of a lighting designer is to create a final output that serves four
main goals [ENH04]: dramatic, lyrical, aesthetic and realistic. While it is impossible
to adjust light when aiming at simultaneously favoring conflicted parameters (such as
tension, mood, visibility and realism of the virtual scene), artists adjust the lighting
to serve limited objectives based on the style of the rendering shot. Lighting artists
typically utilize a key-frame system in which they initially sample key frames of the film
creating the desired (i) master (background) and (ii) shot (character) lighting for predetermined fixed viewing angles, followed by rendering the entire animated sequence
to judge the final lighting [GH00]. Thus, despite of the advances in ray tracing and
other rendering techniques for computing indirect illumination for a production of an
animated feature film [TL04a, CFLB06], synthesised imagery is commonly processed
off-line [OKP∗ 08], with ample time budget per frame to apply one of many robust
and high quality physically-based rendering techniques [MHH∗ 12].
Lighting design for video games adheres in general to the same principles [HSA∗ 07,
KFC∗ 10] and aesthetic rules [EN06, JS10] as the feature film productions. However,
games assume a fully-dynamic environment, where interactive actions of user are able
to unpredictably change plot and narrative. Thus, lighting design process dispenses
with particular viewpoints and rather takes up a more holistic approach, identifying

Figure 4: Examples of lighting output in (left) BioShock Infinite game, (middle) Pacific
Rim film and (right) indoor architecture.
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the subspace of the total scene where the virtual camera (user) is allowed to freely
roam inside the three-dimensional world and therefore, is properly orchestrated for an
arbitrary number of viewpoints inside this subspace.
Interactive application design also necessitates that the final rendered result should
not only be dramatic but also effective in helping the user identify its goals into the
environment and easily navigate it [ENZR11]. An important constraint also related
to real-time lighting is the number of lights that can be used and the nature of the
indirect illumination processes that a particular implementation of an application may
afford [Mit07a, YYX09, Hof10].
In the context of architecture, the understanding of the importance of good lighting design in urban areas, buildings and interiors is increasing. Lighting quality is
fundamental for architecture and essential for human well-being as it affects human
behaviour, comfort, health, efficiency, safety and security [MR11]. Typical design
cycle scenarios utilize physically-based photorealistic rendering techniques and commercially available tools for the simulation of the lighting based on finalized designs
or early-stage drafts of the construction or site. Although this visualization process
is naturally iterative, it is also purely manual; stills or animated sequences of changing illumination conditions are generated off-line, visually inspected and potential
design modifications are incorporated in the computer-aided design models for the
next inspection cycle. Architectural lighting design utilizes high-fidelity light transport
algorithms to perform a realistic physical simulation of the resulting global illumination in indoor and outdoor environments as well as optionally strives for maximized
lighting under different times of the day or year [TMH10] while minimizing energy
consumption [CdAS12a, FB12b] or the number of highly constrained lights (basically
attached to walls or roofs [Con02a], [NHY∗ 13]).
On the other hand, the advent of high-quality real-time rendering graphics and immersive visualization platforms have led to the adoption of interactive light modelling
approaches, where visual realism is sacrificed in order to capture at least the direct illumination of a lit environment during the design phase itself. Interactive architectural
design and urban planning usually focus on the natural and intelligent manipulation
of the constructed environment rather than the lighting of the resulting spaces.
In addition to architectural and entertainment applications, inverse lighting provides
several benefits in medical imaging applications giving the ability to properly light the
surface of a model so as to make available as much visual information as possible.
Inverse Lighting design used in medical applications has the particularity that realistic
lighting is not a prerequisite, as it is presented in [LHV04] and [LHV06].
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Relighting-Light Preview. Regardless of the target application area, interactivity in the design phase is crucial in providing usable lighting design tools. While
programmers are allured to start exploring GPU-accelerated implementations to efficiently perform global illumination computations [RDGK12], the majority of currently
proposed frameworks fail to provide immediate feedback of the final resulting light
simulation as well as interactive and intuitive control of the underlying specific parameters reducing significantly the overall productivity of artists.
This has lead to the development of advanced post-production recalculation of the
final lit surface appearance by extending the traditional lighting design pipeline with
relighting systems [Deb06, HPB06, PB12]. These algorithms make different simplifications (e.g. pre-computed data cached using flexible intermediate representation)
and enforce certain constraints (fixed geometry, camera or appearance of objects)
according to the target application. In the movie industry, the relighting process
resolves to a narrow parameter space for the lighting setup due to the assumption
that camera movements do not occur frequently and materials remain static during
a shot.
In terms of production systems, novel interactive visualization techniques for inspecting the global light transport have been developed, helping light artists to comprehend
how light travels and interacts in virtual environments [RKRD12]. To shorten the time
artists spend waiting for light simulation results to complete, in order to re-adjust the
numerous parameters of the lighting setup in a trial and error basis to achieve the
desired look, some progressive refinement solutions have been proposed to preview
the lighting result [PVL∗ 05, RKKS∗ 07], offering a noisy, less-accurate intermediate
information, that nevertheless matches the final appearance of a shot.

Cinema

Relighting/
Preview
×
×
√

Games
Medical

×
×

Application
Architecture

Manipulation
Direct
Inverse
√
×
√
√
√
×
√
×
√
√

Global
Illumination
√
√
×
√
√

Interactive
Design
×
×
√
√
√

Arbitrary
Viewpoint
√
×
×
√
√

Dynamic
Scene
×
√
×
√
×

Table 1: Summary of supported features for application-aware lighting design.

1.2

Light Editing Approaches

From a lighting design standpoint, complex and potentially animated environments,
with high occlusion, multiple points of interest or depth layers can become very
challenging in terms of manually and carefully configuration and placement of a
large number of lights. The local scope of the user intervention will often result in
erroneously impacting other areas in the scene which finally distorts the results of
previous efforts at a global scope. The process is further complicated by the fact that
August 4, 2014
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the relationship between parameters of the lights and the resulting visual effects is
unfamiliar and unintuitive even for high-experienced users [PBMF07a].
On the other hand, in a semi-automatic inverse-based design approach, the user
defines an approximation of the desired goal via higher-level input specifications and
the underlying system modifies the parameters in order to fit a global solution to
these constraints (see Figure 3).

Inverse Lighting. Inverse lighting (IL) usually represents extremely complex and
costly processes and refers to all the problems we know in advance the desired illumination at some surfaces of the scene (their final appearance) and need to work
backwards to establish the missing light parameters. Inverse lighting can be considered a sub-field of inverse rendering, which is a broad topic including the areas
of inverse reflectance, combined inverse lighting and inverse reflectance, and inverse
geometry, but stays outside of the scope of this work. Excellent summaries of the
early work on these problems can be found in [PP03, SPN∗ 14, PP05].

Types. Two main approaches have been adopted so far for solving an IL problem;
the first is to compute a direct solution through proper re-arrangement of the rendering equation [SMK05, SL09], while the second boils down to applying a well known
forward illumination method, such as Radiosity [Con02b] or Monte Carlo Integration [JPP02], and fitting the result to the desired solution by global optimization of
the light source parameters.

Problems. Apart from the light emittance problem (LE), where the light emission
characteristics are estimated based on the lighting aim, IL also includes the significant
and more complex light source positioning problem, independently (LSP) or in conjunction with the former (LSEP). Several per-pixel (2D) and per-geometry-sample
(3D) quality metrics have been explored, e.g. based on mood [Zup09], perception [SL01a], lighting entropy [Gum02] and maximum visual information [V07], in
order to act as the main objective function for a variety of optimization schemes including steepest descent [SL01a], heuristic search [CdAS12a], stochastic [HO06] and
constrained least-squares [LHH∗ 13a] approaches.

Classification. Inverse light editing can be divided into two main categories according to the interaction interface utilized to define the different type of constraints
and objectives (see Figure 5):
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goal-based

direct

indirect

Figure 5: Direct versus Inverse (indirect and goal-based) interfaces for light editing. With
direct manipulation, user directly control light parameters (red dashed arrow) and the
appearance qualifiers are computed accordingly. The opposite direction is taken if we exploit
inverse manipulation tasks. Specifically, the user may perform indirect editing operations,
such as shadow manipulation (green dashed arrow), or example-guided constraining, such
as defining rendered colors based on painting or photographs (blue dashed arrows), to
affect the final appearance, followed by a process that automatically solves the appearance
features.

1. indirect, where users adjust light features, for example by editing shadow and
highlight positions using scripting [CSF99a, JPP02] or simplified click & drag
actions [PF92a, PRJ97a, PTG02a].
2. goal-based, where users define the desired lighting conditions by either using
as input 2D real-world photographs [WMTG05] or directly sketching/painting
into the final rendering output (specifically, the rasterized image [PBMF07a] or
the lit representation of the actual 3D scene [OMSI07a]).

It is worth noting that the effectiveness of novice users performing simplified lighting
tasks generally improved when indirect manipulation operations were applied (compared to the mistaken tendency of subjects to sketch rather than accurately paint the
final image) [KP09].
Through this report, we will discuss a variety of methods in the fields of global
illumination and inverse lighting, describing features and trade-offs for each technique,
pointing out advantaged and limitations that can be used to guide the decision about
which method to use in a given setting or problem. The rest of this survey is organized
as follows; Section 2 covers the fundamentals of the light transport theory. Sections 4
and 5 provide a comprehensive overview of the prior art with a strong emphasis on
August 4, 2014
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current practises in interactive illumination and inverse lighting, respectively. Finally,
Section 6 offers conclusions as well as identifies open problems and future research
directions.
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Light Transport Theory

In computer graphics, we are interested in creating computer generated images based
on a 3D representation of a scene through the process of rendering. Photorealistic
rendering attempts to generate an image, which is indistinguishable from real photographs, by attempting to simulate the behaviour of light as it propagates within
the virtual environment. Therefore, the development of such algorithms requires a
deep understanding of the underlying physical laws and properties that explain the
desired phenomena as well as the derivation of mathematical models that can be
used to compute these final images. The theoretical background of these illumination algorithms is based solely on the physical models, which explain the interaction
of light and matter. In computer graphics, an important distinction exists between
local and global illumination algorithms based on the number of light bounces within
the environment. Local illumination algorithms compute the primary bounce of light,
that is, surfaces are lit directly from the light sources. Global illumination algorithms
on the other hand, compute all bounces of light; surfaces are lit both directly from
the light sources and indirectly through the scattering and transmission of photons
within the environment. Without loss of generality, the latter class of algorithms can
be considered as a superset that includes the local illumination methods, while the
underlying theory is the same.
This section starts with a brief description of the different light models (Section 2.1).
Basic radiometry, which defines the elementary quantities needed for light transport
is explained in Section 2.2. The interaction of light with different materials is discussed in Section 2.3. Finally, the most important mathematical formulations of
light transport with and without the presence of participating media are presented in
Section 2.4.

2.1

Light Models

The theory of light transport describes different phenomena by assuming different
models of light representation. These are classified to geometric, wave and quantum
optics. Each of these models captures different properties of the dual wave-particle
nature of light as it interacts with the environment at different levels of detail.
Geometric optics or ray optics is the simplest light model and includes phenomena
such as absorption, emittance, reflection and refraction. It assumes that light propagates in straight lines (as a ray), at infinite speed and is not affected by magnetic
or gravitational fields. It comprises a valid approximation of the light transport modelling, provided that light interacts with objects larger than the wavelength of light.
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Wave optics, described by Maxwell’s equations, study the light as an electromagnetic
wave. This model encompasses the properties of geometric optics but also explains
effects such as interference, diffraction and polarization. These phenomena occur
when light interacts with geometry of comparable size to the wavelength of light.
Quantum optics, the most comprehensive and complete light model to date, explains
the behaviour of light at the subatomic level, which exhibits both particle and wave
properties. This model can capture photoluminescent effects such as fluorescence
and phosphorescence. In fluorescence, photons are absorbed after interaction with
matter and emitted at a different wavelength. In phosphorescence they are emitted
at different time and wavelength. Other phenomena such as blackbody radiation and
the photoelectric effect are also explained by quantum optics.
Quantum optics comprise a very complicated model for use in computer graphics.
The dual particle-wave nature of light, the required knowledge of quantum mechanics - which is yet not fully understood by scientists - and the probabilistic behaviour
of photons make quantum optics a highly complex and unintuitive model to be incorporated in rendering applications. Wave optics explain several important effects, but
this model is still quite expensive to be included even in production level renderers,
despite some work in the area [WK90, WTP01, WW08, WW12].
Computer graphics typically use the geometric optics model (Figure 6). This has
proven sufficient since it covers some of the most useful optical phenomena of what we
see everyday and is easier to simulate. A further simplification in several illumination
algorithms is the absence of participating media. When the medium between surfaces
is considered to be vacuum instead of air and devoid of any particles, light scattering

Figure 6: Simplified illustration of the geometric optics model. Light emitted from a light
source can undergo reflection (or scattring), transmission and absorption as it interacts
with the various objects in the environment.
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occurs only at the interface of surfaces and therefore, effects such as fog cannot be
simulated. A more detailed discussion on light transport and how it relates to several
fields (including computer graphics) can be found in Veach’s thesis [Vea98].

2.2

Radiometry

The field of radiometry describes the quantities needed for measuring electromagnetic radiation. Radiometric quantities are used in global illumination algorithms to
measure the way photons propagate and interact with different media in a scene.
A related field, photometry, provides measurement units that take into account the
fact that the human eye photoreceptors have different response curves to different
wavelengths of visible light. In general the human photoreceptors are sensitive to
photons with wavelength roughly between 380 to 750 nanometres. Since radiometric
and photometric units differ only by a weighting function, in global illumination calculations by convention all quantities used are in radiometric units. Table 2 lists the
basic radiometric quantities, which are also illustrated in figure 7.
Radiant Flux or radiant power is the most basic radiometric quantity. It expresses
the energy of electromagnetic radiation (in joules) per unit time (seconds). It is
expressed in Watts (W ) and denoted by Φ. This quantity has no notion of surface,
direction of propagation or distance, but is used to express the amount of power,
which is emitted by a light source or is landing/exiting a surface integrated over all
wavelengths. All other radiometric definitions are based on radiant power.
Radiant Intensity I expresses the propagation of power Φ over a certain direction.
Direction is expressed as a solid angle Ω, which is the three-dimensional equivalent
of an angle, and the unit of its measurement is the steradian (sr). Intensity is given

Figure 7: Different radiometric quantities. From left to right: Radiant flux, the total power
with no notion of direction or area. Radiant Intensity, expressing radiant flux with respect
to direction. Irradiance, which is radiant flux over area. Radiance, measuring radiant power
with respect to area and direction.
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by:

I=

dΦ
dω

(2.1)

The unit of radiant intensity is W /sr. For example, an isotropic light source (which
emits light uniformly in all directions) can emit 10 Watts per steradian.
Irradiance E(x) is defined as the power per unit surface area incident on a point x
on a surface. Irradiance is given by:

E=

dΦ(x)
dA(x)

(2.2)

Equivalently, the radiant exitance or radiosity B (or M in some texts) expresses the
radiant power leaving a surface at a point x. For example, a light fixture may have
a radiant exitance of 5W/m2 .
Projected Area. Light striking a surface is maximized when the light direction is
perpendicular to the surface. As the light direction changes, the number of photons
intercepted by a particular patch on the surface of area A decreases proportionally to
the cosine between the light direction and the surface normal vector. In other words,
the density of the photons per unit area decreases as a fixed amount of photos per
incident solid angle spreads out over a larger (projected) surface. The relationship
between the projected area (the area perpendicular to the light direction) and the
surface area is:

Aproj = A cos θ = A(n · ω̂)

(2.3)

where θ is the angle between the surface normal and the light direction and n̂ · ω̂ is
the dot product between the normalized surface normal and the normalized direction
of incidence. In general, light incident on a surface is considered for a single side of
the surface interface, usually over the hemisphere above the surface.
Radiance L(x, ω̂) is a measurement of power per solid angle and per projected area
(W m−2 sr−1 ) and measures the amount of light that passes through an imaginary
infinitesimal area dAproj (x), which is perpendicular to a differential direction dω over
which light travels. Radiance is defined as:
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(2.4)

A common distinction when computing radiance relates to the absence/presence of
participating media. When radiance is computed only at surfaces, participating media
is not taken into account and light is assumed to travel through vacuum. In this case,
radiance is referred to as surface radiance and it remains constant as it propagates
along a path in vacuum between two surface locations x, y. Mathematically, this is
expressed by:

L(x, ω) = L(y, −ω)

(2.5)

The above equation states that given two mutually visible surface points x and y,
the radiance arriving at x from direction ω is the same as the radiance leaving y
towards direction −ω. This is a very convenient, reciprocal property for algorithms,
which ignore participating media since global illumination can be computed once the
exitant surface radiance from all contributing surface points is known. Alternatively,
when participating media are present, light can be affected by the medium between
surfaces (air, cloud particles, etc.). In this case, radiance needs to be re-evaluated
at all locations in-between the given path endpoints due to both in-scattering and
out-scattering phenomena and is referred to as field radiance.
Dependence on Wavelength. All the above quantities compute the radiation for all
frequencies of the electromagnetic spectrum. Spectral radiant power, spectral radiant
intensity, spectral irradiance/radiosity and spectral radiance are the same quantities
defined per wavelength, so each one accounts also for the contribution from specific
wavelength values λ. Integrating each spectral radiometric unit over the wavelength
domain computes its ”all-frequency” counterpart. For example, the radiance is defined
as the integral over all wavelengths in the electromagnetic spectrum as:
Z
L(x, ω) =

L(x, ω, λ) dλ

(2.6)

spectrum

For precise illumination models, calculations would need to be performed between
different spectral distributions, but the visible spectrum is usually represented by RGB
or XYZ colorspace triplets, since these color models are mapped to the centers of the
wavelength response curves of the human photoreceptors. Even though multiplication
between RGB or XYZ values does not yield the same results as multiplying different
spectra [Pee93,Smi99,WEV02,Bli05], this simplification is used for efficiency reasons.
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Table 2 summarizes the main radiometric quantities and their units.
Quantity
Flux or power
Intensity
Irradiance
Radiosity

Symbol
Φ
I
E
B or M

Unit
W or Joule/sec
W /sr
W /m2
W /m2

Radiance

L

W /(m2 · sr)

Summary
Electromagnetic energy per unit time
Radiant power per unit solid angle
Incident radiant power per unit area
Exitant radiant power per unit area
Radiant power per unit projected area
per unit solid angle

Table 2: List of radiometric quantities

Radiometric relationships. Integrating equation 2.4 over the hemisphere of directions Ω and surface area A and using equations 2.2 and 2.3, the following relationships
between radiometric quantities can be derived:

Z
L(x, ω)(ω̂ · nx )dω
ZΩ Z
L(x, ω)(ω̂ · nx )dωdx
Φ=

E(x) =

A

2.3

(2.7a)
(2.7b)

Ω

Surfaces

When light is emitted from a light source, it propagates within the environment and
interacts with surfaces. Each surface’s internal structure has different characteristics
that define its interaction with light and therefore, its visual appearance. According
to the laws of geometric optics, light striking a surface is either absorbed or scattered.
When light is scattered, it can be either reflected or transmitted, see Figure 8.
Absorption happens when a photon interacts with the internal structure of an object.
The photon’s energy is transformed into some other form of energy, such as thermal
energy. Absorption is related to the reduction of light energy and does not change
its trajectory.
Scattering of light occurs when radiation is not absorbed and is related to the
change of direction of an electromagnetic wave instead of its energy. Scattering can
occur either at the boundary of the object or at its interior resulting in two different
phenomena that coexist. In the first case, light reaches the boundary of an object and
changes direction without penetrating the surface. This is called surface reflection.
In the second case, photons are transmitted through the boundary of the object and
if they are not absorbed, they are internally scattered. This is called body or volume
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Figure 8: Interaction of light with matter. Photons striking an object are either reflected
at its boundary (yellow arrows), or transmitted through it. In the latter case, they are
internally absorbed and scattered (green arrows) or exit back at the surface (blue arrows).
Image by Hoffman N. notes, SIGGRAPH 2013 Course [MHM∗ 13].

reflection. When light is internally scattered it can exit back at some other point on
the surface, a process called subsurface scattering.
Metals are mostly characterized by their surface reflectance since most of the transmitted light is absorbed. Insulators have lower absorption coefficients, which allows
more light to be transmitted. Therefore, both surface and body reflection must be
properly simulated to achieve the correct appearance. Homogeneous insulators such
as crystals, glass and pure water, transmit light in directions that do not deviate
much from Snell’s law and are considered transparent materials. Heterogeneous insulators such as skin, snow and plastic cause light to scatter and change orientation
multiple times inside their substance before exiting and are considered translucent
materials [DI11].

2.3.1

Modelling of Surface Reflectance

During rendering, a proper representation of the material properties is required to
accurately model and visualize each different object in the virtual environment. In
radiometry, this is accomplished by scattering functions. These are mathematical
models, which are represented analytically (mostly through statistical distributions)
or by using actual measured data. These functions, describe the interaction of light
with a surface by taking into account both incident and exitant information.
The most common scattering function used in rendering applications is the bidirectional reflectance distribution function or BRDF. The BRDF f for a particular point
x depends on the incident and exitant light directions and is defined as the ratio of
the differential outgoing radiance to the differential irradiance:
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(2.8)

where ωo is the exitant direction under consideration and ωi ) is the light’s incoming
direction. Intuitively, the BRDF describes the amount of radiant power that exits
the surface at a direction ωo , given the contribution of radiant power to x from light
arriving at the surface from a direction ωi .
The scattering function describing the interaction of light with the surface interface,
is the bidirectional scattering distribution function or BSDF. BSDF is defined over
the entire sphere of directions. For practical reasons, BSDF is typically split into a
BRDF term defined over the hemisphere of incident directions above the surface and a
function of scattering from the interior of the surface, the bidirectional transmittance
distribution function or BTDF.
However, when the scale of observation is such that the entry point can be considered
equal to the exit point and the material represented is assumed to have uniform
boundary properties, certain subsurface scattering phenomena are commonly modelled
as reflective properties (body reflection or albedo) and represented via the BRDF.
The BRDF has some interesting properties:
 Symmetry. For isotropic materials, for which reflectance has the same value
for a fixed azimuthal difference between incoming and outgoing directions, the
dependence on absolute longitude angle φ, ω = (φ, θ) can be dropped form the
equation. For anisotropic materials, such as brushed metal the above assumption does not hold and the anisotropic BRDF is a 4D function of incident and
outgoing longitude and latitude.
 Reciprocity. For the majority of materials, the BRDF follows Helmholtz reciprocity. This means that the directions can be interchanged and the value will
remain the same:

f (x, ωo , ωi ) = f (x, ωi , ωo )

(2.9)

This property is important in some illumination algorithms, since it allows tracing paths either in the direction of light propagation or backwards, without
affecting the contribution of the material to this light surface interaction.
 Energy conservation. Physically correct BRDF models obey the law of energy
conservation. This means that the total exitant power from the surface is less
than or equal to the total incoming flux (unless the surface also emits light). A
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non energy-conserving BRDF model does not produce correct results as some
areas appear brighter than they should be. However, please note that not all
energy-conserving models are physically correct.
Common BRDF models. In general, BRDFs and reflectance models are based
either on empirical observations or on simplifications of physical laws. BRDF models,
which focus on modelling the body reflectance are referred to as diffure BRDFs. The
simplest body reflectance BRDF and the one that is still widely used in interactive
applications is the ideally diffuse or Lambertian BRDF [Lam60], which states that a
lit surface is viewed equally bright from all directions. In this case, the BRDF is a
constant value, equal to ρ(x)/π, where ρ(x) is the albedo of the surface at x.
The simplest surface reflectance BRDF is the ideal specular BRDF where the incoming energy is reflected in the reflection direction, similar to an ideal mirror reflection. However, the behaviour of a more realistic BRDF should be characterized by
a reflectance lobe in which the scattering of light is non zero, rather than a single
direction. Surface reflectance BRDF models are known as glossy BRDFs, such as the
popular Blinn-Phong BRDF, introduced by Blinn [Bli77]. Other models are based on
microfacet theory [TS67, CT82, WMLT07], which models the surface as a number of
tiny mirror-like or ideally specular planar reflectors. The most widely used isotropic
reflectance model is the Cook-Torrance model [CT82], in which the micro-facet distribution is taken into account (surface roughness), as well as the Fresnel reflection
and transmission coefficients of the material for the particular direction of incidence,
along with light masking and shadowing side effects of the micro-facet geometry.
Reflectance lobes for several well-known BRDFs are shown in Figure 9. This is a
vast area of research and numerous models have been proposed [Pho75, PF90, Str90,
HTSG91, War92, ON94, LFTG97, AS00, DLR∗ 09, MLH02]. We omit any additional
details of this area and we refer readers to three comprehensive surveys [Sch94,
SSHL97, KE09]. Figure 10 illustrates the appearance of surfaces using the Strauss
model, for various settings of the model.
Measuring real surfaces with the use of gonioreflectometers and image-based methods is an alternative way to acquire BRDFs [DvGNK99, Len04, MPBM03, HLZ10,
HHA∗ 10, DWT∗ 10, AWL13]. A subset of them is available for download in online
databases [MER, Cor].
Generalizing the BRDF. The BRDF makes several assumptions regarding the behaviour of light, such as the scale of observation and material uniformity. As long
as these are respected, a reciprocal and energy preserving BRDF can accurately represent the interaction of light with matter. By lifting these simplifications, more
complex functions are required to describe each surface [WLL∗ 08]. However, most
of these are quite complex and are not common in computer graphics. In the most
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Figure 9: Examples of different BRDF models. Incoming incident light direction is colored
in yellow. Left: Lambertian (ideal diffuse). Note that there is no directional dependence.
Center: Blinn-Phong BRDF. The directionality and the size of the lobe signifies the direction
and width of the specular highlight. The lobe is strongest in the ideal reflection direction.
Right: The microfacet based Cook-Torrance BRDF. The highlight direction is towards more
grazing angles compared to Blinn-Phong since it is based on Fresnel reflectance, see [CT82].
BRDF models rendered using BRDFLab [FPBP09].

Figure 10: BRDF modelling allows for efficient visualization of different types of materials.
In this example, different types of materials are illustrated by applying different parameters
using the Strauss model [Str90].

general case (ignoring interference and light polarization) these functions need to
describe the behaviour of light in multiple domains: spatial, directional, spectral and
temporal [VH74], as given by the 7D plenoptic function [AB91]. The most general
scattering function, S, is a 14D function which describes the interaction of light
with a surface by using two plenoptics, one describing light arriving at the surface
and one describing light exiting the surface. Ignoring phosphorescence and fluorescence effects, spectral and temporal dependencies can be omitted and the surface
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can be modelled by the bidirectional surface scattering and reflectance distribution
function, the BSSRDF [NRH∗ 77]. This 8D function captures subsurface scattering
phenomena, such as light entering at one location and exiting at another, regardless
of the scale of observation. Ignoring subsurface scattering, therefore dropping two
more dimensions, the Spatially-varying Bidirectional Surface Reflectance Distribution
Function or SVBRDF is used to simulate materials that do not depend highly on
subsurface scattering (such as skin, wax, etc), but do not have uniform properties on
their surface. Going further and assuming uniformity over the surface which, strictly
speaking, is only valid if the object is viewed from a certain distance, the spatial
dependence is dropped and the 4D anisotropic BRDF is used.

2.4

Formulations of light transport

The goal of global illumination algorithms is to estimate as accurately as possible
the photon propagation in an environment. Light is emitted from the light sources,
bounces around the scene and interacts with different media such as surfaces and
air, undergoes scattering and absorption, under a local energy-preserving equilibrium
state. Several formulations have appeared over the years and all algorithms can
be expressed through one or several of these. The most fundamental formulation in
computer graphics was presented by Kajiya [Kaj86], who formulated light transport in
computer graphics in the form of an integral equation, called the rendering equation:

L(x, ωo ) = Le (x, ωo ) + Lr (x, ωo )

(2.10)

which states that the radiance leaving a surface point x in direction ωo is equal to the
sum of the emitted radiance Le from that point in the ωo direction and the radiance
Lr leaving the surface in the same direction due to light scattering events at x.
2.4.1

Hemispherical formulation

Lr can be estimated by integrating equation 2.8 with respect to solid angle to solve
for exitant radiance and using Eq 2.4 to relate irradiance with incident radiance:

dL(x, ωo ) dE(x, ωi )
dE(x, ωi )
dL(x, ωo )
= f (x, ωo , ωi ) ⇒
= f (x, ωo , ωi )
⇒
dE(x, ωi )
dE(x, ωi ) dωi
dωi
dL(x, ωo )
= f (x, ωo , ωi )L(x, ω) cos θi ⇒
dωi
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Z
Lr (x, ωo ) =

f (x, ωo , ωi )L(x, ωi ) cos θi dωi

(2.11)

Ω

This is called the reflectance equation. If participating media is ignored, then the
incoming radiance depends only on the outgoing radiance of other surface locations.
However, this is a recursive problem. To compute the illumination at a specific
surface location, the incoming radiance at point x from a given direction must be
found. This incoming radiance equals the outgoing radiance of another point y,
therefore, L(y, −ωi ) must be also found and so on. The unknown quantity, radiance,
is also shown inside the integral. Mathematically, the rendering equation is known as
a Fredholm integral equation of the second kind and is hard be to solved analytically.

2.4.2

Area formulation

The hemispherical formulation considers radiance quantities with two different roles
(outgoing / incident) defined locally at point x, although the incident radiance depends on the contribution of other locations on scene geometry. An alternative form
of the rendering equation removes the incident radiance at x and replaces it with the
corresponding outgoing radiance of the contributing point y. Starting from the hemispherical formulation of the rendering equation (Eq. 2.11), after replacing dω with
the corresponding contributing area of geometry dA at y, the integration domain is
transformed from the hemisphere above x of all incident directions to the set of all
visible points Sv in these directions. Using the definition of a solid angle, Eq. 2.11
becomes:

Z
f (x, ωo , ωi )L(y, −ωi )G(x, y)dA

Lr (x, ωo ) =
Sv

cos θi cos θy
G(x, y) =
||x − y||2

(2.12)

where θy is the angle between the normal vector at y and the direction vector −ω̂i .
This formulation of the rendering equation involves the determination of the visible
surfaces Sv from x for all sampled points in the scene. A more practical version,
which is commonly used in many algorithms is derived if we introduce a visibility
term V (x, y), which is 1 if the two points are mutually visible, or 0, when the line of
sight between them is interrupted by other geometry. Now, Eq. 2.12 can be expanded
to the entire domain S of all surfaces in the scene, since their contribution to the
receiving point x can be controlled by V (x, y):
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Z
f (x, ωo , ωi )L(y, −ωi )V (x, y)G(x, y)dA

Lr (x, ωo ) =

(2.13)

S

Using the rendering equation, global illumination algorithms solve the light transport
problem recursively either by tracing photons emitter at the light source or measure
the contribution at the camera sensor.
Let us now for the sake of simplicity define an operator Int(L(y), S) corresponding
to the integral of Eq. 2.13. We can do the same for the hemispherical rendering
equation as well. Then, the total outgoing radiance from a point x is:

L(x, ωo ) = Le (x, ωo ) + Int(L(y), S) =
Le (x, ωo ) + Int(Le (y) + Lr (y), S) =
Le (x, ωo ) + Int(Le (y), S) + Int(Lr (y), S)) =
Le (x, ωo ) + Int(Le (y), SL ) + Int(Lr (y), S)) =
Lemitted + Ldirect + Lindirect

(2.14)

where SL represents the sum of all light-emitting surfaces in the scene, i.e. the
luminaries. The above formulation splits the energy contribution of the light incident
to a point to a direct component, i.e. light coming directly from the light sources,
and an indirect one that includes all light bounces up to x. Breaking the integral
equation into these components is a common approach in illumination algorithms,
where each part is solved separately.
2.4.3

Participating media

Light transport as described by the rendering equation assumes that light interacts
either with surfaces, or travels in vacuum. While that may be a reasonable approximation, effects such as fog, the blue color of the sky, fire and smoke cannot
be approximated. If the medium between two surfaces participates in the lighting
calculations then photons can also be absorbed, emitted and scattered. Scattering
occurs when a photon interacts with particles in the participating medium causing it
to change direction. Out-scattering refers to the case where photons are being scattered in other directions and in-scattering refers to the case where scattered photons
arrive from other directions. Absorption and out-scattering cause a decrease in field
radiance while emission and in-scattering cause an increase in field radiance.
Extinction is the combined effect of absorption and out-scattering. As light travels
along a ray through a participating medium, the probability that photons will either be
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absorbed or deflected outside the path of the ray, causing a decrease in field radiance,
is described by the extinction coefficient σt :
σt = σa + σs

(2.15)

where σa is the absorption coefficient and σs is the scattering coefficient.
The fraction of photons that are not scattered or absorbed travelling from a point x
to a point x0 in direction ω is given by the transmittance function Tr :
Tr (x, x0 ) = e−

Rd
0

σt (x+tω,ω) dt

(2.16)

where d is the distance between the two points. The negated exponent is called the
optical depth of the medium. For a homogeneous medium, the scattering coefficient
does not vary along the path and the transmittance function becomes:
Tr (x, x0 ) = e−σt d

(2.17)

which is also known as Beer’s law. Given the transmittance function, the total
radiance arriving at point x0 is:
L(x0 , ω) = Tr (x, x0 )L(x, ω)

(2.18)

Emission and in-scattering relate to the increase of radiance along the path of the
ray. Emission increases radiant energy due to physical processes that convert other
forms of energy to visible light, while in-scattering increases radiant energy due to
photons that are scattered from other directions. The total radiance increase at a
point x in direction ω is given by the emitted radiance and the incident radiance
around that point:
Z
L(x, ω) = Le (x, ω) + σs (x, ω)
p(x, ω, ω 0 )L(x, ω 0 ) dω0
(2.19)
Ω4π

where Le is the emitted radiance and p is the phase function which indicates the
angular distribution of light arriving at x in direction ω from the entire sphere of
directions Ω4π . The simplest phase function is the isotropic which has a constant
1
.
value of 4π
2.4.4

Path Notation

Global illumination algorithms are often classified based on the different phenomena
they attempt to solve by following the trajectory of photons and their interaction with
different surfaces. Most real-time algorithms are limited to diffuse-only environments,
while others are designed for capturing caustic effects, which require tracing specular
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paths. Some start measuring the contribution of light at the camera sensor, others
trace emitted radiance from the light sources and hybrid algorithms use a combination
of both. An increased number of light bounces increases the rendering cost, so a
distinction on the number of bounces they are able to simulate is also common.
To characterize these different algorithms, a convenient way is to use Heckbert’s
notation [Hec90]. According to this notation, photons can interact with different
environment types: the camera sensor or eye (E), the light sources (L) and different
types of materials (D for diffuse and S for specular). These interactions are frequently
called events. A number of regular expression operators is also defined to describe
sequences of events, as shown in Table 3.
Notation
?
+
?
None
|
()

Description
Zero or more
One or more
Zero or one
One
Or
Group

Example
D?
D+
S?
S
D|S
(D|S)+

Meaning
Zero or more diffuse bounces
One or more diffuse bounces
Zero or one specular bounces
One specular bounce
One diffuse or one specular bounce
One or more diffuse or specular bounces

Table 3: Regular expression notation for photon trajectory events

Using this notation, the whole light transport can be described by L(D|S)*E. That is,
light is emitted from the light sources and photons can either reach the eye directly
or bounce around any type of surface, any number of times before they finally reach
the eye.
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Solving the Rendering Equation
Special Cases of Light Transport

Simulating all light transport effects is a challenging and time consuming task even
in current production renderers. Therefore, the majority of algorithms have been
designed with certain phenomena in mind. They either focus on the number of paths
they are able to approximate and/or on the type of events they can simulate. By
excluding certain phenomena, the rendering equation can be simplified significantly.
For example, by limiting the type of surfaces to ideally diffuse, the BRDF is set to
a constant factor and moved outside the integral. Reducing the number of bounces
to a small fixed number the rendering equation is replaced by a simple summation of
finite paths. This section explains the most basic but common special cases to the
generic light transport equation that are used in computer graphics algorithms. These
different phenomena include: direct illumination (Section 3.1.1), ambient occlusion
(Section 3.1.2), environmental mapping (Section 3.1.3), caustics (Section 3.1.4) and
diffuse inter-reflections (Section 3.1.5).

3.1.1

Direct Illumination

The simplest type of illumination is local or direct illumination. Direct illumination
algorithms take into account the direct or local interaction of surfaces with light emanating only from eming surfaces (luminaries), i.e those surfaces for which Le 6= 0. In
this case, surfaces are illuminated only by the primary bounce of light, without regarding the incident light from transmission on other surfaces or media (see Figure 11). In
terms of notation, the simulated paths are of type L(D|S)E. Commonly, this type of
illumination is implemented separately using local shading models, while the indirect
illumination is added on top using various other algorithms. As a result, some global
illumination algorithms are specifically designed to compute only the indirect part of
light transport.
Using the operator formulation of the rendering equation described in Eq. 2.14, directonly illumination can be isolated by setting the Lindirect component to zero:

L(x, ωo ) = Lemitted + Ldirect =
Le (x, ωo ) + Int(Le (y), SL ) =
Z
Le (x, ωo ) +
f (x, ωo , ωi )Le (y, −ωi )V (x, y)G(x, y)dA

(3.1)

SL
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Figure 11: Left: Scene lit with direct
illumination only. Areas where light is
not present appear dark. Right: Direct
and one bounce of indirect illumination.
Image taken from [TL04b].

ARISTEIA II

Figure 12: Scene rendered with ambient occlusion only. Note the resemblance
to shading from an overcast sky. Image
taken from Solid Angle’s website [Ang].

The above equation includes Le (x, ωo ) at the points considered, to include light
sources to the set of visible surfaces (shaded) in the rendering process. In the early
years, the missing part of indirect light was replaced by a constant ambient term.
The integral is commonly approximated by Monte Carlo integration, using samples
y chosen on the light sources. For the special case of NL point lights, the above
equation is further simplified to:

L(x, ωo ) =

NL
X

f (x, ωo , ωi )Lj V (x, lj )

j=1

~j)
(nx · xl
||x − lj ||2

(3.2)

where lj is the position of the j-th light source, and Lj its omnidirectional radiance.
3.1.2

Ambient Occlusion

Ambient occlusion (AO) or ambient obscurance [ZIK98] is an empirical illumination
method, which tries to approximate the amount of indirect light that reaches a point,
without being blocked by the surrounding geometry of the point, without taking
into account inter-reflections (see Figure 12). Hence, the incident radiance from
blocked directions is zero. This produces darker results than a full indirect illumination
simulation, but visually convincing under the assumption that the environment is lit
by distant lighting such as environment maps. The AO equation is:
1
A(x) =
π

Z
ρ(d(x, ω))(nx · ω̂)dω

(3.3)

Ω

where Ω is the hemisphere centered at the normal vector nx of the receiving point
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x. ρ(d(x, ω)) is an obscurance attenuation function of the distance d(x, ω) of the
closest point to x in the incident direction ω. When only visibility of the distant
environment is considered, the distance attenuation function is replaced by a binary
visibility term and ambient obscurance becomes ambient occlusion. Otherwise, many
empirical attenuation functions have been proposed, mostly trying to simulate the
cancellation of light attenuation due to inter-reflections on the geometry near x.

3.1.3

Environment Illumination

An efficient way to capture the illumination objects receive from the surrounding
environment is with the use of environment maps. An environment map encodes
the illumination around a single point, which is a sufficient approximation if the
environment is assumed to be infinitely far away from the objects to be illuminated.
Mathematically, the simplification here relates to the incoming illumination, which
depends only on direction. This technique has been used both for specular and diffuse
reflections, so the light paths that can be simulated are L(D|S)?(D|S)E, L(D|S)?
being captured and provided by the environment map. Commonly, these maps are
captured from real world conditions using a camera and a highly reflective sphere,
called a light probe. This information is stored and indexed later, based on a lookup
direction. In their most simple form, environment maps store Li (ω) (note that x is
dropped here for the lack of positional dependence). If ideally specular surfaces are
considered, a single direction ωi suffices for the plausible rendering of the material’s
appearance (reflection maps). For less glossy surfaces, the full irradiance integral has
to be evaluated (Figure 13). Environment illumination is expressed mathematically
as:
Z
f (x, ωo , ωi )Lmap (ωi )(nx · ω̂)dωi

Lr (x, ωo ) =

(3.4)

Ω

where Lmap is the environment map.
It is many times convenient, for sake of computational efficiency, to pre-integrate the
incident radiance Lmap (ωi ) for known BRDFs, and directly index the environment
map, where these values are stored with respect to a representative incident direction
ωi . An extreme but very common case arises when the environment map stores the
pre-integrated result for Lambertian surfaces. Then, the BRDF ρ(x)/π is moved
outside the integral and not stored, while the remaining part represents the surface
irradiance. Irradiance is estimated, stored in irradiance environment maps and postmultiplied with the BRDF after indexing it with the points’s normal direction:
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Figure 13: The effect of environment
mapping on different surfaces. The armadillo, the sphere on the center and the
table are diffuse surfaces lit from irradiance environment maps. The environment present in the specular highlights
of the left and right reflective spheres is
computed with reflection mapping. Image taken from [RH01].

Lr (x, ωo ) =

3.1.4

ARISTEIA II

Figure 14: Simulation of caustics cast
from a wine glass on the wooden floor.
Note the circular bright highlights, appearing both at the base of the glass and
at its shadow. This is due to the focusing
of many light paths on the wooden floor.
Image taken from [TRM].

ρ(x)
Emap (nx )
π

(3.5)

Caustics

Caustics appear due to the concentration of multiple reflective or refractive rays onto
a diffuse surface (LS+DE). These are most frequently observed through a glass of
a transparent liquid (see Figure 14), on surfaces underneath shallow waters or as
light is reflected on waves. Accurate simulation of caustics at interactive times is
a demanding task, since a large number of photons is concentrated only on small
areas of the environment. These algorithms usually require multiple passes. One
pass is required for tracing and storing photons as they interact with reflective and
refractive surfaces until they reach a diffuse surface. A second pass then uses the
stored information from the first pass to illuminate the appropriate surfaces.

3.1.5

Diffuse inter-reflections

A large category of algorithms have focused on simulating global illumination effects
based on diffuse surfaces. Typical physical materials exhibit a significant amount of
body reflection (diffuse scattering), which due to its omni-directional distribution,
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Figure 15: Left: Scene lit only with direct illumination. As in figure 11, areas, where
light sources are unreachable directly, appear dark. Right: Direct and two-bounce diffuse
indirect illumination. Notice the color bleeding at the top left side of the wall from the blue
tank. Image rendered in real-time with XEngine [PV].

provides significant energy to nearby geometry. Therefore, diffuse indirect lighting
contributes drastically to the overall appearance of a scene (see Figure 15). The
simplified version of the rendering equation for diffuse illumination has been extensively used, especially in interactive applications. This is due to the fact that the
ideal diffuse BRDF is constant, the diffuse indirect lighting varies slowly across the
environment (low-frequency signal) and is therefore more efficient to compute. In
terms of light paths, diffuse global illumination is LD?E. For diffuse surfaces with
constant BRDF, the reflectance equation becomes:
ρ(x)
Lr (x, ωo ) =
π

Z
Li (x, ωi ) cos θi dωi

(3.6)

Ω

where ρ(x) is the albedo of the surface. The majority of algorithms, regardless of
their efficiency, can model multiple bounces of indirect diffuse illumination.

3.2

Monte Carlo Methods and Path Tracing

The most popular methods for solving the Rendering Equation are based on Monte
Carlo Integration approaches [Sob94]. These are stochastic methods used in numerical analysis to transform an integral to an expected value problem and comprise an
excellent means to approximate high-dimensional integrals of discontinuous functions,
such as the rendering equation. The principle behind MC integration is simple: the
integral is approximated numerically by randomly sampling the integration domain,
where the sample distribution is based on a given probability density function. The
solution is the statistical mean of all the integrand samples. The advantages of Monte
Carlo-based algorithms are that they are general, unbiased and the number of samples does not depend on the integral dimensionality. Practically, this means that they
can support all light paths, L(D | S) ? E in path notation, and that as the number
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Bidirectional
path tracing

Figure 16: Simplified illustration of path tracing variants. Left: Unidirectional path tracing
starts at the camera, eventually hitting the light source. Center: Unidirectional light tracing
starts at the light source, eventually hitting the camera. Right: Bidirectional path tracing
starts both at the camera and the light source and creates sub-paths for faster convergence.

of samples increases, the estimated value converges to the correct solution. Their
major drawback is that their convergence rate is slow and is commonly manifested
as noise. Therefore, they require a large number of samples to reduce the variance
and to converge to the expected solution. To increase the convergence rate, variance
reduction techniques are usually employed. For example, importance sampling is used
in order to distribute samples towards areas that contribute more to the final integral
value. In a scene, where light sources are small and surfaces are specular, the probability that a light sample will contribute significantly to a uniformly chosen arbitrary
outgoing direction in a reflection event is very small. Conversely, distributing samples
based on the material’s BRDF should ensure a faster convergence. Combining importance sampling from multiple techniques is also feasible using Multiple Importance
Sampling (MIS) [Vea98]. Sampling strategies based on Quasi Monte Carlo sampling
techniques [Nie92] are also used for variance reduction. Quasi Monte Carlo methods
are based on low-discrepancy sequences and have faster rate of convergence compared
to pseudorandom numbers for low-dimension integrals [DBB06].
In MC approaches based on the rendering equation, the integrand is randomly sampled
by recursively emitting (tracing ) rays from the gathering point and collecting the
radiance from the hit points or the environment. Historically, the idea of tracing rays
was initially to resolve visibility for direct illumination by ray casting, i.e. sending rays
from the camera until an intersection with an object was found [App68]. Later on,
Whitted [Whi80] continued the process by spawning new rays at each intersection
based on the material properties. Upon intersection, reflection, refraction and shadow
rays were generated recursively. This is commonly referred as Whitted-style raytracing. Cook et al. [CPC84] refined ray tracing to distributed ray tracing account for
fuzzy phenomena by sending multiple rays amongst various domains. This way, effects

August 4, 2014

Page 38 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

such as glossy reflections, motion blur and soft shadows were feasible. Kajiya [Kaj86]
extended distributed ray tracing, introduced the rendering equation (see Section 2.4)
and suggested Monte Carlo path tracing as a numerical solution to the RE. Samples
were chosen probabilistically and weighted according to their expected contribution.
Instead of following rays the ”reverse” way the light travels, i.e. starting at the
camera and eventually hitting the light source (left part of figure 16), light tracing [AC86,DLW93] methods start at the light source and follow rays until they reach
the camera sensor (middle part of figure 16). Path and light tracing perform better
in different scenarios. In environments, which contain caustics, specular reflections,
have small light sources or are indoor scenes where the light contribution comes from
small areas, light tracing is more suitable. Rendering scenes with large area sources
and strong diffuse indirect illumination presence, converges faster using path tracing. Bidirectional path tracing (BDPT) [LW93, Vea98] unifies both unidirectional
methods in a single bidirectional framework (right part of figure 16). Metropolis
Light Transport (MLT) [Vea98] is based on a Marcov Chain Monte Carlo (MCMC)
method provides fast convergence in difficult scenes, such as environments, which are
illuminated from a small set of light paths (a small hole, a narrow opening at the
door). The algorithm works by searching for important light paths. Once such a path
is found, the algorithm explores nearby paths based on mutation strategies to find
other paths that have high contribution to the final image. In practice, each of the
above algorithms works best under different settings. Most of the subsequent work
is either extending the aforementioned algorithms [KSK01, BIOP13, LKL∗ 13, KD13b]
or is using hybrid approaches based on MC/MCMC and Photon Mapping variants
(Section 3.4), such as [CTE05, LFCD07, GKDS12, JM12, HPJ12]. However, this is
outside the scope of this report as they are not considered interactive. Please refer to
Davidovic et al. [DKHS14] and the recent SIGGRAPH course [KGKC13] for additional
information.

3.3

Finite Elements

Finite Element methods, commonly called radiosity methods [GTGB84,CG85,NN85],
have been considered one of the most popular approaches to solve the light transport
problem for diffuse surfaces (LD ? E), since their introduction to computer graphics
in the 80’s. Readers are referred to the works of [CWH93,SP94,DBBS06] for further
information. These methods are based on radiative heat transfer [Wie66, HW91]
which describes the energy exchange between surfaces when they have been thermally
excited. The main idea in radiosity algorithms is based on the observation that
ideal diffuse illumination varies slowly amongst surfaces, so the environment can be
discretized into a set of finite elements, or patches. This way, the light transport
problem can be efficiently solved by exchanging energy between them (see also Fig 17).

August 4, 2014

Page 39 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

Figure 17: Radiosity approaches discretize the scene into patches and compute the indirect
illumination based on the sparse computations on these patches. In this example, the
scene is discretized hierarchically based on radiance discontinuities to provide more accurate
results on shadow boundaries. Image taken from [LTG93].

The average radiosity Bi emitted by a surface patch i with area Ai is given by:
1
Bi =
Ai

Z Z
Lr (x, ωo ) cos(θo )dωo dA
Si

(3.7)

Ωx

in which Lr (x, ωo ) for a specific surface point x is given by the rendering equation.
On purely diffuse surfaces, self-emitted radiance Le and the BRDF do not depend
on incoming or outgoing directions (Eq. 3.6). In a diffuse environment, radiosity
and radiance are related as B(x) = πLr (x) and Be (x) = πLe (x). Multiplying the
surface integral form of the rendering equation for diffuse BRDFs by π of the leftand right-hand side of the above equation yields the radiosity integral equation:
ρ(x)
B(x) = Be (x) +
π

Z
K(x, y)B(y)dAy

(3.8)

S

in which the kernel K(x, y) = G(x, y)V (x, y).
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Equation 3.7 now becomes:

1
Bi =
Ai

Z

Z

1
Lr (x)
cos(θr )dωi dA =
Ai
Si
Ωx

Z

1
Lr (x)πdA =
Ai
Si

Z
B(x)dA.
Si

Assuming the radiosity B(x) is constant over each surface element i: B(x) = Bi0 for
all x ∈ Si . Equation 3.8 can be converted into a linear system as follows:

Z
ρ(x)
B(x) = Be (x) +
K(x, y)B(y)dAy ⇒
π S
Z
Z
Z Z
1
1
ρ(x)
1
K(x, y)B(y)dAy dAx ⇔
B(x)dAx =
Be (x)dAx +
Ai Si
Ai Si
Ai Si S π
Z Z
X
ρ(x)
0
0 1
Bi = Bei +
Bj
K(x, y)dAy dAx .
A
π
i
S
S
i
j
j
(3.9)
If we also assume that the hemispherical diffuse reflectivity is constant over the surface
patch: ρ(x) = ρi for all x ∈ Si ; the following classical radiosity system of equations
results:

Bi0 = Bei + ρi

X

Fij Bj0 .

(3.10)

j

The factors Fij are called patch-to-patch form factors:
1
Fij =
Ai

Z Z
Si

Sj

K(x, y)
dAy dAx .
π

(3.11)

The form factors represent the amount of energy transfer between two surface patches
i and j based on their surface normals, per-point distance and mutual visibility, and
are non-trivial four-dimensional integrals. They are only dependent on the geometry
of the scene, and not on any specific configuration of light sources in the scene.
Once the form factors have been computed, the radiosity equation can be represented as a system of linear equations. The system could be solved numerically,
using Gaussian elimination, Jacobi and Gauss-Siedel iteration [CG85] or using Southwell relaxation [GCS94]. The major bottleneck is usually the accurate computation
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of the form-factors, the efficient discretization of the environment, which presents
visual artifacts due to discontinuities and the fact that the full matrix solution is
computationally and memory intensive.
In the past, many improvements to the original algorithm have been proposed. These
include alternative visibility, patch subdivision and representations and caching mechanisms, such as the Hemicube form factor representation [CG85], hierarchical radiosity [HSA91], discontinuity meshing [LTG92] and form factor computation via ray tracing [SP89,SiS96]. Also support for non-diffuse phenomena has been proposed [ICG86]
and alternative radiosity representations, such as wavelet projection [GSCH93].
Progressive refinement [CCWG88, HSD95] reduced the computational complexity
from O(n2 ) to O(n) by calculating the form factors between a point and all other
surfaces incrementally. For example, the shooting and sorting approach finds the
patch with the greatest amount of unshot radiant energy and distributes it to the
other patches at each iteration. This method converges to the full solution but also
provides intermediate results. Alternatively, the gathering approach selects a base
patch and collects radiant energy from all the other surfaces. Radiosity solutions
have also been used as part of multipass algorithms [SP89, Suy02]. As an example,
radiosity can be used as a preprocess to compute the view-independent diffuse illumination and a ray-tracer can compute the remaining view-dependent illumination
paths to provide a full light transport solution.

3.4

Photon Mapping

Jensen et al. [Jen96,Jen01] introduced the very popular technique of Photon Mapping
(PM). This algorithm can simulate all global illumination phenomena, L (D| S)? E in
path notation, but is particularly good for handling specular effects, such as caustics
and specular-diffuse-specular (SDS) paths.
The original technique operates in two steps. In the first step, emitted photons from
the light sources are traced throughout the scene and stored in two photon maps
represented by balanced kd-trees. The caustics photon map stores photons, which,
after a specular event, have participated in a diffuse event (see Section 3.1.4). The
global photon map stores photons that are bounced throughout the scene via all other
combinations of events.
In the second step, the scene is rendered using standard MC ray tracing or approximately, using a radiance estimate, which is simply the gathered radiance from k
nearest photons in a given radius, see figure 18. More precisely, the rendering equation integral is split into four integrals (direct illumination, specular reflection or
transmission, caustics and diffuse indirect illumination), where each one is computed
August 4, 2014

Page 42 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

Figure 18: Photon mapping steps (adapted from [TPPP08]). In the first step, photons are
traced and stored in a caustics map (top left), which stores LS+D photons, and a global
map (top right), which is used for indirect illumination. In the second step, surfaces are
illuminated using radiance density estimation, either directly (caustics) or after a gathering
step (other GI).

differently for efficiency reasons. Direct illumination is estimated using light source
sampling (see Eq 3.1). Specular reflection or refraction is computed separately by
path tracing using BRDF importance sampling. Caustics are estimated using the
radiance density estimate on the caustics map and finally, diffuse indirect illumination
is computed by a gathering step in which rays are traced and the radiance density estimate at the hit points is integrated. The last step can be optimized for Lambertian
surfaces using irradiance caching [WRC88, WH92].
PM is a biased but consistent method due to the density estimation step since the
radiance density estimator uses flux samples in a wide area around the sampled location x instead of the point itself. An immediate side effect of this is that sharp
illumination transitions are blurred, depending on the radius of the disk within which
the k-nearest samples are found. Given an infinite number of photons, however, the
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algorithm converges to the correct solution. Therefore, the quality of PM is limited
by the number of photons that can be stored in the photon map. Since this section
covers the main PM approaches, the readers are referred to the recent SIGGRAPH
course by Hachisuka et al. [HJB∗ 12] for more information.
Havran et al. [HHS05] build an intermediate index to speed up the final gathering
phase when a large number of rays are required. In the first step, hit points are stored
in a kd-tree rather than photons. Then, photons are traced from the light source and
the kd-tree is used to find the contribution of these photons to nearby hit points.
Progressive Photon Mapping (PPM) [HOJ08] reformulated the original algorithm
to address the memory problem. The first step is similar to [HHS05]. The second
step, instead of spawning a large number of photons in one attempt, generates a fixed
number of photons iteratively. During each pass, the radiance estimate is progressively
refined and the radius is continuously reduced until the result converges to a desired
solution. For this, local statistics for each hit point are maintained and updated at
each iteration in order to estimate the new radiance value. PPM was extended to
Stochastic Progressive Photon Mapping (SPPM) [HJ09] to include effects such as
depth of field, motion blur and glossy reflections. For this, a distributed ray tracing
pass is added after each photon tracing pass. Instead of local statistics for a hit point,
this method uses shared statistics for a number of hit points that belong to the same
pixel. Time-dependent effects in the original PM were also investigated by [CJ02].
Knaus et al. [KZ11] proposed a probabilistic framework for estimating PPM/SPPM
where the gathering radius can be estimated without storing any hit point statistics.
As a result, their algorithm can be executed in parallel. Kaplanyan et al. [KD13a]
balance between image noise and bias via a data-driven bandwidth selection making
their method suitable for interactive preview renderers.
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Interactive Illumination

This section focuses on interactive global illumination techniques. These techniques
attempt to provide efficient albeit approximate solutions to the light transport problem, computed in less than 1 second, based on the theory discussed in Section 2 and
on the algorithms presented in Section 3. Interactive illumination is an elusive goal,
since solving the rendering equation even without the presence of participating media
is inherently complex, not only interactively, but also for offline renderers. There are
many different parameters that affect both the accuracy of the result and the time
constraints: the number and type of light sources, the diversity of the light paths
(which depends on the complexity of the virtual world and the underlying materials)
and the need to support dynamic, large environments. A solution supporting fully
dynamic environments would need to approximate the rendering equation continually,
without any pre-computations. As a result, interactive algorithms make simplifying
assumptions to several of the above parameters and usually aim at producing a plausible result instead of an accurate one. The work presented here describes the core
approaches behind interactive global illumination and is classified according to the
different ways light transport has been approximated.
Apart from image synthesis, interactive illumination techniques are important to inverse lighting problem calculations as well, since many ILP methods employ forward
illumination calculations as a means to evaluate the appropriateness of a given solution
(cost function).
The empirical ambient occlusion method in presented in Section 4.1. The next three
sections discuss interactive adaptations of the most popular physically-based algorithms such as path tracing in 4.2, radiosity in 4.3 and photon mapping in 4.4. Pointbased techniques, are presented in section 4.5. Finally, Instant Radiosity, volumebased and image-space GI methods, which mainly serve as optimization techniques
are discussed in sections 4.6, 4.7 and 4.8 respectively. It should be noted that these
approaches are not always mutually exclusive. For example, radiosity methods can
be combined with Monte-Carlo ray tracing to accelerate the light transport computations or Instant Radiosity can be injected in volumetric representations to simulate
diffuse or low glossy environments efficiently.

4.1

Ambient Occlusion

The non-physically-based model of ambient occlusion attempts to simulate the ”openness” of the environment above a shaded point (see Section 3.1.2). In general, this
is accomplished by casting rays in a certain range in the hemisphere of a point of
interest and testing for intersections, as shown in figure 19. AO methods are distinAugust 4, 2014
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Figure 19: Illustration of ambient occlusion. Left: Casting rays in the vicinity of p
determines the openness of the environment above that point. For non-real-time implementations, this is usually accomplished by casting rays up to a certain radius. Center:
The ambient occlusion contribution on a complex enclosed environment. Right: The final
scene shaded with ambient occlusion. Image rendered in real-time with XEngine [PV].

guished between object-space and image-space ones. Object-space methods produce
high quality, stable results, but depend on the scene complexity and are typically more
expensive to compute. Image-space methods produce reasonably convincing results
and offer bounded rendering times as they do not depend on scene complexity. They
use information stored in the camera G-buffer, a series of textures containing information (depth, normal, reflectivity, etc.) from a specific viewpoint, as sampled for
image generation. These methods can be executed in real-time and support fully dynamic environments, but are prone to undersampling, view-dependent artefacts and
accuracy limited to near-field geometry.
Object-space AO. The early work on accessibility shading by Miller [Mil94] and the
introduction of ambient obcsurance by Zhukov et al. [ZIK98] were the key motivations
for this area of research. Bunnell [Bun05] proposed a two-pass method to calculate
per-vertex AO for dynamic scenes by modelling the geometry as a collection of discs
centered at point samples (surfels). The amount of shadowing between each pair of
disks is computed analytically. The discs are stored in a hierarchical structure in order
to support large environments, efficiently. Hoberock et al. [HJ08] modified the original
algorithm to remove disk-shaped and linear interpolation artefacts. Instead of disk
elements, a number of methods [RWS∗ 06,SA07,CK10] approximate the geometry as
a collection of spheres, mainly for distant occluders. Papaioannou et al. [PMP10] use
a volumetric approximation of the scene geometry generated in real-time and perform
ray-marching using the GPU. The accuracy of the method depends on the granularity
of the volume grid, but it can also capture occlusion from semi-transparent surfaces
as well, if a non-binary volume representation is utilized.
Image-space AO. Luft et al. [LCD06] simulated AO in image space by filtering the
depth buffer with a high-pass kernel in order to increase visual contrast of surface
discontinuities. Screen-Space Ambient Occlusion (SSAO) was introduced later on
in a method by Mittring [Mit07b]; point samples are chosen from within a sphere
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centered at the shaded fragment and tested against the depth buffer. Hidden samples, contribute to the occlusion of the point. Improvement of the AO estimator
in image-space has been extensively investigated to reduce undersampling artifacts.
The concept of horizon mapping [Max86] was exploited by Bavoil et al. [BS09], who
proposed Horizon-Based Ambient Occlusion. They perform a circular sweep around
a point in image space and find the highest elevation for a set of samples in each
direction. The respective ”slices” of the hemisphere are then considered occluded.
Volumentric Obscurance by Loos and Sloan [LS10] improved the convergence of the
open volume estimator by using line integrals instead of point sampling. McGuire
et al. [MOBH11] combined the sampling scheme of Volumetric Obscurance with a
statistical horizon-based approach, thus dispensing with the radial samples of the
HBAO algorithm. This technique was further improved later on to efficiently capture
occluders in a wider range, in a GPU-friendly, multi-scale fashion [MML12]. Recently, Timonen [Tim13] proposed a method to sample the entire depth buffer without producing sampling errors due to far-field sampling. Finally, the view-dependent
artifacts produced by image-space methods, due to the lack of visibility information in the depth buffer, has also attracted research interest. Methods in addressing
the view-dependence issue include depth peeling approaches [Eve01], with an enlarged field of view [BS09], multi-view approaches, with fixed camera rigs [RGS09]
and importance-sampled reuse of existing views [VPG13], an A-buffer approach for
translucent materials [BKB13], view-dependent tesselation in subpixel level [NRS14]
and a deep buffer-based method [MMNL14].

4.2

Interactive Path Tracing

Historically, tracing methods have been prohibitive for interactive rendering, even
though they can be executed in parallel. Ray tracing can quickly become a computational bottleneck since it spawns thousands of incoherent rays in multiple directions
and calculates intersections with every object in the scene. Wald et. al. [WSBW01]
implemented a ray tracer which could run at interactive times by exploiting SIMD
extensions and packet tracing, bundling rays in packets of four and using kd-trees
for ray traversal. The development of fast ray-tracing [WKB∗ 02, BWS03] and the
improvement in acceleration structures (kd-trees and bounding volume hierarchies)
[RSH05, WBS07] resulted at more efficient implementations of GI CPU-based methods.
Ray tracing is inherently parallel, therefore a large amount of effort focused on the
exploitation of GPU’s streaming processors in order to accelerate these techniques.
However, complete implementations of tracing algorithms using the GPU is a nontrivial task. Even though parallel, the SIMD efficiency is easily reduced due to the
large number of incoherent rays that are sent throughout the scene and the stochastic
termination of path lengths [NHD10]. Carr et al. [CHH02] used programmable graphAugust 4, 2014
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ics hardware to perform ray casting and ray-triangle intersections in the GPU. They
generated the rays using the CPU and stored their origin and direction in two separate
textures. Each triangle was represented with a set of attributes (vertices, normal and
triangle id) passed to the vertex shader and rasterized as a screen filled quadrilateral. The fragment shader was then used to perform ray-triangle intersections using
the triangle’s interpolated attributes and the ray data stored in the textures. The
results were written to the framebuffer were the alpha channel indicated successful
intersections.
Purcell et al. [PBMH02, Pur04] was the first to map ray-tracing to the graphics
programmable pipeline. The streaming ray-tracing pipeline was broken down into
four different kernels, each one implemented as assembly fragment programs. The
eye generation kernel produced an eye ray for each pixel and was tested against the
scene’s bounding box. The grid traversal kernel searched for occupied voxels in a 3D
texture and flagged voxels which were later tested for intersection with the intersector
kernel. Finally, valid ray-voxel intersections were shaded using the shading kernel.
Later on, Zhou et al. [ZHWG08] implemented kd-trees in GPU and their efficiency
was demonstrated in ray tracing and photon mapping. Wang et al. [WWZ∗ 09] used
this GPU-based kd-tree to implement photon mapping and final gathering entirely in
the GPU. The kd-tree is used for ray tracing and for the population of global and
caustics photon maps. Caustics and specular illumination are computed using the
caustics map, direct lighting using ray tracing and the indirect diffuse illumination
using final gathering and density estimation. To speed up the indirect diffuse lighting
computations, the shading points are partitioned using GPU k-means clustering where
final gathering is performed at each cluster’s center. The cost of density estimation
step due to the large number of photons is also reduced by approximating the photon
tree as an illumination cut.
A hybrid CPU/GPU BDPT was implemented by Pajot et al. [PBPP11]. Light and
eye paths are constructed using the CPU while vertex connections were performed
using the GPU. Antwerpen et al. [vA11] showed that classic path tracing algorithms,
such as PT, BDPT and MLT can be accelerated using GPU hardware. By combining
stream compaction [HSHH07] and path regeneration, terminated paths are marked
as inactive elements within a stream, removed and added to the end of the stream,
improving the number of active threads in a GPU warp and SIMD efficiency. Segovia
et. al. [SIMP06,SIP07] implemented variants of PT and MLT where light tracing was
approximated with GPU rasterization based methods such as Instant Radiosity. Tracing rays can be approximated through the use of global ray-bundles [SiS96, SKP98].
Tokuyoshi et al. [TSO11, TO12] used ray-bundles, sets of rays with a global, common direction for the entire environment, to approximate BDPT in real-time where
fragment visibility for each direction is resolved in parallel by using per-pixel linked
lists [YHGT10]. Exploitation of the massive parallelism in GPGPU hardware has also
led to the development of fast ray tracers such as Nvidia’s Optix [PBD∗ 10, PFL∗ 13].
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Porting Radiosity Methods to the GPU

Textures and texture-mapping techniques can be used to accelerate illumination computations. Arvo [AC86] used textures for computing caustics, called illumination
maps. Each map was associated with a diffuse object and was used to store light
energy deflected from specular surfaces. In that way, rendering caustics was achieved
by a simple texture lookup.
Heckbert [Hec90] used radiosity textures, or rexes, instead of subdividing the geometry. Adaptive subdivision of these textures was performed to capture discontinuities
caused by object boundaries and shadows. In the first pass, rays are shoot from the
eye to determine the amount of subdivision of each surface based on its influence on
the receiving pixel. Then, the indirect diffuse illumination is stored into the rexes by
employing a progressive radiosity shooting approach from diffuse surfaces and light
sources. Finally, rays are shot from the eye and the final illumination is extracted
from the radiosity textures.
Nielsen et al. [NC02] used texture mapping in graphics hardware for scene discretization instead of mesh subdivision in order to speed up hemicube form-factor radiosity.
During hemicube rendering, each surface is rendered onto the hemicube by storing
locations to an index map. These values are used later as indices to a lookup table
containing form factor, surface and element index information.
Coombe et al. [CHL04] implemented progressive radiosity entirely in GPU where
radiosity values where also stored in textures. Since at the time random write access
was unavailable, they adopted a gathering approach to distribute energy and perform
visibility computations, exploiting the SIMD nature of GPUs.

4.4

GPU Photon Mapping

Purcell et. al. [PDC∗ 03] implemented a modified PM algorithm in graphics hardware,
which can achieve interactive times. The main difference is that instead of a balanced
kd-tree, photons are stored and queried in a uniform grid, which could be implemented
efficiently on existing GPUs. Larsen et al. [LC04] built the photon map in CPU, while
final gathering and caustics filtering is executed on the GPU. Zhou et. al. [ZHWG08]
implemented a photon mapping algorithm in the GPU, along with fast kd-trees and
a ray tracer. This method was later extended by [WWZ∗ 09] to include full global
illumination effects.
McGuire et. al. [ML09] introduced Image Space Photon Mapping where GPU rasterization is used for the primary light bounce instead of ray tracing and the CPU is
used for the rest of the photon bounces. Instead of performing gathering to compute
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the final indirect illumination, photons are splatted in screen space using the GPU.
For ray intersections, they precompute a kd-tree of the scene geometry on the CPU.
Yao et. al. [YWC∗ 10] used multiple views to represent the scene in image space
through a series of environment maps. Photon tracing and splatting are implemented
in GPU, where ray-object intersections are replaced by ray-environment maps intersections based on the work of [SKALP05]. However, for highly complex scenes, the
environment maps cannot provide adequate coverage.
Hachisuka et al. [HJ10] implemented PPM in GPU and used a spatial hashing data
structure instead of kd-trees in order to better utilize the GPU workload. This was
accomplished by storing only one photon at hash collisions instead of a list of photos
based on a stochastic selection function. Davidovic et al. [DKHS14] discuss different
spatial data structures for GPU-based Photon Mapping.
Specialized Methods for Caustics. Caustics rendering has attracted research
interest due to the fact that it cannot be efficiently implemented using typical raytracing methods, even though some methods have been suggested [WHS04,GWS04].
Wand et al. [WS03] rendered caustics using GPU rasterization and texture mapping.
The specular surfaces are discretized to a set of small regions which represent sample
points. Each diffuse surface which represents a caustic receiver uses these sample
points to obtain the reflection direction and look up the incoming light from an
environment map. To remove aliasing artifacts, they use an anisotropic filter based
on local curvature differentials in texture space. However, the scene is assumed to
be positioned infinitely far away from the sample points so that it can be properly
represented with an environment map, visibility is not taken into account and only
the first specular bounce is used for caustics rendering.
Iwasaki et al. [IDN02, IDN03] proposed a GPU-based method for rendering reflective
and refractive caustics in water surfaces based on illumination volumes [NN94].
Caustics mapping techniques [SKALP05, WD06, HQ07, SKP07] operate in imagespace using the depth buffer as an approximation of the geometry to render caustics
at interactive times. Typically they render the environment from the light’s point of
view and create a caustic map. Then, the caustic map is projected onto the scene
geometry. Photon gathering is replaced either by a image-based nearest neighbour
search [WD06] or by a splatting procedure [HQ07, SKP07]. Using a uniform grid and
fixed splat sizes introduces noise and aliasing artifacts which is reduced by varying
the splat size [WD08], hierarchical methods [Wym08] as well as by adaptive sampling
using deferred shading [WN09]. Papadopoulos and Papaioannou [PP09] perform
image-space joint bilateral filtering for smoothing out the caustics splats.
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Figure 20: Point-based global illumination techniques approximate the scene using a collection of discs (surfels). Information relevant to illumination, such as normal, reflectance
coefficients, etc. is stored for each disk and injected in a hierarchical data structure, such
as an octree. Each point is shaded based on a micro-buffer, which contains the rasterized
surfels visible to that point by traversing the octree. Left: A scene approximated as surfels.
Right: The final result. Images taken from [REG∗ 09].

4.5

Point-based Global Illumination

Point-based global illumination (PBGI) is a popular technique, which has recently
attracted research interest in interactive rendering, despite being used extensively in
film production (e.g. in Pixar’s Renderman) [Chr08, Chr10]. The original algorithm
proceeds in three steps to compute one-bounce indirect illumination. In the first
step, the direct illumination receivers are approximated as a densely populated point
cloud where normal, direct illumination and radius information are stored with each
point. The term surface elements or surfels is also used, since points are actually
represented as disks of radius r [Bun05] (see figure 20). In the second step, the
surfels are structured hierarchically into an octree, storing the radiosity value at each
surfel or cluster of surfels. Finally, coarse indirect illumination is estimated by creating
a low resolution cube raster at the receiving point, where each fragment stores the
incoming indirect illumination for each direction as seen from that receiver point. For
this micro-buffer population, the surfels are rasterized recursively based on a distancebased metric between the receiving point and the surfels. Close surfels are looked up
using ray casting, nearby surfels are rasterized individually and far located surfels are
approximated using their cluster representation in the octree. The rendering equation
for each point is then evaluated by convolving the BRDF with the incoming indirect
illumination, where the classical ray tracing procedure is replaced with an iteration
over the fragments in the micro-buffer. This algorithm can be also utilized to replace
the expensive final gathering step in Photon Mapping based on ray tracing.
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Ritschel et al. [REG∗ 09] proposed Micro-Rendering, a GPGPU-based PBGI implementation which could run at interactive times and could support dynamic scenes.
A point-based representation of the scene is generated offline and updated during
run-time for dynamic geometry. Instead of using cube rasterization, they render 2D
micro-buffers in parallel which are BRDF-warped to speed up rendering of glossy
surfaces using BRDF importance sampling. Hollander et al. [HREB11] exploit GPU
parallelism for more efficient cluster selection and apply it to several illumination
algorithms, including PBGI. Maletz et al. [MW11] proposed an micro-buffer surfel
selection scheme. Points are grouped in clusters using k-means and selected based
on their importance on each receiver point. Each point within a cluster is assumed to
be equally important. For diffuse surfaces, the importance-based selection relies on
the projected solid angle as seen from the receiver point, while for glossy surfaces, it is
based on the projected solid angle and the BRDF for glossy surfaces. Once the importance of each cluster has been evaluated for a receiver point, an appropriate cluster
is chosen based on its PDF and a random point within the cluster is selected to contribute to the micro-buffer. To provide interactive times, they perform final gathering
on a subset of pixels based on an image-space adaptive selection scheme. Recently,
similarity in the nodes’ spherical functions [BB12] and in the low microbuffers’ resolution [WHB∗ 13] is exploited to reduce memory overhead and redundant computations
respectively. However, these methods do not focus on interactive applications.

4.6

Instant Radiosity

Instant radiosity (IR) by Keller [Kel97] introduced a whole family of algorithms,
which attempt to approximate the indirect illumination in an environment by replacing
light bounces with direct illumination from a set of Virtual Point Lights (VPLs - see
Fig. 21).
The original CPU-based algorithm operated in two steps. In the first step, paths based
on random walks are constructed from the light sources and photons are emitted
and traced in the environment. At each intersection with the geometry, a VPL is
positioned representing the outgoing flux at that point. In the second step, the scene
is lit from the VPLs using standard shadow mapping techniques. Each shaded point
is checked against each VPL as if that VPL is an actual light source . As a result,
the gathering irradiance integral operation is replaced by direct lighting from these
VPLs. The disadvantage of these methods is the large number of VPLs required to
converge to a correct solution and the introduction of bias in the energy exchange
calculations. In the first case, the large number of VPLs also increase the number
of shadow queries required for the illumination calculations and in the second case,
the energy exchange between VPLs or between VPLs and points of interest require
division by their squared distance, which for near points can produce singularities
manifested as over-bright spots.
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Segovia et al. proposed Bidirectional IR [SIMP06], which improved the original algorithm the way bidirectional path tracing improved light or path tracing. Paths are
generated both from the camera and the light sources so that the final VPL placement contributes more to the final image. Similarly, Metropolis IR [SIP07] improved
upon Bidirectional IR by using a Metropolis-Hastings sampler so that VPLs contribute
equally to the camera. Georgiev et. al [GS10] culls VPLs of low contribution using a
Russian Roulette approach.
Optimized and GPU-based IR. Reflective Shadow Maps (RSMs) [DS05] is the
most GPU-friendly implementation of IR for one-bounce indirect illumination. RSMs
exploit the rasterization procedure for the generation of shadow maps to position
the VPLs, thus avoiding tracing them in the scene. RSMs are implemented similarly
to shadow maps but each pixel light, aside from depth, stores information such as
reflected flux, normal vector and world space position in a multichannel G-buffer.
RSM samples are used as VPLs, but indirect visibility is not taken into account. For
interactive frame rates, screen-space interpolation is used. The same authors [DS06]
replace the gathering procedure with an image-space splatting approach to increase
performance and reduce variance. Nichols et al. [NW09] used multi-resolution splatting to futher reduce the shading computations and eye-space interpolation to reduce
illumination artifacts.
Lensing et al. [LB13] distribute very sparse light probes in object space with a culling
procedure and use an interpolation scheme to further reduce rendering times. To
mitigate the indirect visibility problem, Laine et al. [LSK∗ 07] generate shadow maps
for each VPL, but only a few VPLs are created each frame by exploiting temporal
coherency. The VPLs from previous frames are kept if they are still visible to the light
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Figure 21: Left: Instant radiosity approaches work in two steps: Photons are traced and
VPLs are stored at hit locations (yellow points). Then, surfaces (blue point here) are
illuminated from visible VPLs. Right: A scene rendered with Instant Radiosity. Image
taken from [RGK∗ 08].
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source. Ritchel et al. [RGK∗ 08] created an approximate point-based representation of
the scene in a pre-processing step and use this information to generate low resolution
(imperfect) shadow maps for each VPL in the scene. To fill any introduced holes in
their point-based representation, they used a push-pull approach [MKC08].
A more efficient VPL placement and a view-adaptive distribution of the point-based
scene approximation without precomputations is proposed in [REH∗ 11]. Dong et
al. [DGR∗ 09] extended VPLs to Virtual Area Lights (VALs), which contain groups
of VPLs with similar information. Indirect visibility is checked against VALs, while
illumination is perform using the VPLs. Sugihara et al. [SRS14] used layered RSMs
to decouple visibility from illumination data and reduce the memory overhead in a
volume-based GI method.
Clustering. A common approach to lower the computational cost of the large amount
of VPLs required and their associated visibility cost is through clustering. This family
of algorithms attempts to characterize VPLs based on their importance and similarity
features. For example, some VPLs contribute only a bit to the final image, while
others are very important. By storing VPLs to a data structure and grouping them
based on some similarity metrics, e.g. group similar VPLs of low importance to form
more important VPLs, the performance can be improved greatly.
The most popular technique, Lightcuts [WFA∗ 05b,WFA∗ 05a], is a scalable framework,
which tackles this many-light problem by using a tree structure for grouping similar
lights. This tree structure contains lights at its leaf nodes and the internal nodes
group lights (child nodes) and replace them by a single representative light source.
For the illumination and visibility calculations of a single receiver point the appropriate
partition (cut) in the tree is found iteratively, based on analytic error bounds or a
perceptual metric [Bla72] so that the introduced error is below a certain threshold.
Using Lightcuts, the rendering complexity of instant radiosity methods is reduced to
sublinear cost. This method was extended to multidimensional lightcuts [WABG06],
where illumination is computed over the integral of a pixel rather than a single point
to include effects such as depth of field, motion blur, participating media and so on.
However, for a large amount of lights, the tree can get very large, increasing both the
traversal cost and the memory storage. Furthermore, visibility computations can be
expensive due to the fact that ray tracing is employed for every representative in the
cut and the cut is not always optimal. Wang et al. [WXW11] reduce the traversal cost
by exploiting spatial coherences and Davidovic et al. [DGS12] average Lightcut images
in a progressive manner to avoid excessive memory overhead. Dong et al. [DGR∗ 09]
cluster VPLs to Virtual Area Lights and perform the visibility computations for these
instead of the VPLs, reducing the shadow query overhead. Similarly, Prutkin et
al. [PKD12] partition the RSMs using k-means clustering to area light sources to
perform the indirect illumination calculations.
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Hasan et al. [HPB07] reformulate the importance many-light problem as a matrix
problem (MRCS). The matrix columns are associated with VPLs and the matrix rows
are associated with surface points visible through each pixel. Each matrix element
represents the contribution of each VPL to each pixel. Due to the fact that a large
number of VPLs are of low importance, the authors attempt to find a subset of rows
and columns (a cluster), which approximates the original large matrix with a matrix
of lower rank. This smaller matrix is associated with the entire image rather than a
single receiver point.
Ou and Pellacini [OP11] combine Lightcuts with MRCS. Lightcuts are more optimal
in finding local lighting details but can waste computations in shadowed areas, while
MRCS can capture global appearance but miss important local illumination effects.
For this, they cluster rows (receiver) of close proximity together to find the global
structure of the matrix and then perform local refinement to each cluster to capture
local details. For more information regarding many-light methods, the readers are
referred to the SIGGRAPH course by Krivanek et al. [KHA∗ 12] and to the recent
survey by Dachsbacher et al. [DKH∗ 14].
IR methods have also been combined with caching methods (section 4.7) to further
speed up computations and eliminate bias or undersampling problems. This is a
common approach as the one-bounce indirect illumination can be easily stored using
reflective shadow maps and then either injected or gathered at a sparse spatial data
structure.

4.7
4.7.1

Volume-based GI
Irradiance and Radiance Caching

Evaluating the light transport integral for each point is a costly operation and still
prohibitive for dynamic environments and interactive applications. Therefore, a large
amount of effort has focused onto developing algorithms, which use some form of
caching. Instead of estimating global illumination for the entire environment, it is
more efficient to compute GI only for a number of representative points in space and
use some form of interpolation for the rest of the scene (see figure 22).
The idea of storing irradiance values at spatially indexed data structures was initially
introduced by Ward et al. [WRC88, War94] for offline rendering. The original irradiance caching was used in scan-line style renderers; values already computed were
cached and used for the subsequently evaluated points via interpolation, while irradiance gradients were employed to better predict the missing data and improve the
quality of extrapolation [WH92]. Nowadays, it more common to pre-compute irradiance at important locations in the scene, usually adaptively, either in a view-dependent
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Figure 22: Volume-based caching methods store radiant energy on a sparse representation
of the scene. The directional distribution of incoming (or outgoing) light is commonly
represented using spherical harmonics. The rendering equation is evaluated for a point by
reconstructing and interpolating the irradiance integral from these stored samples. Left:
the spheres represent indirect illumination stored using spherical harmonics. Right: the
final scene. Images rendered in real-time with XEngine [PV].

distribution for efficiency or in the entire scene (for maximum reuse), in which case,
irradiance gradients can be replaced by more effective weighting of k-nearest cache
points. Krivanek et al. [KGPB05] extended Irradiance Caching to Radiance Caching
to compute the indirect glossy and diffuse terms of low frequency BRDF’s using
hemispherical harmonics.
Greger et al. [GSHG98] introduced the Irradiance Volume to compute diffuse global
illumination to speed up computations on semi-dynamic environments. The key idea
is that instead of storing irradiance values at surfaces locations, irradiance was stored
in a bilevel volumetric grid, where each grid location contained directional irradiance
values in the form of a radial function, as an approximation of the irradiance of that
point in the environment. The Irradiance Volume was built in a pre-processing step
for static objects from a radiosity solution and surface irradiance for dynamic objects
was then approximated by interpolating the stored directional irradiance values in the
lattice vertices, speeding up the computations. However, occlusion information from
dynamic objects was not taken into account.
In order to store radiometric information in space, the radiance field needs to be estimated over the sphere of incoming directions. In interactive applications, where the
indirect illumination is mostly limited to diffuse surfaces, this is commonly achieved
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by representing the spherical function of the radiance field as a set of coefficients,
using orthonormal basis functions such as Spherical and Hemispherical Harmonics [SAWG91, RH01]. Their most important property is that integrating two functions that have been projected to the spherical harmonics basis, is equivalent to
taking the dot product of their coefficients. As a result, the simplified version of
the rendering equation for diffuse illumination (eq. 3.6) can be replaced by the dot
product between the two projected functions, Li (x, ωi ) and cos θi . Other forms of
representations exist as well, such as Spherical Radial Basis Functions [LWLC06] or
Wavelets [NRH03, NRH04, KTHS06], but are less commonly used.
Similar to the above, Nijasure et al. [NPG05] use a spherical harmonics representation
to sparsely encode the radiance field at the vertices of a 3D grid. The estimation of
the radiance field however is performed via cube map rendering. cube maps are rendered at the center of each cell and the incident radiance is encoded using spherical
harmonics coefficients. The final indirect illumination at surface points is approximated by interpolating the radiance from the closest grid points. Their method is
view-independent, supports multiple bounces and indirect occlusion, but requires a
large number of draw calls for the generation of cube maps.
Light propagation volumes [KD10, KED11] use a Discrete Ordinates Method scheme
for indirect illumination. VPLs are injected into a 3D grid using samples from RSMs
and they iteratively propagate light from cell to cell. Indirect occlusion is handled
by using fuzzy volumetric representation of the scene stored in a separate volume,
which contains view-dependent blocker information injected from the RSMs and the
camera. View-dependencies can be mitigated through depth peeling.
Papaioannou [Pap11] combines the grid-based radiance caching of Nijasure et al. with
RSM sampling to generate the radiance field at each cache location, thus dispensing
with the cubemap rendering. Incoming radiance from RSM samples is injected to a 3D
grid and encoded in spherical harmonics. First bounce indirect shadowing is supported
optionally using a view-dependent probabilistic attenuation scheme exploiting the
depth buffer information. For multiple bounces, a geometry-less energy exchange
scheme is proposed that exchanges energy among the cache points and secondary
bounce visibility is statistically approximated.

4.7.2

Ray marching and Cone tracing

Thiederman et al. [THGM11] store the surface information of the objects in a scene
in geometry images, i.e. bijective texture maps, which encode the position, normal
and material attributes of the geometry. These texture atlases are subsequently
efficiently injected as point samples in a volume grid to create a view-independent
volume representation of the scene. Then, indirect illumination is estimated using ray
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marching on the generated volume. Ray-intersections are accelerated through variable
interval marching within the volume data and indirect illumination is gathered from
RSMs. Mavridis et al. [MP11] create a sparse point-cloud of the scene geometry and
store occupancy and diffuse illumination at each voxel of a 3D lattice. A camera and
RSM-based reprojection refinement scheme is employed to remedy any missing holes
introduced by the voxelization.
Crassin et al. [CNS∗ 11] proposed an approximate volume-based cone tracing for 1bounce indirect diffuse and specular illumination. Direct illumination is injected in a
sparse voxel octree [CG12] gathered at the shaded points by cone marching. Each
cone is sampled by stepping along the cone axis and selecting the appropriate mip level
based on the current cone radius. Their method is generic and capable of detailed
results at interactive rates, provided that a small part of the volume is dynamically
updated. However, this method is memory intensive as it requires the encode a
large number of attributes at each voxel. Sugihara et al. [SRS14] improved upon
the original algorithm by decoupling occlussion from illumination data to reduce the
memory overhead. Instead of using prefiltered multichannel voxels, the voxelization
holds binary occlusion information and the lighting information is stored in a prefiltered
RSM structure, called layered RSMs (LRSM). The injection operation of the lighting
data is replaced by a gathering operation in the LRSMs. Their method reduces the
total memory consumption, but does not scale well with the number of light sources
and is limited to single-bounce indirect illumination.

4.8

Image-space GI

Image-space methods focus on approximating illumination effects based on the geometric information relevant in the depth buffer. This results in techniques that are
independent of scene complexity and can be rendered in real-time, but are prone to
view-dependent artifacts, due to missing occluder information in the depth buffer, undersampling, and accuracy limited to near-field geometry. Since this category is not
relevant to inverse lighting problems, only a small number of techniques is presented.
Ritschel et al. [RGS09] proposed screen-space directional occlusion which calculates
near-field directional occlusion and indirect illumination by generating samples in
a hemisphere above the shaded point and testing them against the camera depth
buffer. The direction of each visible sample contributes to the direct illumination,
while blocked samples are projected on the depth buffer and the contribution from
the corresponding point samples from the direct lighting buffer is estimated. Due to
its dependence on a single depth check per sample, this technique cannot guarantee
the visibility of the projected sample, especially for large radii. Additionally, using
only the camera depth buffer can overestimate occlusion.
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More recently, Nalbach et al. [NRS14] proposed a deep screen space approach to overcome the drawbacks of image-space illuminations methods. Instead of approximating
the scene using the depth buffer in order to resolve visibility and perform illumination
computations, they approximate it using a view-dependent surfel cloud of the triangle
mesh using hardware tessellation. Each surfel is created so that it’s radius is the same
in screen space independent of world space position and orientation. The surfels are
then splatted to an array texture of different resolutions levels, so that pixels that
are located near a surfel use the full resolution image, while distant pixels use their
subsampled versions. Their technique is demonstrated using ambient occlusion, one
bounce indirect illumination, directional occlusion and subsurface scattering.
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Inverse Lighting Design

Designing the lighting of a synthetic scene is a complex and computationally demanding process. The designers’ intention is to correctly illuminate the scene in order to
either emphasize on a specific appearance or to establish an appropriate mood. To
achieve these goals, they have to determine how the scene or a single object is illuminated by correctly placing and configuring the light sources. This is a non-trivial
and computationally heavy procedure, because of the need to repeatedly adjust the
parameters of a large set of complex functions that govern the light source and material behaviour and interaction, until the desired effect is achieved. Traditionally, this
task was addressed by an iterative trial-and-error procedure, where the light designer
positioned and configured manually the light sources, until an acceptable result was
produced. This approach is suboptimal both in terms of quality of the resulting image and efficiency. Thus, the need for automatic methods of inverse lighting emerged
that compute the lighting parameters with minimal or without manual intervention.
While forward lighting problems involve the computation of the radiance distribution
in a known environment, inverse lighting problems (ILP) involve the computation of
light emitters’ parameters, such as their position or their emissive power, when the
desired illumination on a subset of the geometry is provided as input (See Figure 3).
Inverse lighting is a sub-problem of inverse rendering that does not consider altering
the geometry or its materials. So, in general, inverse lighting can be described as the
process of determining the light sources’ position, shape and emittance characteristics, given a scene description (geometry and surfaces reflectivity) and the desired
illumination in a subset of the scene (See Figure 5). Inverse lighting methods are
especially useful in a variety of applications, but most notably the entertainment industries. Another area that inverse lighting envisions to aid is the architectural design
applications, where the design of architectural buildings could be assisted by automatic lighting studies in order to achieve more efficient infrastructure, in terms of
energy consumption or proper illumination.
It is evident that the inverse lighting problem is a complex problem to solve. In
most research work, the problem is partitioned into sub-problems that are addressed
separately. The inverse lighting problem is broken into the inverse light emittance
(LE ) and the inverse light source positioning (LSP) problems. Essentially, the general
Inverse Lighting problem is restated introducing certain contraints, such as fixed light
positions or light emittances, so as to simplify the problem and provide feasible results
in a practical time frame. Historically, the LE problem was the first sub-problem to be
addressed, especially during the 1990’s. As the power of available hardware increased
rapidly, scientists experimented with the solution of the LSP problem, which brought
the complete solution of the Inverse Lighting Problem a step closer. Finally, the
research tools to address the LESP problem were made available and several research
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papers surfaced that solved the LESP problem. The LESP, due to its nature, is a highdimensional and computationally difficult problem, demanding the use of elaborate
optimization techniques. In addition to the mathematical solution of the problem,
researchers investigated the problem of user interaction suitable for specifying the
goals in such an automated system, especially for non-expert users.
In the following section, we follow the evolution of the inverse lighting techniques.
First, solutions of the Emittance problem are presented followed by the Light Source
Positioning approaches. Finally, the complete problem (LESP) solutions are investigated.

5.1

Inverse Light Emittance Problem

Historically, the first Inverse Lighting sub-problem, that was addressed by the scientific
community, was that of Emittance Problem (EP). The EP deals with the case, where
the position of the lights and possibly their shape, size and type are preconfigured
and the desired goal is to define the emittance and color of the light sources. The
related work can be classified according to the constraints introduced to the Rendering
Equation (presented in [Kaj86] and Chapter 2.4), the utilized rendering algorithm
and the general goal of the research work. In the following chapter, we describe
and formulate the problem and present the related work according to the lighting
algorithm that is used:
 General formulation. In the general problem formulation category, we classify
the inverse emittance algorithms that approach the problem using general optimization frameworks and which are agnostic to the lighting evaluation approach
(rendering).

In these formulations, we consider n distinct light sources, each of them accompanied by a lighting function Φi (x), which describes the isolated contribution
of this light on the scene illumination. Consequently, the scene illumination
can be described by the weighted linear combination of the independent funcn
P
tions: Φ(x) =
wi (x)Φi (x), where wi (x) is the non-negative weight of each
i=1

function to a shaded point x. By assuming a linear relationship < with some
measured lighting quantity a(x) in either the scene or on screen, we arrive at
an expression of the form:
a(x) = <(Φ(x)) =

n
X

wi (x)<(Φi (x))

(5.1)

i=1

which can be regarded as a typical least squares problem. We notice that
the problem is formulated in a way which is independent from the rendering
August 4, 2014

Page 61 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

algorithm used, since any approximation of the Rendering Equation can be
exploited without changing the formulation.
 Radiosity-based formulations Radiosity (See also Chapter 3.3) is the most
widely-accepted algorithm explored to approximately solve the EP. The Radiositybased formulations introduce some approximations to the solution of the Rendering Equation, such as the need for diffuse BRDFs for all surfaces as well as
the discretization of the surfaces into patches with constant or piecewise linear
characteristics over their entire area.

The Rendering Equation is approximated by the Radiosity method as follows:
X
Bi = Lei + ρi
Fij Bj
(5.2)
j=1

In inverse problems, radiosity patches are usually grouped into two categories
depending on whether their emittance is known or not, creating a system of
equations.

5.1.1

General Formulations

In the work of Marschner and Greenberg [MG97], the authors introduce a technique,
which applies the inverse lighting design to the field of photography. The research
goal is to inversely determine the lighting of a given photograph using the 3D information of the scene acquired by a 3D scanner and finally altering the lighting in the
photograph according to the intentions of the designer. The main process solves a
least-squares system to find the distribution of light incident to the object in the photograph. Afterwards, the result is used in a forward rendering algorithm to compute
the modification required to change the lighting to a new, user-specified configuration. This modification is finally applied to the original photograph producing an
enhanced image that appears as if it was taken under the desired lighting conditions.
One of the first and more influential approaches to the Emittance Problem was that of
Schoeneman et al. [SDS∗ 93], which defines the lighting of a surface by prompting the
user to paint the desired color onto surfaces with a spray-like tool. Using a constrained
least squares approach, they propose a system, which determines the light intensities
and colors of a given set of luminaries, aiming to match the target image as it was
painted by the light designer. Even though the results illustrated in this work are
computed using only direct illumination and perfectly diffuse material BRDFs, the
method is independent of the illumination algorithm used and these restrictions are
introduced only to maintain interactive rendering times on contemporary hardware.
Results of this work are presented in Figure 23.
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Figure 23: Illustrating the pipeline of the work of Schoeneman et al. [SDS∗ 93]. (Left)
The user input (Middle) The approximated output and (Right) the final result computed
using ray tracing.

5.1.2

Radiosity-based formulations

Kawai et al. [KPC93] presented a radiosity-based inverse lighting method aiming to
optimize the lighting parameters of a user-specified scene. The lighting design method
focuses on the global energy minimization of the scene, as well as the realization of
more subjective goals. The approach introduces a balance between perceptual goals
and energy consumption. The global energy is computed by the area-weighted sum
of the individual elements’ radiosity, adding a user-defined weighted sum of physical
and perceptual terms. Such physical terms include radiosity, emission, directionality
and distribution of light sources, patch reflectances, but exclude the possibility of
changing the light sources’ position in the scene. The perceptual terms materialize
subjective design goals, such as the impression of privacy, pleasantness or clearness by
tweaking the scenes brightness. The design constraints are included into the objective
function by converting them to “penalty methods”, transforming the problem into an
unconstrained one, where the deviation from the design goals is penalized in a unified
manner. The final unconstrained problem is solved by the Broyden, Fletcher, Goldfarb and Shanno (BFGS) iterative method. After each iteration, results are displayed
to the user, who is allowed to freely modify the contraints or the objectives. The
process is then repeated until convergence to a minimum is reached. Optimization of
the radiosity computation is achieved by using a hierarchical radiosity solution for the
initial baseline rendering. Any constraint modifications imposed by the user through
the user interface are evaluated by computing the partial derivatives of the modified
objective function creating “influence factors ”that represent the differences between
the two states. Once the influence factors are known, the scene can be interactively
rendered without resolving the radiosity equations. These partial derivatives are computed using delta emissions. The partial derivative of the radiosity with respect to
the reflectance is computed by shooting the un-shot radiosity due to the change in
reflectance.
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(c) min σ subject to (d) max σ subject to
0.3 ≤ µ (B) ≤ 0.35 0.3 ≤ µ (B) ≤ 0.35

Figure 24: Four Light Intentions configurations, as described in the work of Fernandez
and Besuievsky [FB14]

Recently, in the work of [FB14], the authors present an inverse lighting system that
uses the statistical parameters of radiosity mean value and variance to define lighting
goals and design constraints for a scene. This statistical inverse lighting approach
provides a mechanism that avoids the explicit computation of the global illumination
process, thus minimizes the computational cost.
The designer provides an arbitrary number of Lighting Intentions that consist of
directives that declare the target level of illumination, the subset of affected surfaces
or the type of target goal to achieve. The method is designed with some limitations,
more considerable of which are that the geometry is static, using diffuse only materials
and that the presented results include point lights only. The authors use the Variable
Neighborhood Search heuristic optimization algorithm to solve the problem that stems
from applying the constraints (Lighting Intentions) to the radiosity equation. As in
most inverse lighting methods, the global illumination procedure is the performance
bottleneck since it must be computed multiple times in order to estimate the optimal
solution. So, in order to reduce the load, a low-rank radiosity solution is selected.
The Lighting Intentions are translated to radiosity statistical properties such as the
mean and standard variation. The novelty that is introduced by this paper consists
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Figure 25: On the left, the user paints the desired illumination on the object. On the
right, the computed final illumination. Images taken from [ADW04].

of calculating the mean value using the low-rank approximation avoiding the full
radiosity computation (see Figure 24). The standard deviation is also computed
using an alternative method that utilizes a covariance matrix. Both values are used
to substitute the set of user constraints with one based on the Chebyshev inequality,
which is finally used into the optimization procedure.

5.1.3

Other formulations

The method presented in [ADW04] by Anrys et al., uses a set of pre-recorded photographs of an object under various light configurations. Light sources are placed
around the object at fixed positions, for which the intensities are to be determined,
and several photographs are recorded. The light designer uses a photograph of the
object, under neutral lighting, and paints the desired illumination distribution onto
it (see Figure 25). A least squares optimization algorithm is then used to work
backwards and establish a linear combination of the photographs, suiting the design
goals. Additional input can be provided to the optimization algorithm by providing
painted areas with different importance; certain areas of the painted image can be
favoured against others by weighting their importance. The desired illumination is
finally calculated by exploiting a non-linear optimization algorithm.
Pellacini et al. [Pel10] present an interactive interface for editing natural illumination,
called EnvyLight. It combines an algorithm, which selects environment map regions,
by sketching strokes on lighting features in the rendered image, with a small set
of editing operations to quickly adjust the selected features (see figure 26 Left).
EnvyLight simplifies the selection of environment map regions by allowing designers
to mark which lighting feature they desire to edit. Designers can quickly mark the
rendered image with rough strokes. They mark lighting features with two strokes: a
stroke to indicate parts of the image that belong to that feature and another stroke
to indicate parts of the image that do not. These strokes are referred to as in and out
strokes. Then, the selection algorithm splits the environment map into two layers,
a foreground and a background layer, in such a way that edits to the foreground
layer modify the lighting feature marked by the user in the rendered image. This
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Figure 26: On the left, the user configures the light source by using indirect manipulation.
On the right, the user paints the desired illumination on the object and the system computes
the light source configuration. Both methods use environment maps to light the scene.
Images taken from [Pel10] and [OMSI07b] respectively.

is the same work-flow used in widely-adopted image editing tools such as Adobe
Photoshop. Selections can be made regardless of the material of the objects. By
examining the difference of the output light at the in and out strokes, the algorithm
can determine which lighting feature the designer wants to alter and selects the
appropriate environment map area to modify. EnvyLight allow designers to modify
the position, brightness, contrast as well as let them sharpen or blur the selected
lighting features, such as highlights and shadows.
Okabe et al. [OMSI07b] present an algorithm to manipulate and alter environment
maps. The algorithm allows users to specify the appearance of the final image by
directly painting the outgoing radiance on the target model (see Figure 26). It
assumes that all light sources are distant, and the painting process changes the
position, color and intensity of the light sources. The SRBF-based Precomputed
Radiance Transfer method [TS06] is utilized to run in interactive framerates. A
constrained linear least square system is solved by minimizing a distance function
which is defined as the weighted squared difference of the desired illumination. When
the specular brush is used, the system assigns higher weights to the light sources
located in the direction of the specular reflection of the surface, so that those light
sources are primarily modified. On the contrary, when a diffuse brush is used, the
system assigns smaller weights to the light sources off the direction of the specular
reflection.

5.2

Inverse Light Source Positioning Problem

The next step on the way to confront the complete inverse lighting problem was to define and solve the Light Source Positioning problem. This inverse lighting sub-problem
is constrained with respect to the light source emittance value, whereas methods in
this category try to find luminary locations and/or orientations. The research in this
sub-field is limited in volume as the research paradigm shifted swiftly to more complete Inverse Lighting method proposals which, consider both light emittance and
positioning problems at once.
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Figure 27: Inverse light source positioning. The system computes the candidate light
source positions in order to create shadows (left)on the user defined points and to achieve
a highlight on the user-sketched points (right). Images taken from [PRJ97b].

Poulin and Fournier in their work [PF92b] propose a way to define light positions in
a scene by manipulating two of the most important generated effects: their shadows
or the highlights they create on both diffuse and specular surfaces. In the case of the
latter, the user selects two distinct points on the surface which distinguish the center
and the boundary of the highlight. Using this information the position of the light can
be manipulated. Further constraints that could define polygonal, more complex lights
are not discussed in the context of this paper. Another method that is presented in
this work is the positioning of lights causing the shadows that the user indicates on
selected geometry. The user can either define a pair of points to create a directional
light or manipulate the shadow volume of the geometry, in order to position a new
point light. The techniques in this paper introduce a rather primitive system with
several restrictions, but their work proved to be influential for more modern research
efforts, such as [PRJ97b] and [PTG02b], whose description follows.
Poulin et al [PRJ97b] present a system that controls the position of a number of
light sources by sketching shadows and highlights in a scene. The user sketches the
desired effect using strokes and the system creates a light source or configures the
existing one in order to match the desired effect. By solving the problem for every
user stroke, the system can provide feedback to the user in case of the newly placed
stroke being valid or not. It also offers anti-sketch strokes, to mark areas, where the
computed shadow or highlight should not be placed.
To compute the shadows, the user has first to choose the object that casts the
shadow and then put a stroke where the shadow is to be placed. Based on the type
of the primitive that was selected, be it a sphere or a polygon, a cone or a truncated
pyramid is created with the tip of the cone or pyramid being the sketch stroke. As
a result, the intersection of all these cones/pyramids is considered as a valid space,
where the system can place the shadow-casting light source (see Figure 27 - Left). In
case of the space being infinite, a directional light is used instead. In order to create
a tight shadow that contains all the sketches, the light position is placed at the
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(b) Introducing the shadow cookies

Figure 28: User interface of the work in [PTG02b]. On the left, the user moves the
shadows as 2D texture to reposition the lights until an invalid constraint is reach, whereas
on the right the ‘shadow cookies’are shown

maximum distance from the sketched points. Also, rather than solving this problem
analytically, a non-linear constraint optimization algorithm is utilized to find the best
light positions. The initial light position values, providing input to the optimization
system, are computed based on the sketches and the selected object.
In the case of highlights, the authors use the Phong model to compute the specular
function of the object. For every sketch stroke cones are placed towards the direction
of the reflection vector, where the aperture of the cone is controlled by the roughness
coefficient (see Figure 27 - Right). Then, the optimization algorithm is utilized to
find the light source position inside the intersection of these cones.
Pellacini et al. [PTG02b] presented a user interface system (see Figure 28) that
facilitates the design of shadows in a given scene for light designers with interactive
cinematic light design in mind. In contrast to the work in [PF92b], which proposed a
point system, this one investigated more intuitive user interfaces suitable for novice
users. Using this system, the user interacts with the lighting of the scene with three
distinct ways, shadow transformation, shadow cookies and the introduction of light
design constraints. The shadows can be transformed, as if they were 2D objects
belonging to the scene. As the user transforms them, the position of the lights or the
geometry that cause the shadows are inversely affected. Additionally, the user can
specify design constraints on the scene to enforce certain rules in the light positioning
procedure. Avoiding shadowing important parts of the scene, such as the face of
the protagonists, is a pragmatic example that can be accomplished by satisfying
specified constraints. Finally, the user can import either ‘shadow cookies’(see Figure
28b) which are fake shadows in the scene, meaning that they do not correspond to
the existing light and geometry configuration, or lit patches inside shadows, which
although physically incorrect, may introduce a dramatic artistic effect in the lighting.
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The Generalized Inverse Lighting Problem

Manipulating indirectly the emission power of fixed light sources or changing only the
position or orientation of light sources with fixed emittance, by specifying the desired
appearance in the scene, forms an overly constrained problem in the majority of cases,
restricting the artistic intentions of scene designers and the possible practical uses of
these techniques. The forward light design is becoming progressively redundant and
obsolete, irrespective of the user’s expertise or the application’s field, significantly
more so if indirect lighting is also taken into account. This has naturally led to semiand fully-automatic solutions that are parametrized via user interaction on a higher
level. Several approaches have been proposed, aiming at effectively addressing both
the emission and the position computation problems. Solving the complete inverse
lighting problem is of high importance in light engineering, architectural design and
generally in lighting applications that involve a tedious bulk of processing work for
non-expert users. Consequently, these methods are not only important to scene
designers and artists, but their usage can be also extended beyond just designing the
appearance of a scene. A spectrum of applications ranging from entertainment to
architecture design demand the achievement of goals such as proper lighting or high
energy efficiency,controlling the procedure on an abstract level.
Computationally, solving the full inverse lighting problem is considered extremely
heavy, as the dimensionality of the optimization parameter space is of a higher dimension than the sub-problems that were presented in the previous sections. Achieving interactive execution times - or more generally, acceptable speeds - on modern
hardware is another goal that is implicitly added. In addition to the computational
optimization, the techniques that try to tackle the LESP are expected to provide a
user interface as intuitive as possible, since they are usually proposed as extensions
to design tools used by non-expert users.
In the following sections, we will present a variety of representative techniques that
approach the complete inverse lighting problem.

5.3.1

User Interaction Design

The majority of inverse lighting methods aim at moving the users away from the
technical details of the procedure, giving them the ability to creatively control and
manipulate the lighting process at a higher level. As a result, the presented methods
attempt to provide an intuitive user interface, while also providing a robust underlying
mathematical solution to the problem itself. Numerous user interfaces have been introduced including scripting languages, sketch-based radiance constraints declaration
and implicit parametrization. In this sub-section, the most important of them are
presented.
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Figure 29: This figure presents the various stages of the pipeline described in [PBMF07b].
(a) The object to illuminate. (b) The desired illumination and shadows that are painted
by the users on the scene. (c) The computed importance map. (d) the final computed
illumination. Images taken from [PBMF07b].

In [CSF99b], Costa et al. introduce a method to improve the lighting design cycle.
They compute the light sources’ positions and intensities based on user-defined goals
and constraints. The user interacts with the system by placing virtual luminaries in the
scene. These luminaries are classified in those that define the initial illumination of the
scene, called PLs, and those that describe the design goals, called ILs. The method
uses the initial illumination in the scene in order to compute its contribution to the ILs
and subsequently adjust the level of the ILs accordingly. They developed a scripting
language, which is used in order to define the objective function. This function is
minimized with the use of the Adaptive Simulated Annealing algorithm [IPP∗ 12].
In the objective function, the user can define the desired lighting goals and various
constraints, like valid light source positions or directions. To compute the value of
the objective function, they used the Radiance computer program to compute all the
necessary lighting calculations.
Pellacini et al, in [PBMF07b], propose a workflow, where artists can directly paint
the desired lighting effects onto the scene. An Importance Map is obtained after
the artist paints a target image. This Importance Map, i.e. a mask of the newly
painted pixels, is used by the system to add and optimize a light that matches the
desired illumination (see Figure 29). A new light is added every time a user paints a
new feature. It uses the non-linear simplex algorithm [NM65] to adjust the various
parameters of the light sources, so as to minimize the goal function, which is a
weighted average of the difference between the desired and computed illumination.
Additionally, to avoid local minima, the algorithm restarts multiple times by using the
previously computed light parameters as input to the next iteration. Also, to select a
good initial starting position for each light, the surface characteristics of the painted
pixels are used in a least square solver to estimate the light source’s direction and
intensity. Then, the light is placed at that direction, away from the painted hotspot,
at the distance of the model’s diameter. After the computation is completed, the
artists are allowed to further optimize the results manually.
In [CAS09], Castro et al solve the problem of light positioning and emittance for
a given number of lights, while keeping total emission power at a minimum. The
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paper presents the problem of inverse lighting as an optimization problem and solves
it by exploring known optimization techniques. It segments the scene into patches
and uses the global illumination radiosity solution to compute the contribution of
the evaluated lights. In contrast to previously presented methods, the goal is not
only to achieve the desired illumination but also to keep the emission power at a
minimum. To accomplish that, they substitute the distance function to be minimized
with a set of constraints on the maximum and minimum illumination allowed for
each patch and the maximum and minimum emission power permitted for each light.
They experimented and compared different variations of the widely used Local Search
algorithms, such as Hill Climbing and Beam Search. They form states, which are a
set of light positions, classify them as valid or invalid given the problem constraints
and compute their emission power by minimizing the objective function with a linear
optimization method such as the Simplex algorithm. They choose a set of random
light positions as a valid starting state and use a Local Search algorithm to explore
the search space. For each iteration of the Local Search algorithm, the next state is
chosen, by modifying the current state and replacing the light position with the higher
emission power. They choose the next position from a set of positions that are within
a given radius from the position to be replaced and they choose either the position
with the minimum value of the objective function or by using a probability distribution
function. The probability of a position to be chosen is established proportionally to
the inverse of its objective function value. The process stops when no mutations of
the current state can improve the objective function.
Unfortunately, local search based algorithms can be easily stuck in local minima.
In [CAS09], Castro et al. tried to avoid that by using techniques such as randomly
restarting the algorithm. In the work of [CdAS12b], they expand the aforementioned
idea by using global approaches in order to search the solution space. They use
the same definition of the state and the search space but instead of using a Hill
Climbing or a Beam Search algorithm, they experiment with Genetic algorithms and
Particle Swarm optimizations. They propose a way to map the problem into a genetic
algorithm by defining the selection, crossover and mutation mechanism of the Genetic
algorithm. They further offer an implementation of the solution to the problem based
on the Jumping Particle Swarm global optimization variant. Also, in order to get
better results they examine hybrid algorithms by combining local and global search
methods.
In their work [LHH∗ 13b], Lin et al. proposed a coarse-to-fine strategy to solve the inverse lighting problem. They break the scene into surface samples, which are painted
by the user with the desired illumination, thus marking some of them as ”significant”
for the process. The goal of the algorithm is to minimize the illumination L2 norm of
the difference of the computed and the desired illumination at these important surface
samples. At first, they use a coarse-to-fine strategy to iteratively spread lights in the
scene (see Figure 30). They place unit-intensity lights in a grid and calculate the
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Figure 30: This figure presents the various stages of the workflow in [LHH∗ 13b]. Left:
Unit intensity lights are distributed in the scene. Middle: A least square solver adjusts the
light intensity and deletes lights with low contribution. Right: A non-linear optimization
method is used to adjust the position and intensity of the selected lights from the light
hierarchy. Images taken from [LHH∗ 13b].

contribution of each light to the selected surface samples. A pre-processing step is
initially performed to speed up the sample evaluation by building a light cache, utilized
to illuminate the samples based on the light sources’ position. Then, they use a constrained linear least square method to compute the lights’ intensities. Lights with low
contribution ratio are then deleted and the remaining lights are subdivided and new
light sources, which are placed around each one of the original light source position.
Next, the above light rejection/subdivision process is repeated for a few iterations.
Based on the computed light positions and intensities, they build a light hierarchy
by repeatedly merging two light clusters with the lowest illumination difference to
the desired illumination. Inspired by the [WFA∗ 05c], they traverse the light hierarchy
structure, choose a light cut and use a non-linear optimization method [NM65] to
compute the optimal lighting positions and intensities. The process is repeated up
until an illumination difference threshold is achieved.
In [FB12a], Fernandez and Besuievsky formulate an objective function to find the
optimal light sources and skylights (modelled as area lights) while keeping the energy
consumption of the artificial light sources to a minimum or finding the skylights
that contribute as much light as possible or both. They relax the constraints by
giving the function only a penalty value whenever a constraint was not satisfied.
The penalty (relaxed constraint) is only imposed on the radiosity-based constraints
and not on the geometrical ones (position or shape of the light sources), which
should always be satisfied. When the user wants to maximize the light from the
skylights and minimize the energy consumption of the artificial lights, the problem
unfortunately turns into a multi-objective optimization problem, which have a set
of ‘non-dominated’solutions, i.e. solutions for which it is not possible to improve
one objective function without impairing at least one other objective. To solve this,
they used the -constraint method as a scalar approach. Given the design goals and
constraints, they further develop an algorithm to solve the inverse lighting problem
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based on the VNS metaheuristic algorithm [HM01]. The methodology is based on
the idea of successive explorations on a set of neighborhoods. They use the radiosity
algorithm in order to compute the illumination in the scene and to finally validate the
design goals. They compose the form factor matrix of the elements in the scene in a
pre-process step and compressed it by using a low-rank approximation of that matrix
to save memory.
5.3.2

Reformulation Methods

In the work of Contensin [Con02c],the author proposes a system that, using an inverse
radiosity procedure, solves the problem of retrieving the number of lights as well as
their positions and their emittance intensities. This is accomplished through user
constraints that define the desired lighting of a subset of the geometry and the
disallowed light positions. The proposed solution consists of two steps. In the first
step, the user-constraints are placed into the radiosity matrix. Then the radiosity
patches are classified into three categories: the possible light emitters, the possible
light receptors and the patches with known light values. Consequently, these block
matrices are grouped in a coefficient matrix. The inverse system of this formulation is
then solved by using the Singular Value Decomposition method which provides a set of
exitances Be and radiosity values B1 , B2 for the patches in the scene; B1 correspond
to the radiosities of the possibly emitting (active)patches, and B2 to those of the
forbidden (passive) ones. The extraction of an actual subset of light sources from
the emissive patches is achieved by a refining process, which iteratively suppresses
the least influential patches until the produced error drops below a threshold, while
obtaining a physically correct lighting configuration. The global error estimation of
the scene is computed by using the L2 norm between the radiosity of the resulting
patches and the user-defined patches as described by the constraints.
5.3.3

Perceptual Methods

In the work of Shacked et al. [SL01b], the inverse lighting design paradigm is approached through the optimization of a perceptual, image-quality objective function,
designed to quantify the information that is communicated to the user. Such visual
information may include 3D shape definition of the geometry, emphasizing on the
geometric details or the spatial relationships between the objects in the scene. Using
image metrics from the visual perception domain, the authors create a Perceptual
Image Quality Function used as an objective function in a goal-driven optimization
problem. This function includes six target terms that are designed to define local illumination patterns, pixel luminance and illumination direction. Such terms include an
edge factor(fedge ), a gradient shading factor (fgrad ) , a directionality factor(fdir ) and
three statistical terms ( fmean ,fhist ,fvar ) of the optimal final image (see Figure 31).
These perceptual and statistical constraints can either be defined by the user in the
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Figure 31: As shown in [SL01b], we observe the enhancement of the illumination result
when they progressively add the six perceptual and statistical terms into the inverse design
procedure.

final optimization system with specific values or be freely optimized by the system.
The optimization procedure performance is inversely proportional to the number of
free variables.
Lee et al. [LHV04] introduce a goal-driven lighting design system that provides visualization and lighting based on principles of human perception rather than creating a
globally consistent illumination, called the Light Collages. In their work, they present
a globally inconsistent lighting approach that uses the light sources to enhance features of the scene, producing images with defined silhouettes that can be more useful
in technical illustrations and medical images, rather than for a photorealistic inverse
lighting system. The Light Collages system segments the visible surfaces into similarly
curved patches and then places the light sources in a way that it illuminates independently each patch with a number of assigned sources, aiming to maximize the final
information conveyed to the user. The resulting image is finally enhanced by adding
proximity shadows and silhouette emphasis. They further extend this work [LHV06]
by finding the minimum number of light sources, which sufficiently illuminate the
rendered object well.
August 4, 2014

Page 74 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

An interactive inverse lighting method is presented by Shesh and Chen [SC07], which
aims to provide an intuitive user interface for non-expert users. The design goals are
set by performing rough sketches on a subset of surfaces, indicating which regions
to brighten or darken. The inverse lighting problem is formulated as an optimization
problem and where lights are considered to lie on a sphere surrounding the scene or
the geometric object to be lit. The optimization process is performed in several stages
all of which use the conjugate gradient minimization method with greedy initialization
and light retention. Expensive calculations of the optimization are mapped to graphics
hardware to alleviate the process to interactive execution times.
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Conclusions

In this state of the art report, we presented a survey of the major research approaches
to the Inverse Lighting Design Problem and its sub-problems. This survey includes the
Emittance problem and Light Source Positioning problems as well as the complete
Inverse Lighting approach. This problem formulation is preceded by the analytical
description of the Light Transport Theory, which consists of the mathematical formulation of light propagation through space and its interaction with surface materials in
a virtual scene. In addition, a comprehensive overview of the interactive global illumination field is also presented as methods in this category are potential contenders
to solving an inverse lighting problem interactively by utilizing them for the objective
function evaluation.
Summarizing the presented research work, it would be of interest to analyse and distinguish the papers that could become useful and inspiring to the implementation
of this research project ( Goal Driven Illumination for Dynamic 3D Environments).
This project is gravitating towards inverse lighting design for dynamic structures and
physically correct light transport to empower both creative tools for artists and architectural applications with a variety of surface materials and types of luminaries.
Artificial lighting from several types of lights will be complemented by natural lighting with a final goal of achieving user-defined constraints such as energy efficiency,
uniformity of final illumination or special local illumination goals in a pragmatic and
realistic setup. As a result, an inverse rendering solution is pursued that includes
realistic sky-lighting, artificial lighting and inverse geometry design.
In this context, the research work of Schoeneman et al [SDS∗ 93] can be noted, as it is
the first attempt to solve an inverse lighting problem with a generalized illumination
function, meaning that their method is not restricted by the illumination algorithm.
Kawai et al. in [KPC93] are the first to introduce a more high-level approach to their
solution giving a more perceptual and subjective dimension to the problem.
One of the most complete approaches of inverse lighting, is that of Pellacini et
al. in [PBMF07b].The authors introduce a inverse lighting system aimed to lighting
artists, that provides a variety of light effects that are focused on cinematic applications. Another work that implements a quite useful idea is that of Lin et al.
in [LHH∗ 13b]. Their emphasis is based on light positioning and minimizing their
number by a Lightcuts method, a key idea that we believe is worth investigating
further.
Modern applications increasingly demand high quality natural lighting and providing
a physically plausible model will be of great importance. Reviewing the related bibliography, it is evident that a complete inverse solution also considering the natural
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sky-lighting is absent, even though it is a prominent contributor to the scene’s illumination especially in architectural applications and outdoor settings. The only research
attempt on the subject is that of Fernandez and Besuievsky in [FB12a]. However,
they approximate only roof sky-lights excluding windows or large openings. This approximation is done by modelling the skylights as diffuse area lights fusing them with
the artificial light sources. Despite the novelty of their idea, they also do not handle
any materials other than diffuse. Other research work that includes the manipulation
of environment maps are [OMSI07b] and [Pel10] but their method, although interesting, is not applicable to an inverse solution, that could be able to handle natural
illumination.
Finally, concerning the User Interface, we note that certain patterns are iterating
across the bibliography. Most notable are the shadow manipulation, a scripting language, the introduction of mathematical parameters and the ability of sketching
shadows and lighted areas on the scene geometry. Other user interfaces include
light positioning by manipulating its highlights on a scene surface or sketching them.
Finally, some approaches present methods that maximize the amount of perceived
visual information in the final image, which although novel, do not seem to provide
a tractable solution to photorealistic results, especially in the presence of indirect
lighting.
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Gortler S. J., Schröder P., Cohen M. F., Hanrahan P.:
Wavelet radiosity. In Proceedings of the 20th Annual Conference on
Computer Graphics and Interactive Techniques (New York, NY, USA,
1993), SIGGRAPH ’93, ACM, pp. 221–230. http://doi.acm.org/
10.1145/166117.166146. (Cited on page 42.)

[GSHG98]

Greger G., Shirley P., Hubbard P. M., Greenberg D. P.:
The irradiance volume. IEEE Computer Graphics and Applications 18
(1998), 32–43. (Cited on page 56.)

[GTGB84]

Goral C. M., Torrance K. E., Greenberg D. P., Battaile
B.: Modeling the interaction of light between diffuse surfaces. In
Proceedings of the 11th Annual Conference on Computer Graphics and
Interactive Techniques (New York, NY, USA, 1984), SIGGRAPH ’84,
ACM, pp. 213–222. http://doi.acm.org/10.1145/800031.808601.
(Cited on page 39.)

[Gum02]

Gumhold S.: Maximum entropy light source placement. In Proceedings of the Conference on Visualization ’02 (Washington, DC, USA,
2002), VIS ’02, IEEE Computer Society, pp. 275–282. http://dl.
acm.org/citation.cfm?id=602099.602141. (Cited on page 15.)

[GWS04]

Günther J., Wald I., Slusallek P.: Realtime caustics using
distributed photon mapping. In Proceedings of the Fifteenth Eurographics Conference on Rendering Techniques (Aire-la-Ville, Switzerland, Switzerland, 2004), EGSR’04, Eurographics Association, pp. 111–
121. http://dx.doi.org/10.2312/EGWR/EGSR04/111-121. (Cited
on page 50.)

[Hec90]

Heckbert P. S.: Adaptive radiosity textures for bidirectional ray
tracing. In Proceedings of the 17th Annual Conference on Computer
Graphics and Interactive Techniques (New York, NY, USA, 1990), SIGGRAPH ’90, ACM, pp. 145–154. http://doi.acm.org/10.1145/
97879.97895. (Cited on pages 32 and 49.)

[HHA∗ 10]

Hullin M. B., Hanika J., Ajdin B., Seidel H.-P., Kautz J.,
Lensch H. P. A.: Acquisition and analysis of bispectral bidirectional
reflectance and reradiation distribution functions. In ACM SIGGRAPH
2010 Papers (New York, NY, USA, 2010), SIGGRAPH ’10, ACM,
pp. 97:1–97:7. http://doi.acm.org/10.1145/1833349.1778834.
(Cited on page 26.)

August 4, 2014

Page 85 of 110

GLIDE ( 3712 )

Version 1.0

ARISTEIA II

[HHS05]

Havran V., Herzog R., Seidel H.-P.: Fast final gathering via
reverse photon mapping. Computer Graphics Forum (Proceedings of
Eurographics 2005) 24, 3 (August 2005), 323–333. (Cited on page 44.)

[HJ08]

Hoberock J., Jia Y.: High-quality ambient occlusion. In GPU
Gems 3, Nguyen H., (Ed.). Addison-Wesley, 2008, pp. 257–274. (Cited
on page 46.)

[HJ09]

Hachisuka T., Jensen H. W.: Stochastic progressive photon
mapping. In ACM SIGGRAPH Asia 2009 Papers (New York, NY,
USA, 2009), SIGGRAPH Asia ’09, ACM, pp. 141:1–141:8. http:
//doi.acm.org/10.1145/1661412.1618487. (Cited on page 44.)

[HJ10]

Hachisuka T., Jensen H. W.: Parallel progressive photon mapping
on gpus. In ACM SIGGRAPH ASIA 2010 Sketches (New York, NY, USA,
2010), SA ’10, ACM, pp. 54:1–54:1. http://doi.acm.org/10.1145/
1899950.1900004. (Cited on page 50.)

[HJB∗ 12]

Hachisuka T., Jarosz W., Bouchard G., Christensen P.,
Frisvad J. R., Jakob W., Jensen H. W., Kaschalk M.,
Knaus C., Selle A., Spencer B.: State of the art in photon
density estimation. In ACM SIGGRAPH 2012 Courses (New York, NY,
USA, 2012), SIGGRAPH ’12, ACM, pp. 6:1–6:469. http://doi.acm.
org/10.1145/2343483.2343489. (Cited on page 44.)

[HLZ10]

Holroyd M., Lawrence J., Zickler T.: A coaxial optical scanner for synchronous acquisition of 3d geometry and surface reflectance.
In ACM SIGGRAPH 2010 Papers (New York, NY, USA, 2010), SIGGRAPH ’10, ACM, pp. 99:1–99:12. http://doi.acm.org/10.1145/
1833349.1778836. (Cited on page 26.)

[HM01]
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