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Abstract
Ray tracing is widely adopted as the gold standard technique for a plethora of algorithms that
aim to explore the manifold of a virtual environment. The key advantage it provides, suggests
a simplistic yet elegant algorithmic approach in order to evaluate complex mathematical problems. A wide variety of research as well as industry fields incorporate ray tracing algorithms in
order to produce accurate and high quality simulations. Most common and impressive results
are demonstrated in the general field of computer graphics. Notable contributions using the
ray tracing frameworks are depicted by synthetic image generation algorithms which simulate
the flow of light and produces images that are indistinguishable from the real ones. Moreover,
several other algorithms exploit the ray tracing framework in order to accurately address visibility and collision queries. Despite the impact of ray tracing mechanisms in visual quality,
interactivity remains an issue to be addressed. This property is crucial for offline rendering but
it is of utmost importance for real-time performance applications.
This thesis investigates robust high performance ray tracing frameworks, dedicated for
general purpose tasks. We concentrate our focus on improving the interactivity provided for
such frameworks under static as well as fully dynamic contents. Regarding real-time rendering,
the majority of algorithms are based on the rasterizaton pipeline, where the support of dynamic content is inherently provided. However, the strict time constraints posed by real-time
applications forbids computational intensive operations and ray tracing method is no exception to this. Motivated by the complexity of the task, we contribute with our work to the
domain of real-time rendering by optimizing and evaluating an already published work, which
further bridges the gap between rasterization and ray tracing. Our main objective is to demonstrate alternative acceleration data structures based entirely on the graphics hardware, with a
competitive performance compared with state of the art approaches that despite their sophisticated architectures, currently lack portability to hardware-level acceleration or execution in
low-power GPUs.
To this end, our method employs conservative rasterization-based rendering techniques
to effectively capture a highly-detailed representation of the entire environment. Ray tracing
is efficiently achieved by exploiting image-space analytic intersection tests supported by a
primitive-based acceleration data structure. Thus, this method fulfills three crucial objectives:
(i) dynamic environments through fast construction times, (ii) quality identical results to
pure ray tracing pipeline architectures and (iii) a general purpose intersection engine entire
mapped on the graphics pipeline of a GPU vendor. Additionally, the presented work further
introduces alternative approaches to image-based ray tracing frameworks along with candidate
optimizations that stand as a promising spatial subdivision approach against purely objectbased strategies.
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Chapter 1
Introduction
1.1

Historical Overview

The concept of ray tracing is primarily inspired from the context of physics. Under the
assumption that a continuous domain can be locally discretized and sampled by infinitely many
narrow beams, researchers have mathematically formulated several phenomena with the notion
of ray propagation. This enabled them to study the behavior and properties of wavefronts, as
they propagate through a wide variety of media and materials. Further theoretical results were
also revealed through the research of particle density simulation as well as radio frequency
propagation. Last but not least, ray tracing simulation was also introduced in the context of
audio processing, in order to unravel the path of sound, through an arbitrary medium based
on its properties and its interaction with the surrounding environment.
The ray tracing algorithm was first established in the context of computer graphics by
Appel [App68], in 1968. Aside from the great limitations of hardware at the time of the
inception of ray tracing, Appel described a point by point shading technique, in which every
pixel coordinate is tested against a generated line equation from the user’s point of view to the
three-dimensional scene space. If an intersection between a ray and a geometry surface is found,
the point is illuminated accordingly by directly searching for a light source. A significant step
further was taken by Whitted [Whi80], in 1980. By taking advantage of the prior algorithm he
developed and presented a recursive procedure, which encapsulates the ray tracing algorithm
as its core routine and attempts to simulate the light flow through the given scene.
Today ray tracing is considered the gold standard mechanism for image synthesis in computer graphics. The key advantage it provides is a simple yet elegant algorithmic approach,
which suffices to evaluate several complex mathematical problems. A vast field of research
with regard to ray tracing approaches is now focused on improving and optimizing scalable
frameworks for a variety of fields of computer graphics, both industrial and academic. As a
consequence, several real-world lighting phenomena can now be mathematically formulated
and efficiently implemented with the help of ray tracing, triggering in return a plethora of
other research areas.

1.2

Problem Description

Currently speaking, the process of synthesizing high quality images as illustrated in Figure 1.1, is heavily guided by complex global illumination algorithms. Moreover, a wide of variety
of applications would require an estimation of a high-dimensional integral within limited budget
of time. During the execution of these algorithms, a substantial amount of samples will have
to be queried from an arbitrary scene in order to infer a visual result. As already discussed,
5
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Figure 1.1: Three globally illuminated scenes capturing various complex illumination effects such as
mirror reflection (first), transmission (second) and multiple inter media scattering events (third).
Custom GPU photon tracing solution.

ray tracing is the underlying framework for determining these samples. At this point, let us
draw a parallel between the ray tracing framework and an oracle. The application interacts
with the oracle by querying a ray starting from a point in space and traveling in a specific
direction. The oracle, after some time, responds with a location on the geometry, where the
ray intersected the rest of the scene, if available. The response also carries a payload that
incorporates additional properties of the intersection event and the hit surface at that location.
Intuitively, this task boils down to a visibility problem from an arbitrary point in a 3D world
based on a given direction.
A considerable amount of time throughout this process is then consumed from the application’s side to query this oracle and await for a response. Evidently, this communication scales
disproportionately as both the scene becomes more complex or evolves through time as well
as the queries increase both in quantity and complexity. As a result, the challenging problem
of designing an oracle efficient enough to handle these tasks has drawn a considerable amount
of attention over the years.
There are several notable approaches in the literature that attempt to address this issue and
most of them are cited throughout this thesis. Many of these, handle the problem by relaxing
its constraints or completely ignoring them based on the nature of the task they target. Despite
the considerable overall performance boost, the respective method works properly and with a
plausible output but usually severely limited to operate on a specific subset of problems and
3D environments.
To this end, this thesis will briefly introduce prior art with regard to fundamental data structures dedicated to accelerating ray tracing and then proceed to introduce and thoroughly evaluate a generic ray tracing framework that takes advantage of the hardware graphics pipeline .
The proposed framework, is a variant of an already published work from Vardis et al. [VVP16a],
which is here extended, improved and evaluated against Optix [PBD+ 10], a highly-optimized
general-purpose GPU framework for industrial rendering applications, based on the NVIDIA
CUDA API.

1.3

Rendering

In the field of computer graphics, a single frame corresponds to a either a single, static
image synthesized by means of computational algorithm or an instance of a temporally evolving
sequence of generated images, given a set of objects, either in 2D or 3D, that represents
the virtual world. The image synthesis procedure is called rendering. An important property
for a rendering method is the photo-realistic accuracy it can achieve. According to this
6
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property and as the name suggests, the goal is to generate images indistinguishable from real
photographs by simulating real world lighting phenomena. A meaningful application in order to
grasp the necessity of this property, lies in feature film rendering systems as well as architectural
rendering. As a counterpart, non photo-realistic rendering is also a valid approach, where
approximate or partially explored light simulation is acceptable - or, sometimes, deliberately
desirable. Examples include scientific visualization and stylized rendering for video games.
An additional property in which a rendering method can also be categorized, is based
upon the interactivity it can offer. We can categorize rendering applications based on the
response time for a complete generation and visualization of a single frame. We thus distinguish
rendering into two broad categories; offline and real-time methods. Rendering methods that
fall in the offline category have no time constraints with respect to the target image they are
processing in each frame. Usually such methods and systems are associated with algorithms
that process images in order to output a high-quality result for a long sequence of consecutive
frames. On the other side, real-time algorithms process individual frames in fractions of less
than a second. A usual bound to this process is set to 16ms or 60 frames per seconds. This
implies that severe restrictions with respect to both the amount and complexity of data as well
as the algorithmic complexity are imposed on environments that drastically evolve between
consecutive frames. It is worth noting that, there exist rendering algorithms that partially
sacrifice responsiveness in order to maintain final quality at acceptable levels. These methods
are useful for applications that need an interactive feedback of otherwise accurate illumination
measurements, but can accept small delays in the response time. Despite the relaxed response
time restriction, we can still classify them as a real-time method, since, if a partially converged
outcome is acceptable1 , these methods too can deliver a high frame rate.
Given the aforementioned categories, it is necessary to define the term of interactivity
in the context of this thesis. When we classify a method in this category of responsiveness
we fairly imply that the given environment is dynamically changing. This means that various
parameters that contribute to the final result and are part of the scene representation, such
as cameras, lights and geometry can be manipulated at any point in time, sometimes in a
non-predictable manner. Time penalties inherited from this process are tolerable as long as
they fall in a predefined delay margin.

1.3.1

Rendering Pipeline

The rendering process operates under an abstract framework named as the rendering
pipeline. The main objective of this pipeline is to generate a two-dimensional image given
a virtual view point, the topology and samples of the virtual environment objects, the light
emitters and more. A reasonable approach in order to implement this pipeline is based on an
image-order or an object-order sampling procedure, which are further explained as follows.
Ray Tracing Pipeline
A pipeline based on an image-order approach initializes the rendering process directly from
the image plane. For each pixel present, a ray is usually cast and routed through the scene in
order to find the closest intersection and evaluate the pixel color. It is clear that this method
processes each pixel only once but may access the geometric primitives multiple times in
order to determine their contribution to the pixel’s shading. This translates to an increased
1

Such interactive rendering methods typically update the output in an incremental manner, starting with
an unconverged, high-variance result and building up the image as more samples per pixel are generated.

7
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Figure 1.2: An overview of a ray tracing pipeline. Application commits scene primitives and for each
frame a ray query batch is constructed. The tracing pipeline process the input rays and outputs
primitive intersections. Then, application proceeds to evaluate the tracing result, visualize the output
and advance to the next frame.

algorithmic complexity associated with intersecting rays with geometric primitives multiple
times per pixel. During the rendering of a frame with ray tracing, two discrete stages are
performed: construction and ray traversal. During the construction stage, the representation
of the virtual world is properly indexed and stored into a data structure in order to be efficiently
queried for potential intersections. After the completion of the construction stage, rays are
typically generated from arbitrary locations in the scene and are traced through it. For static
environments, where the geometry is not updated from frame to frame, the construction stage
can be omitted in most ray tracing algorithms, if the current primitive indexing is valid. During
this ray traversal stage and for each intersected geometry, local information are extracted and
evaluated at that point (local shading). Similarly, rays continue to bounce around until one of
the predefined stopping conditions is met. The aforementioned stages are repeatedly invoked
for each consecutive frame.
Ideally, what we are trying to accomplish is to construct arbitrary paths through the virtual
world, evaluate each geometric intersection separately and exploit this flow in order to extract
the result in the image plane. This process serves as a general guideline in every algorithm
that exploits the ray tracing framework.
Rasterization Pipeline
In contrast to the ray tracing pipeline, an object-order approach iterates through geometric
primitives once, sampling each one, usually at pre-defined granularity corresponding to the
frame image buffer resolution. The resulting samples are then routed to the image plane,
where they are resolved to form the final pixel color, since samples from multiple primitives
8
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Z axis

Image plane

Camera

Depth value samples
Closest depth value

Scene descrip�on

Direct Visibility Determina�on

Final Image

Figure 1.3: Simplified overview of primitive sampling and hidden surface elimination in the rasterization pipeline. Given as input a description of the scene (left), the final color is computed by projecting
primitives onto the image plane and sampling them (top right). The correct depth order (with respect to the camera viewpoint) of the primitives is determined via the use of a depth buffer, which
iteratively maintains the closest depth values for each pixel (top middle). A real-time example of a
depth buffer, along with the final image, is shown at the bottom. (Image from: [Var16]).

potentially overlap at each pixel.
A widely adopted object-order framework is the rasterization pipeline, implemented in full
by modern graphics hardware. Geometry sub-parts and their elements are iterated, undergoing
several transformations until they are finally projected onto the image plane, where they are
sampled according to the pixel rate of the target image frame buffer. As a result, samples
generated on geometric elements (primitives) may overlap in image space (camera XY plane),
requiring a resolution of their order to determine the closest, visible to the camera sample.
This comes in contrast to the ray tracing paradigm, where the image generation is image(pixel-) driven (see Figure 1.3). The full porting of this procedure into the hardware and its
full parallelization are the key advantages that makes this method a suitable choice for a wide
range of real-time image synthesis applications.

1.4

Thesis Structure

This thesis is divided into 6 chapters and the structure is as follows : In Chapter 2, the
necessary mathematical background in the field is introduced in order to grasp fundamental
concepts related to the context of graphics. In Chapter 3, we discuss basic scene representations, we introduce in detail the underline pipeline of our framework and we conclude with an
overview of prior art relative to data structures in order to accelerate ray tracing. In Chapter 4,
we provide an overview of notable contributions in the field of bounding volume hierarchies
in order to produce high quality trees. Then, we present prior art relevant to image-based ray
tracing approaches that are directly relative to our work. In Chapter 5, we present our general
purpose rasterization-based ray tracing technique which is the main contribution of this thesis.
In Chapter 6, we first demonstrate performance improvements relative to its precursor and then
we proceed by studying our contributed alternatives as well as comparing our framework with
9
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a state of the art ray tracing engine. In Chapter 7, we conclude by reviewing our contributions
and stating our research directions for the future.
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Chapter 2
Mathematical Background
This chapter, is devoted to familiarize the reader with some basic linear algebra and euclidean geometry theory that is necessary in order to grasp the core concepts for the methods
we study in the following chapters. We further assume that most elementary concepts in these
fields are already well understood, such as vector and matrix representations, axioms along
with fundamental arithmetic operations as well as basic vector and matrix manipulations.
A formal definition for a variety of vector space types is conducted in Sections 2.1, 2.2
and 2.3. Next, we cover introductory theory with regard to fundamental geometric primitives
in Section 2.4. Finally, we introduce two fundamental projection operations in Section 2.5
that are widely used by the rasterization pipeline. Nevertheless, the interested reader may refer
to an excellent book [SE02] for a comprehensive analysis for this theory.

2.1

Vector Spaces

An F -vector space or simply vector space can be formalized as follows :
Definition 2.1.1 An F -vector space is a non empty set V embedded with two operators :
1. Addition: V × V → V : (u, v) → u + v, where for all u, v, w ∈ V the following
properties hold :
• u+v=v+u
• (u + v) + w = u + (v + w)
• There exists an identity element 0 ∈ V : u + 0 = u
• ∀u ∈ V ∃ − u ∈ V : u + (−u) = 0
2. Scalar multiplication : F × V → V : (k, v) → kv, where for u, v ∈ V and k1 , k2 ∈ F
the following properties hold :
• k1 (u + v) = k1 u + k1 v
• (k1 + k2 )u = k1 u + k2 u
• (k1 k2 )u = k1 (k2 u)
• 1·u=u
We further define F as the set of coefficients of the vector space V . In this thesis, it
is exclusively restricted in elements of R. Moreover, vector elements can be fairly assumed to
belong in R3 . Next we define the span of a vector space as follows :
11
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Definition 2.1.2 Given a set of vectors {⃗v1 , ⃗v2 , ..., ⃗vn } ∈ V , the set S of all the linear
combinations of these vectors is an infinite set of vectors comprising another vector space and
⃗ ∈ S and λi ∈ R the following holds :
this is the space spanned by V . That is, for any w
⃗ = λ1⃗v1 + λ2⃗v2 + · · · + λn⃗vn
w

(2.1)

the set V is the spanning set of S. Furthermore, we define linear independence as follows :
Definition 2.1.3 The set V is linearly independent if there exists λ1 , λ2 , · · · , λn such as
the following equality holds :
λ1⃗v1 + λ2⃗v2 + · · · + λn⃗vn = ⃗0

(2.2)

only when λ1 = λ2 = · · · = λn = 0. Now it is appropriate to explicitly define an important
definition commonly used in this field :
Definition 2.1.4 Given a vector space S, then a set of vectors V is said to be a basis for
S if :
1. V is linear independent
2. V is a spanning set for S
⃗ ∈V
it is evident from the previous definitions that for any vector space V and for any w
there are infinitely many basis. To see this, consider basis A and B for vector space V .
Since vectors in A are also embedded in V then :
∀⃗a ∈ A ⇒ ⃗ai = c1,i⃗b1 + c2,i⃗b2 + · · · + cn,i⃗bn

(2.3)

that is, we can uniquely express the components of a basis relative to some other basis.
⃗ ∈ V . Since A is basis of V then :
Furthermore, consider an arbitrary vector w
⃗ = d1⃗a1 + d2⃗a2 + · · · + dn⃗an
w

(2.4)

by substituting the prior in Equation 2.3 we effectively derive the following expression :
⃗ =(d1 c1,1 + d2 c1,2 + · · · + dn c1,n )⃗b1
w
+ (d1 c2,1 + d2 c2,2 + · · · + dn c2,n )⃗b1
+ · · · + (d1 cn,1 + d2 cn,2 + · · · + dn cn,n )⃗bn

(2.5)

⃗ ∈ V we can apply algebraic manipulations
which simply implies that given an arbitrary vector w
to derive a desired basis independently from the current one.

2.2

Affine Spaces

So far we have studied collections of vectors but yet we have not introduced the concept
of a single point and how we can relate it with vectors. Formally, we define an affine space
as follows :
Definition 2.2.1 An affine space A consists of a set of points P and a set of vectors V
spanned by some basis of V . The dimension of A is equal to the number of linear independent
vectors in the basis of V . We further define the relationship between points and vectors with
the following important properties:
12
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1. ∀p, q ∈ P exists a unique vector ⃗v ∈ V such as ⃗v = p − q
2. ∀q ∈ P, ∀⃗v ∈ V exists a unique point p such as p − q = ⃗v
3. ∀p, q, r ∈ P we have that (p − q) + (q − r) = p − r
4. ∀p ∈ P we have that 1 · p = p and 0 · p = ⃗0

2.3

Coordinate Spaces

A fundamental concept in computer graphics is the coordinate space. The aforementioned
space will be constructed by an arbitrary point o from an affine space A plus a basis directly
derived from the vector space V embedded in A. We formalize our notation of a coordinate
space as F = (⃗v1 , ⃗v2 , · · · , ⃗vn , o). Recall now from Definition 2.1.4 that an arbitrary vector
⃗u ∈ V can be written as :
⃗u = a1⃗v1 + a2⃗v2 + · · · + an⃗vn

(2.6)

Additionally, from the first axiom of affine spaces we can uniquely define a q ∈ P as
q = ⃗v + o. It is evident now that the coordinates of q are uniquely determined by the
coefficients of ⃗u relative to the basis of V . In order to resolve this cumbersome annotation,
it is now necessary to introduce a more compact notation that directly maps into our field
of study. That said, one can vectorize the whole scheme in order to represent a coordinate
space as follows :
q = a1⃗v1 + a2⃗v2 + · · · + an⃗vn + o
= a1⃗v1 + a2⃗v2 + · · · + an⃗vn + (1 · o)
= [a1 , a2 , · · · , an ][⃗v1 , ⃗v2 , · · · , ⃗vn ]⊺ + (1 · o)

v1,1 v1,2 · · · v1,n
 v2,1 v2,2 · · · v2,n


..
..
...
= [a1 , a2 , · · · , an , 1]  ...
.
.

 vn,1 vn,2 · · · vn,n
o1
o2 · · · on









(2.7)

for a 3D environment, the aforementioned matrix simply implies that the first three rows will
represent the three major axis (x, y, z) and the forth is essentially the origin of the space. It is
now possible to have an arbitrary point or vector represented in different coordinate spaces
of reference across the span of a space. So it is sometimes useful to be able to change the
reference space efficiently. More particularly, given a point p = (a1 , a2 , · · · , an , 1) relative to a
coordinate space Fa , we must derive a method to represent p relative to another coordinate
space, say Fb . That said, the following relation must hold :




⃗u1
⃗v1
 ⃗u2 
 ⃗v2 




 .. 


(2.8)
p = [a1 , a2 , · · · , an , 1]  · · ·  = [b1 , b2 , · · · , bn , 1]  . 


 ⃗vn 
 ⃗un 
oa
ob
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In Definition 2.1.4 we showed that a vector can be uniquely determined by its basis vectors
and evidently now we exploit this to express the basis vectors of Fa relative to the basis vectors
of Fb . Consequently, the following matrix notation follows :

 

c1,1⃗u1 + c1,2⃗u2 + · · · + c1,n⃗un
⃗v1
 ⃗v2  

c2,1⃗u1 + c2,2⃗u2 + · · · + c2,n⃗un

 

 ..  

.
.
 . =

.

 

 ⃗vn  

cn,1⃗u1 + cn,2⃗u2 + · · · + cn,n⃗un
oa
cn+1,1⃗u1 + cn+1,2⃗u2 + · · · + cn+1,n⃗un + ob



c1,1
c1,2 · · · c1,n 0
⃗u1,1 ⃗u1,2 · · · ⃗u1,n 0
 c2,1


c2,2 · · · c2,n 0 

  ⃗u2,1 ⃗u2,2 · · · ⃗u2,n 0 

..
..
..   ..
..
..
.. 
..
..
=  ...
(2.9)
 .
.
.
.
.
.
.
.
. 



 cn,1



cn,2 · · · cn,n 0
⃗un,1 ⃗un,2 · · · ⃗un,n 0
cn+1,1 cn+1,2 · · · cn+1,n 1
ob,1 ob,2 · · · ob,n 1
which is the coefficient (coordinate) matrix multiplied by the basis and origin. By substituting,
Equation 2.9 to Equation 2.8 we derive the following result:


c1,1
c1,2 · · · c1,n 0
 c2,1
c2,2 · · · c2,n 0 



..
..
..  = [b , b , · · · , b , 1]
...
[a1 , a2 , · · · , an , 1]  ...
(2.10)
1 2
n
.
.
. 


 cn,1
cn,2 · · · cn,n 0 
cn+1,1 cn+1,2 · · · cn+1,n 1
which is the point P relative to the coordinate space Fb .

2.4

Geometric Primitives

In the following paragraphs we formally introduce three fundamental geometric primitives
that we will reference repeatedly in this thesis.

2.4.1

Lines, Rays and Segments

In this context we define a line L in 2D as a set of infinite points uniquely expressed as a
linear combination of two arbitrary but distinct points a and b :
L(t) = (1 − t)a + tb,

t ∈ R, t ∈ (−∞, ∞)

(2.11)

by restricting the coefficient t in the interval [0, 1] we can derive the definition of a line
segment. Furthermore, we can rearrange the terms of Definition 2.11 to get an equivalent
form of:
L(t) = a + t(b − a) = a + t⃗v

(2.12)

which defines a line segment based on an origin a and a vector ⃗v. Now, we formally derive
the notion of a ray by normalizing ⃗v and allowing the coefficient to vary in range t ∈ [0, ∞)
which intuitively expresses the length of a step from a in units of t.
14
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2.4.2

Planes and Halfspaces

Among other definitions, a plane in 3D can be described by a normal vector ⃗n and a point
q on the plane. Given these two components, all points x onto the plane can be categorized
by a vector ⃗v = x − q being perpendicular on ⃗n. This property gives rise to the following
formal expression of a plane :
⃗n · (x − q) = 0

(2.13)

since dot product operator can be linearly distributed, we can rephrase Equation 2.13 as :
⃗n · x = ⃗n · q ⇒ ⃗n · x = d

(2.14)

which effectively describes the constant normal form of a plane. Furthermore, d implies the
signed distance of the plane from the origin in units of ⃗n unless it is normalized which is then
a descriptor of the true distance. Last but not least, a finite or an infinite plane divides space
into two sets of points on either side of it. These two halfspaces are classified as positive
and negative depending on the pointing side of the normal vector respectively.

2.4.3

Triangles

A triangle is defined by three noncollinear points p0 , p1 , p2 . Usually, p0 is considered to
be the origin of the primitive. Thus, we further define the edges of a triangle relative to its
origin as e1 = p1 − p0 and e2 = p2 − p0 . The vertex order in which we define the triangle,
that is clockwise or counterclockwise ordering is important in many applications. That said,
given a triangle primitive in 2D we define the following signed constant :


1 1 1
(2.15)
δ = det  x0 x1 x2 
y0 y1 y2
Based on the sign of the previous formula we derive the following conclusions :

δ>0
 counterclockwise,
clockwise,
δ<0
sign(δ) =

degenerate,
otherwise

(2.16)

Finally, since a triangle is a convex primitive, given its vertices we can fully parameterize
its form based on convex combinations between them. Thus, the barycentric form is defined
as x(c0 , c1 , c2 ) = c0 p0 + c1 p1 + c2 p2 for ci ∈ [0, 1] and c0 + c1 + c2 = 1. Simultaneously
demanding ci to be positively defined, ensures that x lies in the convex hull of the vertices,
which in the case of the triangle, coincides with its boundaries.

2.5

Projections

This class of transformation maps points from an n-dimensional coordinate space to one of
lower dimension. In this context, projections are used to map points from the 3-dimensional
space down to the 2-dimensional (image plane). Among many projection transformations,
we will mainly focus on two throughout this thesis, that is, orthographic and perspective
projections.In the next few paragraphs, our goal will be to mathematically introduce them as
15
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generic geometric tools rather than going into technical details in order to incorporate them
to our context.

2.5.1

Orthographic Projection

A simple geometric interpretation of an orthographic projection is the projection of points
and vectors perpendicularly to a reference plane. Given a plane defined by a normal vector
⃗n and reference point q we calculate vector projection of ⃗v as :
T (⃗v) = ⃗v − ⃗v⊥
= ⃗v − (⃗v · n̂)n̂
= ⃗v (I − n̂ ⊗ n̂)

(2.17)

Which is simply the subtraction of ⃗v from the vector projection of ⃗v onto the plane’s
normal ⃗n. We further define point projection of p as :
T (p) = q + T (⃗v)
= q + (⃗v − (⃗v · n̂) n̂)
= q + ((p − q) − ((p − q) · n̂) n̂)
= p − ((p − q) · n̂) n̂
= p (I − n̂ ⊗ n̂) + q(n̂ ⊗ n̂)
Summarizing into a more compact matrix notation we
[
I − n̂ ⊗ n̂
Tn̂,q =
q(n̂ ⊗ n̂)

derive the following :
]
⃗0⊺
1

(2.18)

(2.19)

Which now projects points and vectors onto the plane n̂, q perpendicularly.

2.5.2

Perspective Projection

Unlike orthographic projection, perspective one is specialized on mapping points through
a reference perspective point. Geometrically, we can interpret a perspective projection as an
opaque plane except for a pin-hole at the origin. Each point above the plane, emanates rays that
pass through the pin-hole and reference onto the plane below the pin-hole origin. Analytically,
we define the perspective function f : Rn+1 → Rn , with domain domf = Rn × R++ as
f (z, t) = zt . Intuitively, it scales points so that the last component is one and then drops it.
Assume now that there is a plane defined by ⃗n, q and perspective point s. The projected point
p is transformed by the following expression :
T (p) = p + α(s − p)
16
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The objective now is to derive an expression for the α coefficient. Observe that since the point
p is projected onto a plane the following must hold :
T (p) − q = (p − q) + α(s − p) ⇐⇒
0 = n̂ · ((p − q) + α(s − p))
= n̂ · (p − q) + αn̂ · (s − p) ⇒
n̂ · (q − p)
α=
n̂ · (s − p)

(2.21)

By substituting Equality 2.21 to Equality 2.20 we get :
n̂ · (q − p)
(s − p)
n̂ · (s − p)
(n̂ · (s − q)) p + (n̂ · (q − p)) s
=
(s − p) · n̂

T (p) = p +

(2.22)

Similar to the previous projection technique, we summarize the transformation matrix by
factoring out p and getting :
]
[
((s − q) · n̂) I − n̂ ⊗ s −n̂⊺
Tn̂,q,s =
(2.23)
(q · n̂) s
s · n̂
Multiplying points of the form (p, 1) with the prior matrix and applying the perspective
function (division with the last component) will derive the desired result.
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Chapter 3
Background Work
In this chapter, we provide the basic theory related to the rasterization and ray tracing
pipeline internals. We start with an overview about the 3D environment representation in
Section 3.1, in order to explain the rasterization pipeline in Section 3.2. We further continue
with a brief introduction to ray tracing in Section 3.3. Finally, in Section 3.4, we briefly discuss
prior work related to acceleration data structures for ray tracing.

3.1

Geometry Representation

In order to study the internals of a ray tracing framework, it is necessary to formalize some
basic terminology as well as definitions with regard to the three-dimensional environment to
be visualized (the input scene). We have already established the objective of rendering in
Section 1.3 followed by two abstract procedures, Section 1.3.1, in order to derive the desired
result. Thus, it is now appropriate to formalize the contents of a virtual world in order to
further introduce acceleration mechanisms.
Geometric Shapes
In computer graphics, we represent geometric shapes, both in 2D and 3D with arbitrary
position, orientation and scale. In order to give a meaningful representation to these shapes,
we usually provide a set of coordinates and the necessary topological information in the form of
a collection of connected points (vertices) and line segments (edges). Moreover, in order to be
able to process the manifold of such objects, we further subdivide them into smaller polygons,
which take the role of the smallest surface element of primitive that is represented in such
a system. The constituent primitives are usually shaped as triangles, quads or other convex
polygons. On top of each primitive, we can further define additional surface properties, such
as shading normal vectors and a material specification. Materials serve as a surface descriptor
in order to simulate the behavior of a shape when this is illuminated. A geometric shape or
object may not necessarily have a single material associated with it. Instead, multiple materials
may be each associated with (and referenced by) individual primitive groups within the object.
Most current hardware evaluates shapes that consist of triangles (see Section 2.4.3). Thus,
geometric shapes are usually triangulated before they are subjected to rendering and as a
consequence, hardware and software is mostly optimized to efficiently handle primitives of
this type. At this point, we clarify that for the rest of this thesis it is assumed that the input
geometry is expressed as a set of triangular meshes with coordinates defined in a 3D reference
frame (the object’s local coordinate system).
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Figure 3.1: From left to right: Modelling of three-dimensional surfaces as polygonal meshes facilitates
the efficient image generation of the shapes. Polygonal meshes often consist of triangles, provided
as a connected network of vertices.

Figure 3.2: The various common coordinate systems that are encountered when working in three
dimensions: Local or object space (LCS), the global or world reference frame (WCS), the ego-centric
or eye coordinate system of the observer (ECS) and the image space coordinates that the content is
projected on (ICS).

Scene representation
When working in three-dimensional space, there is no ”objective” reference frame to measure distances and coordinates from. If we capture the shape of an object with a 3D digitization
device, the system establishes its own coordinate system, typically centred at one of its sensors.
Similarly, in the modeling process, the artist can arbitrarily set a reference point as the center
of his or her creation’s reference frame. This point of reference, along with the corresponding
primary axes ⃗i, ⃗j, ⃗k comprise the Local Coordinate System (LCS) of the object, in the
sense that they represent the shape in isolation, with no regard for other shapes or a global
arrangement of the object in a virtual set.
In many situations, predominantly when compiling a virtual environment out of many
created or captured 3D models, the loaded 3D models must be arranged in relative poses to
20
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each other that will result in the vertices of these models having different coordinates than
the originally recorded ones in the files that we loaded. To achieve this, we typically apply a
geometric transformation (see next) to the coordinates of the models to change them relative
to a common (global) coordinate system that is shared by all the objects in the same virtual
environment. This coordinate system is referred to as the World Coordinate System (WCS)
as it represents a global (or ”world”-wide) reference frame for all the geometry present in the
environment (Figure 3.2). For example, assume we have 3D-scanned two busts and our capture
software has generated the 3D coordinates for the point clouds so that the LCS of each object
lies at the centre of the two heads. If we load both models for previewing in our software,
the two shapes will overlap, as their coordinates have been independently established using
the same object-centric reference system. When they are loaded, (0, 0, 0) is also assumed to
be the overall coordinate system of the application, i.e. the WCS. Now, in order to be able
to visualize them properly, we need to move at least one of the two busts so that they do
not overlap. This offset (translation) that we apply to one object is one of the fundamental
geometric transformations and moves the LCS of this model along with all its individual point
coordinates so that the LCS of this bust does not coincide with the WCS any more. The object
has now two different coordinate representations: one with respect to its local reference frame
(LCS) and one with respect to the global system (WCS).
A collection of geometric objects comprise the input scene. In order to individually manipulate the input shapes or handle a subset of them in a hierarchical manner it is also necessary to
introduce a scene graph topology, which also encapsulates the appropriate coordinate system
of geometric transformations.
Let us now add a virtual camera to this set, i.e. an observation point in space looking
towards a particular direction (the ”eye” in Figure 3.2). This reference frame represents the
user and therefore any coordinates of vertices expressed with respect to it are ”ego-centric”,
in the sense that they express where shapes appear from our point of view. If we move the
camera right, i.e. along the X axis of the Eye Coordinate System (ECS) or View Coordinate
System, in our ”eyes”, the world appears to be moving to the left, as the relative position of
the the ECS and WCS change. This is a characteristic duality between transforming the objects
and transforming the coordinate system: applying a forward geometric transformation to the
coordinate system (here moving the camera to the right) and living the shapes stationary
has the same effect as inversely transforming the shapes (here moving them to the left) and
keeping the coordinate system still.
The main operations that we perform on entire shapes in order to modify them and
arrange them on the plane or in the three-dimensional space are called geometric transformations.The three most basic transformations are translation, i.e. moving an object along a
vector, rotation of a shape around a vector passing through the origin and scaling of its coordinates isotropically (uniformly) or with a different scaling factor in each dimension. Figure 3.3
illustrates these basic operations. When applying a geometric transformation, each vertex of
a 3D shape is modified according to the same operator. The geometric transformations are
always reversible. For example, if we rotate a shape clockwise on the plane, we can always
rotate it counterclockwise by the same angle to restore its original pose. Transformations can
be composed to form larger sequences of operations to perform more complex manipulations
of shapes. Please note that geometric transformations are not commutative, i.e. the sequence
of the operations matters and changing it produces different results, in general.
In computer graphics, transformations are expressed in matrix form and sequences of transformations are typically compacted (pre-multiplied) and accessed through the various processing stages (see below) to efficiently change the coordinates of multiple coordinates.
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Figure 3.3: Common geometric transformations in 3D space.

3.2

The Rasterization Pipeline

We have already introduced the rasterization pipeline as an abstract rendering method
in Section 1.3.1. Since this is the underline framework of the algorithm proposed in chapters
to come it is necessary to analytically explain the stages it is composed of as well as the
mapping to the current hardware. In general, the rasterization pipeline consist of six distinct and
serially dependant stages. Each stage has a unique role during the rendering process and it is
implemented almost entirely in hardware level in order to be highly parallel on modern graphics
processor units (GPUs). The work payload handled by each stage is completely scheduled by
the underline GPU vendor and as a result, the application level must solely handle the data
transfer routes as well as the routine to be executed in each stage. It is worth noting that
despite the design goals of this pipeline, every stage is completely transparent with regard to
the application’s purposes, i.e the pipeline is completely unaware of the actual representation of
data and the purpose of their process. With that being said, we start off by briefly explaining
the transformation route of objects during the rasterization pipeline execution, we further
continue with analyzing the interaction between the host application and the low level pipeline
and finally, we will explain the internals and goals of each individual stage. Nevertheless, the
interested reader may refer to an excellent book by Akenine-Mller et.al [AMHH18] for real-time
rendering with a comprehensive analysis on the matter.
Object transformations
Primitives undergo a series of transformations until they are projected onto the image.
We have already discussed in Section 3.1 the necessity of a global coordinate system for the
scene as a whole and how relative geometric transformations help compose a 3D environment
according to our needs. Moreover, since the rendering process is usually user-centered, in order
to properly render the objects that are ”in view” in front of the user, everything is transformed
into view space. For the rasterization, this is an essential operations because a) it provides
a simple means to sort coordinates (compare their z coordinate directly) and b) extremely
simplifies other operations too, like clipping and the generation of samples on the primitives.
Following that, we have to define the extents of the visible frustum in which the primitives
will be projected. Essentially, a frustum will be constructed by six intersecting planes that
constitute a convex volume also defined as clip space. By normalizing the frustum bound
intervals we retrieve the normalized coordinate space. This space is useful in order to
resolve objects that completely or partially fall within this volume and will be projected onto
the image plane defined by the user. The rest of the geometry is clipped to the normalized
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Rasterization Pipeline
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Primitive
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Geometry
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Per-Sample
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Figure 3.4: Illustration of the OpenGL rasterization pipeline. Yellow and blue rectangles denote
fixed and programmable stages respectively, while dotted rectangles represent optional stages of the
pipeline. (Image from: [Var16])

frustum boundaries and discarded prior to projection. Two common strategies are available in
order to accomplish the aforementioned projection, orthographic and perspective which both of
them are already discussed in Section 2.5. Finally, it should be noted that a common definition
for the image plane of projection in this field is the screen space 1 .
Programmable Stages
Rasterization pipeline stages operate in a parallel environment and every instruction and
memory transaction is entirely scheduled and handled by the GPU vendor in an independent
and opaque manner. We operate on this pipeline by defining programs defined as shaders,
each shader workload is subdivided and executed in parallel in the GPU processors. Programs
that instruct the pipeline are written in some high level language like GLSL or HLSL and they
define the flow of data from one stage to the next. Each shader internally, describes the set
of operations that will be executed in a particular stage and is restricted to intervene solely in
the specified stage that it is bound.
Vertex Stage
This is the first programmable stage of the pipeline. The main objective of this stage is to
retrieve the vertices of the primitives along with their corresponding attributes such as normals,
colors, texture coordinates and others. Usual routines that take place in this shader, are affine
transformation manipulations that are applied to the vertices of an input primitive. The output
of this program expects vertices already transformed to clip space. An important constraint
for this phase is that it cannot ignore or destroy any of the input geometry and additionally
cannot intervene into the vertex process of any other primitive. This last restriction, effectively
enables GPU to highly parallelize this routine. Last but not least, it is worth noting that
despite being the initial stage of the pipeline, some primitive manipulations are still happening
to the input geometry before this, which are opaque and non-programmable. These refer to
primitive preprocessing done to vertices in case of indirect primitive definition via shared vertex
indexing (with an additional index buffer) or the presence of instancing calculations, which
replicate geometric parts without sending the additional geometric data again to the graphics
subsystem.
1

Although this naming can be misleading, since ”screen” space normally encompasses the physical extents
of a display, but here we are referring to the extends of an effective rendering area.
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Tessellation Stage
Rendering curved or smooth surfaces may require an excessive number of vertices in order
to visualize a detailed result. As a consequence, bottlenecks arise with data transfers that must
be issued between the host and the device. For this reason, a tessellation stage is supported in
the current pipeline in order to control the level of detail for each object and minimize overall
memory traffic. Programming this stage requires three individual steps, first define the degree
of tessellation to be applied to a given primitive (patch), second apply the actual subdivisions
and third, evaluate the interpolated attributes for the newly generated vertices. It is worth
noting that this is an optional stage since there is only certain occasions that this is a useful
operation, such as hair rendering [YT10] or detailed surface extrusion visualization.
Geometry Stage
This is also an optional programmable stage of the pipeline. Similar to the previous one,
it handles primitive manipulation and generation (augmentation). In contrast to the previous
stage, geometry programs can generate primitives of different type from the ones given as
input, (e.g converts input points to output triangles). On top of that, it can essentially discard
geometry in contrast to vertex programs and also output primitives to individual streams or
viewports. Another useful trait is that it can perform the same geometric transformations as
the vertex stage, but with the complete knowledge of the vertices of the entire primitive instead
of a single, isolated vertex. On the downside of this stage, augmenting geometry might have
a severe impact in performance due to guarantees that need to be made from the primitive
assembler of the pipeline.
Post-processing and Primitive Assembling Stage
As soon as the previous stages are completed, primitives have to undergo a post-processing
phase. A common operation that is executed during the aforementioned phase is to test primitives against the input view frustum and clip them accordingly as an optimization to reduce
redundant calculations but also to avoid invalid projections that can be catastrophic during
interpolation. If a primitive is partially captured by the frustum, it is internally subdivided into
smaller primitives of the same type. Next, the primitive assembler is initialized and decides if a
primitive has to be clipped, based on its winding order (Section 2.4.3), this effectively discards
unnecessary primitives that are faced backwards to the viewing direction.
Fragment Stage
At this point, every primitive processing stage is completed and the remaining primitives
must be sampled onto the image plane. For each consecutive primitive, the rasterizer calculates
the pixel area that it is occupied and for each such pixel a fragment is sampled (usually at
the center of the pixel) and triggered. Every generated fragment is then forwarded to the last
programmable stage of the rasterizer in an asynchronous manner. The shader that processes
the fragments as a single pixel coordinate will directly write to an output buffer depending on
the task. Common calculations that are computed at this step are with respect to the final pixel
color or the sampled depth value. It is important to note that for a typical scene and image
buffer resolution, millions of fragment records are generated and forwarded for shading in this
stage. Furthermore, the computations required for determining the corresponding output color
of each fragment are typically the heaviest, both in terms of algorithmic and mathematical
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operations complexity and memory access requirements. Heavy surface texturing and shading
calculations are the bare minimum set of tasks designated to the fragment shading stage.
Merging Stage
This stage of the pipeline is more of a configurable rather than programmable one. It takes
place after the fragment emission and operated as a filter over the values to be written in the
destination buffer. Common operations in this stage are blending operators over the image
buffer (e.g max or min or linear interpolation functions), scissor tests that enable certain
rectangular regions of pixels on the final buffer to be updated as well as stencil tests that
apply bit masks in order to discard certain coordinates.
Compute Stage
The GPU can be extended to efficiently process arbitrary data in a stable and parallel
manner beyond the graphics pipeline. This fires a plethora of algorithms that exploit the prior
property to enhance their performance like particle simulations or even sorting procedures.
For this reason, a compute stage was introduced that acts independently from the graphics
pipeline but directly exploits the part of the hardware that is dedicated for this reason. Unlike
the aforementioned stages, a compute stage does not expect any kind of input or is obligated
to be bound to any particular output stream. In addition, the host can have full control over
the thread workload, by defining explicitly the size of a work group and the number of the
work groups to be dispatched. This versatility is very important since certain algorithms can
overcome occupancy overheads by assigning a proper number of dispatched threads based on
the task at hand. Furthermore, the fact that a work group is internally synchronized and its
memory pool is shared, effectively enables the host to avoid redundant lock steps in certain
scenarios.

3.3

Basic Ray Tracing

An introductory discussion was already contacted about ray tracing as a rendering method
in Section 1.3.1, where we explained how a typical ray tracing engine runs in two distinct
phases, the construction phase and the traversal one. A basic approach in order to implement
these two stages would first suggest to store every input primitive into a single array, the
primitive buffer, along with their attributes as well as the referenced materials. Then, ray
generation from the view origin initializes the second stage. Using Equation 2.12, we can
test for intersections (mutual solution over t) between a ray and a primitive of any kind.
Furthermore, since this is an image order rendering method, constructed rays for the initial
bounce, has to be traced for each pixel separately, calculating the normalized direction from
the view origin and initialize the tracing phase. The prior stage suggests a simple algorithmic
approach. A dual nested loop, for each ray test every primitive present in the primitive buffer
for a potential intersection. For each successful intersection memorize the minimum t value
and the primitive found. In the end of this loop, process the actual primitive and evaluate the
shading information for this pixel.
A common application in order to grasp the concept of tracing is the process of direct
illumination. Given that the construction is finished, for each pixel in the image plane, a ray
is generated emanating from the camera center of projection and routed, usually in the worldspace (global) coordinate system, through the given scene. If during this ray traversal operation
one or more intersections (hits) of the ray and the geometry elements of the scene are found,
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Figure 3.5: Illustrative example of an image-driven ray tracing pipeline. (Image from: [Var16])

the closest-to-origin hit is retained and used as the location visible to the camera. Now this
point needs to be assigned an outgoing illumination value, as perceived and captured by the
camera for the pixel the ray was traced from. To do this, two things must be taken into account;
first, the illumination from the scene’s light sources reaching the hit point must be discovered
and second, the interaction of this incident illumination with the object’s surface body and the
resulting outgoing illumination towards the camera must be evaluated, according to material
properties and the mathematical model that governs the interplay of light and surface/medium.
For the first, every light source of the scene is queried with secondary rays starting from
the hit location. These special rays that track the visibility of the light source(s) from a given
location in space are called shadow rays. If locations on a portion of the light emitting surface
of a light source can be traced from the shaded point, then this part of the light source (or
its entirety) contributes with light on the shaded location, otherwise the exitant energy is
blocked by some other, occluding geometry and the shaded point is in shadow. Finally, the
aforementioned shading information is stored into the pixel referenced by the ray origin in
order to visualize the result. This procedure will complete a frame round and is illustrated in
Figure 3.5.
It is evident that this process is linear in the number of primitives which immediately
becomes problematic for a vast amount of primitives. This simple observation has triggered
a substantial amount of work in order to improve the complexity order which we will further
study in the next sections.

3.4

Accelerating Ray Tracing

An important factor in order to deliver high performance and scalable ray tracing frameworks is the underlying architecture of the acceleration data structure (ADS). The presence
of this mechanism is inevitable, when we face virtual environments consisting of many primitives for the sole reason that redundant primitive intersection checks must be avoided at any
cost. The naive approach becomes practically intractable even for medium-sized virtual worlds.
For this matter, a substantial amount of research has been conducted in the past two decades,
in order to significantly reduce the expected complexity and actual computational cost of ray
traversal. Many of the key algorithmic ideas were adopted from the pure algorithmic aspect of
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data structures. Yet, the complex nature of this problem, demands great effort on optimizing
the process both on software and hardware level, simultaneously. Unfortunately, not all of this
great work will be explored here, but the interested reader may refer to several books covering
data structures such as [Eri04] and [CLRS09] as well as a comprehensive survey regarding data
structures in animated environments by Wald et al. [WMG+ 07].
This said, the main objective of an ADS algorithm, is to partition the primitive set into
subgroups, as optimal as possible, in order to optimize ray queries as well as construction
time. There is a clear trade-off between the two objectives and depending on the application,
an appropriate decision must be taken. In order to address these issues, ADS algorithms are
subdivided in two broad categories. Data structures that are based on spatial and object subdivisions. Roughly speaking, spatial subdivision strategies are attempting to split the scene space
into polyhedrons. Rays that intersect theses regions can then access the primitives that overlap
them. In contrast, object subdivision strategies partition the objects of the scene themselves
into smaller groups, regardless of spatial overlap. Rays that intersect the parent object are then
refined into lower levels recursively. It is clear that each strategy is the dual problem of the
other one and certainly, a hybrid implementation of both is possible depending on the problem
at hand. Though, there is no theoretical nor practical proof in order to universally accept one
over the other.

3.4.1

Spatial Partitioning Hierarchies

Partitioning space into sub-regions is an obvious optimization to drastically reduce the
number of primitive tests as a certain ray is propagated through a scene. This section will
briefly explore two major contributions in the field of spatial partitioning, grids and tree-based
data structures.
Grid Partitioning
We start with the subdivision of space along all three dimensions into cells of equal size,
forming a regular grid. This approach was first presented by Fujimoto et al. [FTI88] (see
Figure 3.6, top left). Each cell of a constructed grid stores primitives that fall inside its
bounds. After the grid processing, non-empty partitions that intersect a ray’s extent are queried
for potential intersections against the primitives they hold. This simple but quite efficient
idea requires several considerations to be taken into account in order to produce the desired
performance. The main issue is related to the cell size itself. Naively setting the grid size might
result in the granularity being too fine or too coarse or even both at the same time in different
locations of the scene, with respect to the given geometry.
When dealing with objects that greatly vary in size and primitive count, the performance of
a single, flat grid will suffer during traversal. This is because the uniform granularity typically
leads to either stepping through too many spatial partitions, that may even be empty or
contain too few primitives, or conversely, be forced to iterate through a long list of primitives
that happened to densely populate them. For this reason, recursive, hierarchical grids were
introduced by Jevans and Wyvill [JW89] to address this issue (see Figure 3.6, top right). By
stacking several grids of incremental cell sizes will allow objects that span several cells to be
assigned into lower finer levels and reduce overall traversal overhead. Nevertheless, potential
object collisions against a ray, are resolved at nodes that are classified as leaves.
More complex techniques based on hierarchical grids were also developed in an effort to
handle arbitrary geometry more efficiently. An example alternative, is the contribution of Cazals
et al. [CDP95] (see Figure 3.6, bottom right), where they first constructed layers of objects
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Figure 3.6: An illustration of four spatial partitioning schemes in a 2D paradigm. Top left, a single
regular grid that uniformly subdivides space in both axis. Top right, a hierarchical grid that uniformly
subdivides space on multiple uniform grids of incremental size. Bottom left, an adaptive grid that
hierarchically subdivides space based on irregular grids of varying sizes. Last, bottom right, a cluster
grid that hierarchically subdivides space on uniform grids of equal size.

with similar size and then clustered them along the spatial domain. Finally, they constructed
a uniform grid for each layer which stores pointers to the assigned clusters. Closely related
to the aforementioned approach, Klimaszewski and Sederberg [KS97] (see Figure 3.6, bottom
left) introduced adaptive grids. The intuition of their approach is to construct a hierarchy
of uniform grids solely for the non empty levels in order to accelerate ray traversal. This was
accomplished by subsequently merging bounding boxes of objects based on either the primitive
population or the box surface. After the merging phase, uniform grids were constructed for
the remaining bounding boxes based upon their surfaces.
Finally, traversing a grid partitioning scheme is similar to a line-drawing algorithm. However,
in this context, algorithms that enforce the 6-connectivity property (assuming a 3D grid)
should only be applied in order to be as conservative as possible such as they do not falsely skip
primitive intersections. By demanding a 6-connectivity property among independent volumes
of a grid, we explicitly require that ray propagation routine will only trigger subsequent volume
queries by stepping towards a single major axis at a time. A popular technique for this task was
introduced by Amanatides and Woo [AW87]. Roughly speaking, the aforementioned algorithm
chooses a stepping direction in each iteration, towards the axis that is closer to the current
position of a ray.
Trees
An alternative subdivision strategy, considers tree-based data structures. Most common
hierarchies of that type are quadtrees from Finkel and Bentley [FB74] and a direct extension
of them, octrees. As the name suggests, they form a tree hierarchy where each parent node
is succeeded by four or eight children respectively. Trees of that type are usually constructed
in a top down manner, starting from the root which holds the bounding box of the scene and
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Figure 3.7: An illustration of four tree-based spatial partitioning schemes. First, a quad tree recursively
subdivides space with a median split across (x,y) axis. Second, an oct tree extends the quad tree
routine to 3D space. Forth, a KD tree irregularly subdivides space across a single axis in each level.
Fifth, a BSP tree recursively partitions space by defining planes of arbitrary position and orientation.

recursively partitions space in uniform sub-spaces in every major axis. Recursion stops until
a stopping criterion is met, such as maximum depth or maximum primitives at that branch
leaf. It is apparent that the constructed tree is not necessarily balanced. As a more abstract
extension to the previous approach, k-d trees were introduced by Bentley [Ben75]. Similar
to the prior trees, axis-aligned subdivisions are enforced but in sharp contrast to quadtrees, a
single axis is chosen per level, based on some user-defined heuristic. Finally, a generalization
to all previous structures is the binary space partitioning (BSP) tree, first introduced by
Fuchs el al. [FKN80]. BSP trees are distinguished from prior approaches due to their versatile division strategy. During construction and for each node, a splitting plane is decided
with an arbitrary orientation and position and consequently the scene’s bounding box is subdivided into polyhedra. The resulting partitioning performs very well for object queries in static
environments.
During the traversal stage, iterating the aforementioned trees requires a simple algorithmic
approach of a stack-based traversal. For each level of the tree, nodes that successfully intersect
the ray extends are processed in an increasing order along the ray. Though, there exist more
sophisticated approaches for certain types of trees such as k-d trees that traverse nodes in a
stack less manner [PGSS07].
This considered, tree partitioning posses a similar approach to spatial partitioning schemes
yet they are relatively different to hierarchical grids. Despite that these trees also suffer from
primitives overlaps, they can be numerically more stable during the traversal phase unlike
grids. Furthermore, octrees require careful design in order to be competitive to hierarchical
grids since unnecessary subdivisions may exhaustively subdivide space which in return arise
traversal overheads. This is usually mitigated with compression schemes. Finally, it is evident
that more advanced mechanisms such as kd-trees and BSP trees can overcome the prior
problem since adaptive splitting come become a much more efficient approach for complex
scenes.

3.4.2

Bounding Volume Hierarchies

In sharp contrast to the aforementioned approaches, bounding volume hierarchies (BVH)
guarantee no primitive overlaps, effectively reducing redundant test, but allow partition collisions. The root node, which encloses the bounding volume of the world, divides the space
recursively in smaller and tighter bounding boxes based on some heuristic until the leaves (see
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Figure 3.8: An illustration of a bounding volume hierarchy. Primitives are recursively subdivided based
on their boudning boxes until there are at most two primitives per node.

Figure 3.8). The actual representation of a BVH is quite similar to a binary tree structure and
the construction algorithm can usually, under certain assumptions, been implemented on either
top-down or agglomerative manner. In addition, BVH trades execution time during building
in order to construct near optimal traversal trees for faster and numerically more stable ray
intersection tests.
On the downside of this approach, a naively splitting between the nodes will not suffice to
even be comparable to previous approaches. For that reason, one or more characteristics should
be present after the completion of the tree. Among the most vital ones is the minimization
of the total amount of overlap among the bounding volumes as well as the balance as a
quality measurement among the contents of the tree. Last but not least, as a consequence
to the prior property, great attention should be paid in higher levels of the hierarchy. This
is an important factor, since a successful intersection of a branch on higher levels of a tree
will most likely remove more objects for further tests, unlike deeper nodes in the hierarchy. In
order to address the aforementioned issues, considerable work is done to derive cost functions
that improve overall quality. It is now appropriate to introduce the fundamental cost function,
which serves as a guideline during the construction, the surface area heuristic (SAH) derived
by MacDonald and Booth [MB90].

Ctree = Ci

∑ A(i)
∑ A(l)
∑ A(l)
+ Cl
+ Ct
N (l)
A(root)
A(root)
A(root)
i∈I
l∈L
l∈L

(3.1)

where Ctree accounts for the total cost inherited from the final tree structure. The Ci
constant, indicates the cost of traversing an arbitrary internal node of the tree, the Cl constant
is the cost of a leaf node and finally, Ct indicates the cost of intersecting a primitive inside
the leaf. There is not a universal accepted constant to initialize them but there are usually lie
within range zero to two. The fractional parts inside each sum are the optimization variables
and A is a function of area for each node in query. Practically, they measure the probability
that a given node will be intersected given the parent node is intersected. This is true only
under the assumption that the volumes are both convex. Finally, N (l) denotes the total
number of primitives referenced in that node. It is apparent from Equation 3.1 that a brute
force search in order to minimize this cost for enormous scenes will cause a combinatorial
explosion. Nonetheless, it has proven in the same paper that the optimal cut in order to
minimize Equation 3.1, is guaranteed to exist in between the spatial and the object median.
Finally, the traversal phase in a BVH structure will also require extra attention. Treating the
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hierarchy as an ordinary tree, would suggest a simple stack-based traversal. Despite that the
prior approach is algorithmically correct, more efficient methods exist in an attempt to reduce
memory traffic. For this matter, the interested read may refer to contributions of Binder and
Keller [BK16] and Ylitie et al. [YKL17].

3.4.3

Additional Considerations

Beyond the pure algorithmic aspects, as already noted, there are several considerations
to be taken in order to deliver ray tracing systems with real-time performance due to the
limitations of the existing hardware. This said, revising a unified solution that handles both
arbitrary geometry as well as arbitrary distribution of rays simultaneously at the maximum
possible performance is intractable. Nevertheless, relaxation on either of the constraints based
on observations that are derived form the task to execute, has shown significant results towards
performance acceleration.
For instance, there are several scenarios in which the process of certain environments
require a trade off between construction and ray tracing time. The need of a less sophisticated
approach during building might considerably improve performance in the expense of little
ray traversal overhead. This is apparent, in scenes with simplistic distribution of objects and
environments that rapidly change from frame to frame or do not require a high quality lighting
simulation. A direct counter-example to this, might be a static scene in which a very complex
and uneven distribution of primitives is present, while at the same time the simulation must be
as accurate as possible. Then an expensive pre-computation of the final structure is meaningful
at the initial stage of the process to allow the ray traversal to take the maximum advantage
of the constructed ADS for the very costly tracing of rays.
This suggests that a theoretical approach solely based on complexity might not suffice
for the design of an ADS system, since it requires optimization on lower levels. Implementing
specific parts of the algorithm with different approaches, such as lists or static arrays, replacing
object queries with bit level manipulations, apply compression schemes to either stage of the
pipeline or even pre-process and schedule the rays in a batched query, can greatly affect the
overall performance of the system both during building and ray traversal. In an even lower level
of architecture, it is of high importance to design algorithms that are friendly to the platform
they are hosted. Competitive systems must respect memory-coherent access patterns when
they are tasked to handle an enormous amount of data transfers in a few milliseconds. Finally,
utilization should be taken into serious consideration in platforms that are highly optimized to
schedule multiple parallel threads.
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Chapter 4
Related Work
In this chapter, we summarize recent prior art the is related to our field of study. In
Section 4.1, we briefly contact research work that mainly focuses on constructing high quality
BVH acceleration structures along with a state of the art approach specifically targeting for
real-time applications. Then, in Section 4.2, we introduce related work relative to our field of
study.

4.1

High Quality Bounding Volume Hierarchies

A simplistic architecture demonstrated in Section 3.4.2, briefly covers the insights of a
bounding volume structure. Adopting a BVH as the backing ADS for ray tracing has become
more and more popular over the years due to its low memory footprint, high versatility on
refitting due to temporal changes and implicit elimination of several obstacles in ray traversal,
such as empty space skipping. Nevertheless, a wide variety of questions emerges regarding
several aspects of this approach both on theoretical and practical level. Many of these problems
were addressed quite successfully but there is still a lot of ground to be covered until we can
generate high quality BVH trees in the field of real time rendering.
Several approximate methods were proposed to construct a BVH tree by minimizing the
SAH cost. A widely adopted method to tackle this problem is based on binning. This method
was proposed by Wald [Wal07] and the key idea is to uniformly subdivide the spatial domain
after the selection of each major axis and pick the cut with the minimum cost. At this point,
it must be noted that the SAH cost is an approximate estimator of the global tree cost,
and therefore provides no actual bound to the performance oft he resulting tree. This implies
that even if we reach a global SAH cost minimum, in some edge cases, this will not be the
best possible topology. The interested reader may refer to an excellent analysis by Aila et
al. [AKL13].
Even though the SAH minimization is of great importance, construction remains an issue
to be addressed. For this matter, Lauterbach et al. [LGS+ 09] converted the initial problem to
an equivalent sorting problem based on z-order curve. Which was further accelerated and fully
pararellized by Karras and Tero [Kar12]. A major drawback of the aforementioned method
is that the quality of the final tree is in some cases unacceptable since the SAH function
is not taken into consideration. For this reason, HLBVH was proposed by Pantaleoni and
Luebke [PL10]. A hybrid implementation that utilizes the highly parallel nature of an LBVH
with the current hardware for the lower and expensive parts of the scene, that is, some fraction
of the least significant bits of the primitive representation in morton code. Then, exploit the
primitive clusters exported from the prior process, to apply a full SAH builder for the final
tree. Which is effectively the higher nodes of the hierarchy that induce the higher cost due to
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overlapping volumes.
Another aspect of optimization was approached by Kopta et al. [KIS+ 12]. In order to
improve the cost of a tree after the construction is completed, they suggested a general
framework that processes the tree topology on the fly. Specifically, they attempt to reorganize
the internal nodes by rotating the subtrees such as the overall cost is further minimized. The
main weakness of this rotation strategy is that it is prone to getting stuck in local optimum
and as a result, more sophisticated (and more computationally intensive methods) should be
implemented, which makes the specific algorithm impractical.
An additional consideration in order to design a high-quality BVH is associated with the
tessellation factor of the given scene. The main observation is that unevenly sized and usually
large triangles can have a negative impact in the overall construction process. The issue lies
within the SAH cost function, which clearly states that the cost of a hierarchy is evaluated
under the assumption that primitive overlap is not present. Among a wide variety of proposed
solutions to the aforementioned problem, the variant of Stich el al. [SFD09] (SBVH), is considered to be the most interesting and promising by embedding to the regular BVH construction
algorithm a branching function, which selects the best split between a spatial and an object
cut for each node.
A widely adopted solution for interactive frame rates based on BVH architecture is proposed
by Karras and Aila [KA13]. The BVH variant named as TrBVH aims for industrial purposes
such as architectural design and film rendering. Under certain 3D environment conditions, it is
considered to be the gold standard solution. The novel architecture of TrBVH consists of four
major stages to produce the final output tree. The first phase consists of an optional triangle
splitting procedure over the input geometry in order to minimize node overlap. In the second
phase, a prototype BVH is constructed using the Karras [Kar12] approach. In the third phase,
the tree undergoes refinement for k rounds. In each round, the algorithm explores the current
topology and attempts to form in parallel, a sequence of m none-overlapping subtrees called
treelets of equal size n starting from the leaves. For each treelet, a dynamic programming
approach is enforced to find a valid structure that has the optimal SAH cost. Then, the treelet
is stored back to the final tree. Finally, during the last phase, several levels of the tree are
collapsed into a single leaf such as the SAH cost is further minimized. Of course, each of these
steps must be tailored for the current platform such as the thread workload with respect to
coherence and occupancy is maximal.

4.2

Image-space Ray Tracing

Over the course of years, substantial research has also been done towards accelerating ray
tracing using rasterization, or in the very least, use elements of ray tracing in rasterizationbased graphics engines. Numerous novel data structures for rasterization-based purposes were
adopted and refined in order to be suitable as ADSs for ray intersection queries in arbitrary
virtual worlds.
Generally speaking, an image-space algorithm stands as a unique category alongside
spatial and object subdivisions. Yet, it is more closely related to spatial strategies due to
the accumulation of samples upon a regular grid, the screen space. Image-based techniques
attempt to bridge the gap between ray tracing and rasterizetion pipelines and it is still an
area of active research due to the low-level design of the rasterizer as well as the existence of
several applications that take direct benefit from it such as game graphics. In the next few
sections we will briefly explore notable contributions of rasterization-based data structures,
their extension and exploitation in the ray tracing domain as well as image-based ray traversal
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routines in order to infer potential intersections.

4.2.1

Image-based Data Structures

Figure 4.1: Left, a single layer screen space traversal fails to properly intersect geometry since the
rays reflected from the mirror report false intersections. Right, the actual representation of the scene
when fully traced with multiple bounces.

Image-based structures are specialized in capturing view-dependant geometry representation. Particularly, they are highly optimized to effectively perform various single layer tasks.
We thus define a layer in this context, as the set of fragments that are positioned in the same
index across the image domain (see Figure 4.2. Among many popular algorithms, a characteristic example is the shadow mapping technique [Wil78], where a Z-buffer is constructed and
captures the nearest to the light source’s viewpoint depth value for each rasterized primitive in
screen space. This will effectively construct a single layer of depth information. By embedding
additional surface information on a single layer, like color and normals, with respect to the geometry already captured, a Z-buffer is extended to a G-buffer and several illumination effects
can be simulated. An example of such task is an approximate indirect illumination according
to Dachsbacher and Stamminger [DS05]. Another popular technique that exploits a single
layer of depth is screen-space ray tracing. By incorporating a line drawing algorithm we can
progressively march a ray onto the image plane and check for potential intersections using the
depth values recorded via scene rasterization as the geometry representation to intersect the
ray against. A step-wise ray sample whose signed z distance from the corresponding z-buffer
value switches sign, is considered a ray hit. We can retrieve the associate primitive relative to
that fragment sample and compute illumination effects at that point. Despite the efficiency
offered from the this method, it is apparent that a single layer will not suffice for accurate
intersections, since the content of the z-buffer only constitute a depth (height) field, which
carries no geometric information about hidden geometry behind the closest recorded depth.
Clearly, such a representation cannot handle rays that should normally pass behind visible
surfaces to strike another part of the scene, as they would erroneously intersect the z-buffer
at the visible samples. This behavior is demonstrated in Figure 4.1. The aforementioned issue
spurred the development of a plethora of multi-layer approaches as we will further see in the
next few paragraphs.
Since the rasterization pipeline is capable of synchronized memory accesses, Yand et
al. [YHGT10] proposed a variant of the original linked-list implementation tailored to GPU
architectures (see Figure 4.3). By exploiting this primitive data structure, multi-layer algorithms will then be introduced but at the expense of extra computational cost and memory
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Figure 4.2: Fragment samples (yellow and green) generated relative to the view point (blue). Single
layer techniques will only account for the first layer (yellow) while the rest of the samples will be
discarded. (Image from: [Var16]).
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Figure 4.3: Multifragment rendering using per-pixel linked-lists. The address of the starting (head)
node of each per-pixel list (red rectangles) is stored in the Head buffer, while the list connectivity
and data information for all captured fragments is stored in the Node buffer. For each pixel, traversal
is trivially accomplished by (i) fetching the head node and (ii) employing the next pointers stored
within each node. (Image from: [Var16]).

requirements. Notable contributions are unbounded algorithms like A-buffer [Car84] that is
able to store every layer captured, as well as bounded algorithms like the K-buffer [MCTB12],
which uses a fixed range of layers and ignores the rest. The typical policy for such a bounded
buffer is to store the first K-occurring fragments on a pixel, but other policies can and have
been devised as well. Nevertheless, as already noted in Section 3.2, fragments are emitted
in a non-synchronized manner, as a consequence records are stored into the ADS in a non
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predictable order. This requires additional computations in order to maintain an ordered set of
depth samples across the ADS layers. Nevertheless, several variants of these approaches have
achieved significant results in order to suppress the performance penalties introduced.

4.2.2

Rasterization-based Ray Tracing

By exploiting several variants of the prior data structures, successful efforts have been make
towards rasterization-based ray tracing, by introducing numerous novel ADS architectures,
both approximate and accurate. Mara et al. [MMNL16] first introduced the concept of deep
geometry buffers (G-buffers) in order to simulate light flow in a virtual scene. The ADS
proposed, constructed a single view, dual layer buffer, which held the attributes of the geometry
for further processing. Despite the inaccurate image-space tracing procedure, it was welloptimized during construction, which automatically made it a suitable choice for interactive
illumination effects that are not very sensitive to tracing quality.
Additionally, a hybrid implementation was proposed by Ganestam and Doggett [GD15]
where a BVH structure was incorporated for close-to-camera geometry and the G-buffer-based
ray tracing captured reflection and refraction effects further away.
An alternative approximate ray tracing technique was proposed by Widmet et al. [WPS+ 15],
based on a novel ADS which forms a quad tree over the planar projection of two depth layers
with a K-buffer backbone structure. Aside from the efficient demonstration of empty space
skipping, they further enhanced the ray traversal routine by implementing bit manipulations
to effectively query ancestors and successors of the hierarchy. Finally, they argued that careful
lossy compression of depth planes can further trade performance over accuracy.
Another approximate technique, which is based on the A-buffer algorithm in conjunction
with uniform grids was proposed by Hu et al. [HHZ+ 14]. Their algorithm constructs a uniform
grid by orthogonally projecting the scene’s geometry to all three major axes. Records of emitted
fragments are stored in an A-buffer’s linked-lists. During the ray traversal step, the 3D uniform
grid is queried and if a non empty voxel is found, A-buffers are searched successively in a
2D ray marching manner. Thus, a complete rasterization-based framework was introduced for
general purpose ray tracing.
Furthermore, Vardis et al. [VVP16b] demonstrated a generic multi-layer multi-view approach that does not require additional data structures and is capable of performing well in
complex and animated environments. It builds a cube-shaped frustum based on six perspective
views, each one having an A-buffer backed by double linked lists, and storing a subspace of
the scene, accordingly. This enabled them to fully trace arbitrary environments with minimum
memory footprint as well as build times in contrast to accurate ray tracers, while at the same
time alleviating several disadvantages of prior methods such as bounded depth layers and non
bidirectional depth traversal schemes.
In sharp contrast to the previous approaches, there exist in the literature accurate ray
tracing techniques that were implemented solely under the rasterization pipeline. A proposed
implementation was derived by Zirr et al. [ZRD13] where they demonstrated a three phase
algorithm that exploits the high parallelization of the pipeline. Initially, a binary uniform grid is
constructed over the geometry. Then, they iteratively rendered segments of rays, marking the
voxels that are occupied by rays and primitives at the same time and then applying an additional
geometry test to resolve the intersections. Despite of its simplicity, it required an undetermined
number of geometry passes and was limited to single-bounce indirect illumination.
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Figure 4.4: Example of screen-space ray tracing, where the ray is directed towards the hill at the top
left. Left: 3D ray marching. A ray is incremented in fixed-size object-space increments and tested for
intersections only at these locations (green pixels). Middle: 2D ray marching. The ray is incremented
in pixel-space increments, avoiding incorrect hits due to under-sampling artifacts. Right: Hierarchical
2D ray marching. The ray is sampled hierarchically, reaching the intersection location in fewer steps.
The colored rectangles indicate intersection queries against different mip levels of the hierarchical
depth buffer. (Image from: [Var16]).

4.2.3

Image-based Ray Traversal

Since the entries of the underline ADS are usually constructed as per-pixel linked lists in
screen space, ray traversal is naturally parameterized upon the image plane. Several methods
have been proposed for such tasks depending on the required quality as well as computation
complexity and memory footprint. A popular method in game industry, is the object-space
linear ray marching method as described by Sousa et al.[Eng12]. To identify a hit, a ray’s
position in 3D space is incremented in fixed-size step for a bounded distance. At each step
the current location is projected to screen-space and evaluated for potential hits with the
underline ADS. Despite its simplicity the prior method suffers from two major drawbacks : (i)
since samples are taken in object-space over sampling is possible by projecting continuously
to the same pixel and (ii) performing constant number of steps is prone to reporting false
intersection reports. Furthermore, McGuire and Mara [MM14] proposed an efficient 2D digital
differential analyzer (DDA) in order to traverse a ray in screen space. Despite the inaccurate
pixel traversal, they were able to effectively demonstrate accurate per pixel ray’s depth bounds
extends by clipping a line segment across the pixel boundaries. Additionally, screen space
traversal can be further optimized to operate in a logarithmic order in the ray’s footprint
extend. This was essentially demonstrated by Uludag [Ulu14] that used the mip-mapped Zbuffer of a single layer to hierarchically traverse rays upon the image plane. The intuition was
to test rays against the values contained in the mip hierarchy, instead of only the high-detail
depth buffer. Then during the traversal phase, if a depth plane is intersected, a ray is refined
in lower levels of the mip-map else it progresses into higher ones in order to effectively skip
empty space. An extensive analysis of this algorithm is also featured in Section 5, since our
ray tracing framework heavily relies on this.
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Rasterization-based Ray Tracing
In this chapter we investigate a novel approach to image-space ray tracing ideally suited
for the photorealistic synthesis of fully dynamic environments at interactive frame rates. This
is based on an already published work by Vardis et al. [VVP16a] and it is further modified
and optimized for the exposition of this thesis. This method is entirely designed on the rasterization pipeline and alters the acceleration data structure construction from a per-fragment
to a per-primitive basis in order to accurately trace rays through the virtual world. This is a
crucial feature of our framework and comes in sharp contrast to prior approaches discussed in
Section 4.2. Rasterization ADS methods, which operate in image domain, are prone to poor
sampling of oblique geometry, leading to rays passing between fragments and subsequently reporting false or false-positive intersections. This erroneous behavior is illustrated in Figure 5.1.
As a result, only approximate solutions can be achieved with this ADS construction strategy,
which constitute an undesirable behavior for a generic ray tracing framework. That said, the
adopted framework (DIRT) stands as a state of the art approach for ray tracing in the context
of animated scenes entirely implemented in the rasterization pipeline.
This chapter is organized as follows: Section 5.1 introduces our problem and states our
contributions. Section 5.2 makes an introductory discussion with regard to our framework
architecture. Finally, in Section 5.3 we describe the implementation details of our algorithm.

5.1

Problem statement

As already discussed in Section 1.3.1 ray tracing consists of two broad stages, an ADS
construction step for accelerating ray-object intersection calculations and a ray traversal loop.
We further classified the subdivision strategy of an ADS algorithm in Section 3.4 as spatial
and object based as well as we introduced advantages and disadvantages for both approaches.
Additionally, in Chapter 4, we briefly discussed recent prior art in the literature with regard to
ADS approaches on two widely adopted methods, that is, bounding volume hierarchies and
image-based acceleration data structures.
It is evident from our study that BVH algorithms stand as a suitable approach when
dealing with static or partially evolving environments that require minor refitting changes in
the bounding volume nodes, since they can optimize the subdivision of primitives and directly
minimize the ray traversal cost. This comes with an increased computational cost in order
to construct the hierarchy and as an immediate result, the algorithm is severely bounded
to operate in scenes that re-computation of a near optimal tree is interactively tractable. If
large parts of the environment are dynamically modified or invalidated, re-fitting techniques,
in which the efficient re-calculation of the ADSs is attributed to, are not sufficient, and a
complete re-build of the ADS is required. In trivial environments, with a relatively small number
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Figure 5.1: Rays marching on a rasterization-based ADS fails to detect a hit since fragment descritization (green planes) are sparse sampled. This ill-defined behavior is still present despite a dilation
of samples (orange cube). (Image source: [Var16])

of primitives, this poses no problem. However, in high-detail ones, the re-build time can be
prohibitive for near-realtime performance.
Conversely, rasterization ADS methods, which operate in the image domain are able to
achieve real-time construction times by directly exploiting the existing hardware. While the
construction time constraint is effectively addressed, however, two major issues arise. First,
rasterization-based methods internal data is captured in a view-dependent 2D uniform grid.
This effectively means that a sub-optimal acceleration structure is constructed and further
refinement is required in order to be a competitive alternative to an optimized BVH algorithm.
Second, fragment-based methods result in poor sampling of oblique geometry, leading to rays
passing between fragments and subsequently missing intersections. Nevertheless, the last issue
is effectively avoided in our design.

5.1.1

Our Contribution

In this work, we attempt to further bridge the gap between rasterization-based ADS and
BVH methods by reintroducing and present the work of Vardis et al.[VVP16a] Deffered
Image-based Ray Tracing (DIRT), which stands as a suitable solution for screen-space
ray tracing, able to handle environments with complex geometry in an accurate, memoryand GPU-friendly manner. By adopting their approach, we effectively replace fragment-based
records with primitive-based ones and as a consequence improve: (i) quality since ray triangle
intersections are now accurate, (ii) memory traffic since shading attributes are fetched as a post
process step only for the successfully intersected primitives, (iii) performance since construction
times are reduced and the excessive fragment sorting stage is not required. Finally, we review
the performance of our work against OptiX [PBD+ 10] both on static and animated scenes,
which is widely believed to be the gold standard of ray tracing frameworks for interactive
applications.
Briefly, the main contributions of this work are:
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• A general-purpose ray tracing framework entirely implemented on the rasterization
pipeline.
• An improved version of the tracing framework proposed by Vardis et al.[VVP16a].
Namely, we re-implemented the entire framework in order to improve: (i) performance,
by completely decoupling the internal ADS, acting as a transparent layer between the
application and the device, (ii) robustness, by replacing several routines in order to make
numerically stable ray intersections, (iii) scalability, by minimizing the overall memory
footprint and effectively increase coherency (iv) usability, by exposing minimal overhead
to the application side.
• We propose two alternative approaches for building efficient spatial ADS for image-based
ray tracing.
• We shed more light on the insights of rasterization-based ray tracing by comprehensively
reviewing Vardis et al. work and proposing alternative solutions as well as setting the
challenges ahead for rasterization-based ray tracing.

5.2

Method Description

In contrast to any prior image-based algorithm, our technique exploits both the low-level
design capabilities of the graphics pipeline and serves at the same time as an accurate ray
intersection framework. This means that rays conservatively march across both the image and
the spatial domain and do not falsely skip potential primitive hits. This is accomplished by
using geometric primitives instead of sampled generated fragment data records as part of our
ADS and and as a result analytic tests can be performed. Moreover, constructed depth layers
are irregularly sized in the depth dimension in a bucket-based subdivision, which we will further
analyze in the next chapter. That said, our tracing framework implements the established two
phases of any ray tracing system, i.e. the construction and traversal steps. In the next few
paragraphs we demonstrate a brief overview of our framework along with some introductory
details in order to understand the pipeline in a higher level of abstraction.

5.2.1

Construction

The construction of the ADS captures the geometric information of the entire scene by
rasterazing it in a multiview configuration, depending on the setup. Two main steps comprises this phase. First, the Fill Depth stage (Section 5.3.1) records per-pixel depth extents.
Then, the Hi-Z Construction stage (Section 5.3.1) is deployed to generate mip-maps based
on the previous output layer. This operation enables two optimizations : (i) per pixel uniform
subdivision based on the depth values (Section 5.3.1), in order to skip empty space as well as
redundant primitive tests and (ii) hierarchical screen space ray tracing, which can be exploited
to accelerate ray traversal (Section 5.3.2). Next, the Fill primitives (Section 5.3.1) pass
captures the actual geometric information by storing vertex information along with primitive
indices. Note that in order to accommodate dynamic environments, the construction stage is
repeated for every consecutive frame.

5.2.2

Traversal

The pipeline exposes an array of rays, the ray buffer, with size equal to the requested pool
of rays from the application’s side. The ray buffer contains queries with the necessary meta
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data in order to trigger a single tracing routine. Rays from this buffer, are dispatched in parallel
and each thread iterates in screen space. If a ray intersects the depth intervals, primitives that
are captured, are queried for potential intersections. For each valid intersection, the minimum
distance from the origin is stored along with the primitive’s index in a non-blocking step.

5.2.3

Data structures and Acceleration Techniques

Our approach requires three data structures in total. Specifically, it consists of (i) a depth
bounds texture, storing the per-pixel min-max depth information, (ii) a linked-list structure
storing primitive indices, called the id buffer and (iii) a primitive buffer that stores the
geometry of the scene. Aside from the internal structures, a ray buffer is required which is
already discussed in the previous section.
Unlike object subdivision strategies, a crucial property that requires custom configuration
in spatial ADS approaches is the efficient empty skipping scheme and our framework is no
exception to this. That said, we apply several Z-culling optimizations, in both the image plane
and depth direction and uniform depth subdivision in our primitive based pipeline. The first
is accomplished by adapting Hierarchical-Z (Hi-Z) traversal [Ulu14] into a stackless image
plane traversal algorithm in order to effectively skip empty regions and the second is based
on Vasilakis et al. [VF13] prior work that partitions the per pixel depth intervals in order to
produce a partially sorted primitive representation.

5.2.4

Comparison to Prior Work

In contrast to the proposed framework by Vardis et al. [VVP16a], we completely decouple
the ray tracing framework from the illumination task. Particularly, we replace the shading
structures and encapsulate the necessary meta data about the path event directly into the ray
buffer array. This effectively disassociates shading information from the ray tracing routine and
serve as a generic procedure for general purpose tasks, independent of illumination algorithms.
We further exclude the fetching phase from their algorithm, since now, we require minimal
information to be stored with respect to the path event. We retrieve and update the intersection
event on the fly, during the ray traversal step. We further improve scalability and usability of
the framework, by exposing an array of rays to be filled by the application and requiring
a single trace call that does not intervene with the geometry properties, such as materials
and textures, in order to infer the final result. These effectively reduce memory traffic and
unnecessary operations executed. Both pipelines are illustrated in Figure. 5.2 and a discussion
about the internals of our work in further detail, follows in the next few sections.

5.3

Algorithmic Details

This section is devoted to making an in-depth analysis to every individual component of
our framework. First, we will study the building phase of our algorithm, Section 5.3.1, based
on different settings we used throughout our experiments and then we will further explain two
different algorithmic approaches in order to traverse the constructed ADS, Section 5.3.2.

5.3.1

Build Stage

Our construction stage entirely depends on the rasterizer in order to record the scene’s
primitives. This has a minor implication related to the sampling rate of the rasterizer. Since
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Figure 5.2: A detailed illustration of the underline architecture of DIRT (top row), which is the
framework we base our work on, followed by the restructured architecture of our proposed framework
(bottom row). Image adapted from: [Var16].

fragments triggered for each primitive are not entirely covering the triangle’s surface area,
due to the sampling pattern and rules, a special treatment needs to be taken in advance that
guarantees the conservative rasterization of the triangles. In essence, if a triangle is not sampled conservatively, the triggering of a fragment generation for a particular pixel is controlled
by whether a single pixel sample (usually at the center of the pixel) is contained within the
triangle’s projected area. There are numerous cases however, when the triangle intersects the
footprint of a pixel, while its associate fragment falls outside the mathematical representation
of the triangle (its edge equations). Another degeneracy that needs to be properly treated is
the existence of triangles with zero-area projection, i.e. triangles that are either degenerate
(collapsed to lines or points in 3D space) or are non-degenerate but their projection on screen
is of zero area. This can happen if the triangle’s normal vector is parallel to the image plane.
The latter case must be handled by a ray tracing framework, since not rasterizing such primitives, directly translates to missing potentially large parts of the scene’s intersections. This
is a crucial feature for our tracing engine in order to accurately detect primitive intersections
during the screen space ray marching phase. The difference between regular and conservative
rasterization is illustrated in Figure 5.3.
Fortunately, several approaches are publicly available in the literature [PF05] as well as
GPU driver extensions dedicated for this task, like NVIDIA conservative rasterization flag.
For the exposition of this thesis we used the aforementioned extension shipped for Maxwell
architectures and later in order to minimize performance overheads introduced as well as deploy
a stable and robust framework.
ADS Architecture Overview
Rasterization-based ADS architectures imbued their internal spatial structure through the
fragment generation phase. Consequently, a projection matrix, usually orthographic or perspec43
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Conservative rasterization OFF

Conservative rasterization ON

Figure 5.3: Left, the pixels that were triggered from the rasterizer which inaccurately capture the
boundaries of the projected triangle. Right, an accurate representation of the projected triangle using
a conservative rasterization routine.

tive, should be defined in order to project primitives and exploit the image plane as a regular
grid that records primitive occurrences (see Figure 5.4). It is apparent that we need to capture
the whole set of primitives submitted to rendering in order to report accurate intersections and
for that reason both projection matrices should be adapted accordingly.
The orthographic case, Figure 5.5 (left), exploits the bounding box of the scene in order to
properly capture the whole geometry. A key advantage of this method is that it imitates spatial
splits similar to kd-trees since primitives are perpendicularly projected onto the image plane.
On the downside, complex scenes with enormous bounding boxes will be problematic, since
geometry may have a high primitive distribution at a certain portion of it, while the remaining
space is empty. This implies that the whole topology will be captured by a small fraction of
pixels which in return results in enormous linked-list records. As a consequence, performance
will greatly degrade during the traversal and special care is required in advance.
Unlike the previous case, perspective is slightly more complex. Even though we can define
a simple matrix to capture the whole scene, it would be an inefficient approach with similar
reasoning as the previous projection. In order to control the projected density of the primitives,
we can place the perspective frustum in an arbitrary position. This implies that a single matrix
is not sufficient enough in order to capture every primitive, since perspective projection is
restricted in a particular field of view. For this reason, cubemap-based approaches were
introduced, where six overlapping perspective views cover the whole scene as illustrated in
Figure 5.5 (right). This approach effectively introduces a spatial partitioning favoring a lowprimitive-count distribution near the user’s virtual point of view, but at the same time inheriting
two inevitable drawbacks: (i) the partitioning is sub-optimal since this is a greedy splitting
approach and (ii) the framework has automatically introduced a lower bound for memory
required which can be overwhelming in many situations.
In this thesis, we implement image-space ray tracing using both matrix types for fragment
generation, in order to further investigate their capabilities. Additionally, in order to measure
performance improvements related to prior work, we also implement the perspective case
identically to Vardis et al. [VVP16a]. Then, we further extend the original perspective case by
decoupling the position and the orientation of the cube from the viewer and enabling us to
improve the partitioning scheme. In addition, we further benchmark our framework with an
orthographic projection, which effectively defines a splitting plane across a major axis. In order
to investigate the impact of this replacement, we experiment with two different configurations
that both operate on the optimal splitting axis. That is a spatial median split and an adaptive
spatial split that selects a near-optimal cut. We choose not to instantiate further splits in
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Figure 5.4: The image plane can be used as a regular grid of size equal to the final frame buffer
resolution. Each pixel cell can hold the id of at least one triangle overlapping it due to rasterization
and fragment generation, thus referencing the triangles in the primitive buffer (Image adapted from:
[Var16]).

the orthographic partitioning, since we observed that performance degrades greatly due to
highly-divergent states during the ray traversal shader execution.
The image plane that is associated with each of the constructed views, encapsulates a
per-pixel partitioning across the z axis. More precisely, for each pixel entry a uniform division
strategy is enforced that further divides the spatial domain along the projection axis. The total
number of subdivisions is constant across every pixel and every view frustum which is a hyperparameter of the system. In this context depth partitioning will be called as buckets. Buckets
spanned by primitives only include their ids, whereas the actual primitive attributes reside,
indexed by the same ids in the primitive buffer. Intuitively, the more buckets we create the
better partitioning we produce but this impacts memory, traversal and construction negatively.
We further discuss its overall impact in Chapter 6. Nevertheless, a key advantage of this
strategy is that we can range query possible intersections in constant time as we will see in
Section 5.3.2.
In order to retrieve the necessary geometric information, three primitive passes are needed.
First, a host-side pass counts the total primitives in order to allocate the primitive buffer.
Second, a device-side pass fills the per-pixel depth extents (Section 5.3.1). Third, a final
device-side pass fills the id buffer (Section 5.3.1). The geometric information is streamed
concurrently to all views through a geometry shader and these passes are repeated for each
consecutive frame in order to account for animated environments.
Fill Depth
The first geometry pass is responsible for generating a depth bounds texture D, which stores
tuples of view space depth extents for each pixel p independently D(p) = (zmin (p), zmax (p)).
It is of high importance that the depth extents be conservative with respect to the pixel
frustum. This requirement is needed for two reasons. First, per-pixel uniform subdivisions can
be exploited in order to discretize the spatial domain across the z axis cheaply and avoid
redundant intersections as well as effectively skip empty space locally. Second, construction of
the Hi-Z hierarchy exploits the (zmin , zmax ) tuple in order to skip larger empty space regions
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Figure 5.5: a) An orthographic split that defines a cutting plane across an axis of the scene. Primitives
of each halfspace are perpendicularly projected onto the image plane. b) A perspective split based
on a cube approach that needs six views in order to capture that whole geometry.

during the image space traversal stage.
We process primitives referenced by the fragments triggered in the fragment shader and
compute the depth extents relative to the view space z axis. This is accomplished by clipping the
primitive against the pixel boundaries in view space and keeping the minimum and maximum
z coordinate of the resulting, clipped shape. These values are compared to D(p), which then
updated accordingly. Note that there exist several methods to calculate the depth extents but
in this work, we unify the whole process and calculate them in view space, since we have to
handle both perspective and orthographic views. This is mainly done in order to avoid primitive
pre-processing in the case of perspective projection because the transformation is known to
be ill-defined for partially overlapping primitives. Extraction of near and far plane corners is a
trivial operation. One can observe that inverting the projection matrix and multiplying by the
corners that define the NDC volume results in the view frustum corners. For example, the near
plane corners are the following:
T
cU pperLef t = P−1
P roj · [−1, 1, −1, 1]
T
cU pperRight = P−1
P roj · [1, 1, −1, 1]
T
cLowerLef t = P−1
P roj · [−1, −1, −1, 1]

(5.1)

T
cLowerRight = P−1
P roj · [1, −1, −1, 1]

Next, calculating the p corners
in view space, both for near
] and far plane, is done by
[
⌊py ⌋
⌈py ⌉
⌈px ⌉
⌊px ⌋
interpolating with factor t = Wscreen , Hscreen , Wscreen , Hscreen , based on the span across
the plane corners. For clarity, we formulate the evaluation of the upper left corner on near
plane as follows:
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p’ = Proj-1 [-1, 1, -1, 1]T
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Figure 5.6: Corners of the NDC volume are unprojected to ECS in order to interpolate the pixel
corners in near and far planes. Then, primitives that overlap a pixel frustum in ECS are clipped in
order to extract the depth extents by applying segment-plane intersection between the corners of the
pixel and the triangle’s plane.

slef t = t[4] · cU pperLef t + (1 − t[4]) · cLowerLef t
sright = t[4] · cU pperRight + (1 − t[4]) · cLowerRight
cU L = t[1] · slef t + (1 − t[1]) · sright

(5.2)

Finally, a line segment is formed between the near and far corners and a line-plane intersection is applied against the primitive’s plane to resolve the (zmin , zmax ) depth values. We
also demonstrate the individual steps in Figure 5.6. It is apparent that the aforementioned
method will result in slightly overestimated values for primitives that partially intersect the
pixel frustum but we choose to avoid an accurate computation of depth due the inherent
complexity rising from the potential triangle-plane intersections.
From an implementation point of view, a geometry shader outputs each primitive to every
available view and the corresponding fragment shader clips it against the pixel’s frustum planes
in order to extract D(p). As an optimization, during the geometry shader pass we also fill
the primitive buffer with the appropriate attributes. Additionally, during the fragment shader
pass we keep a counter with the total number of fragments emitted. The last operation will
be useful in order to pre-allocate the id buffer that holds the primitive references within the
buckets.
Hi-Z Construction
After the completion of the prior stage we construct the Hi-Z hierarchy. This step processes
2 × 2 pixel neighborhoods and stores the maximum value for each tile, both for zmin and zmax ,
while continuously sub-scaling the initial image resolution until a single tile remains. This
hierarchy will enable rays to skip regions that do not intersect with the depth intervals as
we will see in Section 5.3.2. Furthermore, the aforementioned process has to be calculated
individually for each view by iteratively issuing drawing commands. A single-view illustration
of this process is demonstrated in Figure 5.7.
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Figure 5.7: Primitive depth extent data structure (Zmin , Zmax ) is subscaled to lower resolution data
structures, which track the maximum depth value of the neighbour 2 × 2 pixels.

Fill Primitives
The primitive storage pass completes the ADS construction phase. This stage issues an
additional pass over the entire geometry and distributes primitives through the geometry shader
to the corresponding views. Triggering fragments, will acquire their associated primitive index
and recalculate the depth bounds extents tuple d = (zmin , zmax ) similarly to the method
discussed in Section 5.3.1. We prefer to re-compute instead of storing this tuple from the prior
phase since the rasterizer emits multiple fragments per primitive.
For each pixel, there exist an associated linked-list, the id buffer, which stores the primitives
that overlap with it in screen space. Since primitives are stored in an asynchronous manner, due
to the fragment shader sample generator, the list maintains an unsorted structure. Evidently,
linearly traversing the entire list of a pixel may produce undesired results for enormous lists.
In order to overcome the aforementioned issue, we exploit the span of the projection axis (the
z axis in our context) and uniformly subdivide the depth intervals evaluated in Section 5.3.1.
Each partition will consist of a single bucket B which has an individual linked-list record for
primitives that fall within its bounds. A primitive is likely to intersect with many different
buckets and, as a result, a unique primitive record must be allocated for each one of them.
This process is illustrated in Figure 5.8.
In order to assign primitives to a range of buckets, both for an orthographic and perspective
case, we unify the process by rescaling the interval in range [0, 1]. Assuming that we have
evaluated a depth interval D(p) = (zmin , zmax ), we calculate the scaled z bounds (ẑmin , ẑmax )
of a primitive with unnormalized z extents (qmin , qmax ) as follows:
qmin − zmin
zmax − zmin
qmax − zmax
=
zmax − zmin

ẑmin =

(5.3)

ẑmax

(5.4)
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Figure 5.8: Every primitive is clipped against the pixel frustum (left) and stored into the associate
buckets that it overlaps (right). (Image adapted from: [Var16])

then, we assign the primitive to a specific range of buckets [bmin , bmax ] with the following
formula :
bmin = ⌊blen · ẑmin (p)⌋
bmax = ⌊blen · ẑmax (p)⌋

5.3.2

(5.5)
(5.6)

Traversal Stage

This stage is executed on a single dispatch call through a compute shader program. It
requires as input a ray buffer along with the ADS constructed in the previous stage. The ray
tracing phase is subdivided into three distinct phases. First, the views that the ray overlaps with
are calculated and then, for each such view, a screen-space ray marching routine is initialized.
For each overlapping pixel onto the rasterizzation image plane, the ray is clipped against the
pixel’s bounds (ray-AABB intersection in 2D) in order to retrieve the depth extents and query
the appropriate range of buckets. During the bucket traversal phase, it linearly searches for
potential intersections and record the closest hit, if any. An illustration of the aforementioned
process is demonstrated in Figure 5.9.
In the following few paragraphs, we will study the ray structure internals and we will further
introduce both linear, Section 5.3.2 and hierarchical, Section 5.3.2, algorithmic approaches for
screen space conservative ray marching. Moreover, in Section 5.3.2, we will describe the process
of a ray segment traversal over the bucket’s list of primitives.
Ray Structure
The application side is responsible to allocate a ray buffer of size equal to the requested
number of rays. Each entry serves as a ray descriptor, which defines an origin, a direction, an
initial primitive index if the ray originates from a geometric point else some predefined constant
indicating a source point (e.g camera or point light) and the maximum allowed distance to
travel. Additionally, a ray entry internally records the intersected primitive index along with the
parametric distance and the barycentric coordinate from the geometric intersection solution.
An illustration of a ray structure is demonstrated in Figure 5.10.
Linear Traversal Mechanism
This method describes a line drawing algorithm onto the image plane, starting from the
ray origin and spanning the maximum distance that was supplied, calculated in pixel units. For
each successfully intersected pixel, the ADS will be queried for potential intersections across
its buckets. Similar to a spatial data structure traversal, discussed in Section 3.4.1, we require
conservative ray marching and for that reason we implement the ray marching algorithm by
Amanatides and Woo [AW87]. The core idea of the algorithm, lies in the stepping decision
based on the current pixel. This is done by evaluating the closest distance to the next vertical or
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Figure 5.9: A ray traversal is invoked for each intersected view (top left). Then, an image space ray
marching is executed (top right) which evaluates the depth extents of a ray at each pixel boundary. Finally, the z extents will range query the associate buckets (bottom) for potential primitive
intersections. (Image adapted from: [Var16])
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Figure 5.10: A single ray entry of the ray buffer that stores the necessary data for the tracing engine.

horizontal axis and stepping towards the nearest one. That said, a ray will increment the x-axis
if it is currently closer to the vertical boundary of the pixel, otherwise the y-axis component is
updated.
Now we will formalize the aforementioned routine. Given a ray, originating at pixel o,
spanning a line segment to pixel e, with unnormalized direction d = e − o, we need to
instantiate four variables before the traversal loop. That is, the distance in units of t along a
ray in order to equal the width of a cell ∆tx and the the height of a cell ∆ty respectively as
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Figure 5.11: Left, ∆tx , ∆ty is the distance in units of t of two vertical boundaries and two horizontal
boundaries respectively. Right, tx , ty is the distance in units of t towards the vertical and horizontal
boundary respectively.

well as the distance from the origin towards the next vertical boundary tx and the horizontal
boundary ty . If tx is less than ty , a vertical boundary will be intercepted before the next
horizontal one is encountered and a ray may advance left or right upon the uniform grid
depending on its direction. Additionally, since the grid is uniform, values ∆tx and ∆ty are
constant across the span of a ray and can be effectively pre-computed. Evidently, the values
∆tx and ∆ty are:
ox + 1 = ox + ∆tx |dx | ⇒ ∆tx =

∆ty =

1
|dx |

1
|dx |

(5.7)

(5.8)

in order to compute tx and ty , we first evaluate the distance from the pixel center in pixel
units :
∆ox = ⌊ox ⌋ + 0.5 − ox
∆oy = ⌊oy ⌋ + 0.5 − oy

(5.9)
(5.10)

then, using Expressions 5.9 and 5.10 we derive the final result :
∆ox + 0.5 · sign(dx )
dx
∆oy + 0.5 · sign(dy )
ty =
dy

tx =

(5.11)
(5.12)

Plugging in everything we derive the linear traversal routine in Algorithm 1.
Hierarchical Traversal Mechanism
Linearly traversing the image plane can be time-consuming in many scenarios. Rasterizing
primitives on high resolutions during the ADS construction will unavoidably result in redundant
calculations across the ray span, when a linear traversal scheme is applied. These calculations
are emerging when the empty space volume is disproportional to footprint of the primitives
present in the scene. In order to overcome the aforementioned issue, a hierarchical approach
is deployed during the screen space ray marching.
The key idea of the algorithm is to exploit the Hi-Z structure (see Section 5.3.1) that was
created during the construction of the ADS. By querying depth extents from tiles of higher
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Hi-Z traversal

step
/ increment
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Figure 5.12: From left to right: hierarchical ray marching traversal. Ray steps forward at the current
LoD before an increment to the next. LoD is refined to lower levels if a ray is intersecting with a
primitive.

level of detail (LoD) it is possible to quickly identify empty space regions and skip them;
as a consequence, the ray traversal is accelerated. The actual implementation of this routine
is heavily based on an existing variant by Uludag [Ulu14]. We adapt this approach using
conservative pixel traversal already discussed in Section 5.3.2 and demonstrate an efficient
stack-less approach in order to traverse the image domain as illustrated in Figure 5.12. Our
algorithm operates on a branch between two distinct steps on each iteration. First, based on

Algorithm 1: linear_traversal(o, e)
Input: o, e
Result: Hitlist
d←e−o
∆x ← (Eq. 5.9) ∆y ← (Eq. 5.10)
tx ← (Eq. 5.11) ty ← (Eq. 5.12)
cur ← o
while cur ̸= e do
Hitlist ← Hitlist + ⌊cur⌋
if tx < ty then
tx ← tx + ∆ x
cur ← (curx + 1, cury )
end
else
ty ← ty + ∆y
cur ← (curx , cury + 1)
end
end
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Figure 5.13: Three different scenes illustrating the accumulated steps of a ray done in screen space
from the origin to the closest hit, with linear traversal (top) versus Hi-Z traversal (bottom).

the current LoD, it checks if the depth interval is intersected and if the query report is negative
(ray spans empty space) a step towards the next tile followed by an increment of LoD is done.
Otherwise, in case of a positive intersection the LoD is decremented and the ray position is
refined to the nearest un-intersected tile boundary. It is evident that, if the depth intervals are
intersected on the lowest LoD (true resolution) the buckets are queried for potential primitive
intersections. In contrast, if the depth intervals of the highest LoD (a single tile for the scene’s
depth extents) are not intersected the ray can be safely discarded. The Hi-Z traversal routine
is summarized in Algorithm 2.
Finally, it is necessary to mention that the prior algorithm suffers from three inevitable
drawbacks. First, it assumes that a ray during the marching phase has a partial overlap with
the depth intervals. This is necessary in order to avoid being stack between layers. Second, as a
direct consequence of the former problem, redundant memory accesses will result in diverging
states between threads and overall performance may degrade. Finally, the total steps required
to reach an endpoint or a primitive hit will be greater than the ℓ1 norm of a ray on average,
which automatically means that there are special cases in which a linear trace would
do fewer steps in total, in order to infer a potential primitive intersection.
Bucket Traversal Mechanism
In order to perform analytic ray-primitive intersection tests with the primitives stored in a
bucket, the following two operations take place. Initially, we must evaluate the depth extents
of a ray relative to the intersected pixel in screen space. This is accomplished by clipping a
ray to the pixel bounds, which boils down to a simple ray-AABB1 intersection test in 2D.
Then we interpolate the z extents from screen space to view space to get the actual extents
relative to the view point of the ADS. For the orthographic case the interpolating factor for z
values is equal to the interpolating factor of the pixel clipped bounds. As for the perspective
case, interpolation is slightly more complex since parallel lines are not necessarily parallel in
1

axes-aligned bounding box.
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Algorithm 2: HiZ_traversal(o, e, HiZ)
Input: o, e, HiZ
Result: Hitlist
d ← e − o, id ←
lod ← log(res)
cur ← o

1
d

while cur ̸= e do
step ← 2lod , istep ←

1
step

(zmin , zmax ) ← getDepthExtents(cur)
isIncrement ← isectHiZ(HiZ, zmin , zmax )
if !isIncrement ∧ lod == 0 then
Hitlist ← Hitlist + cur
end
if isIncrement ∨ lod == 0 then
cur ← cur · istep, e ← e · istep
′
d ← e − cur
tx ← (Eq. 5.11), ty ← (Eq. 5.12)
if tx < ty then
curx ← curx + tx
end
else
cury ← cury + ty
end
cur ← cur · step
if isIncrement then
lod ← lod + 1
end
end
else
lod ← lod − 1
end
end

post-projective space. Nevertheless, the exact method is explained in full by Low [Low02]. We
exploit the interpolated values in order to evaluate the range of buckets intersected based on
Equations 5.5 and 5.6. Note that rays may travel in reverse order relative to the buckets records
and to correctly cover this case one must negate the iteration sign. This effectively enables us
to exit the iteration over buckets early, as soon as we find a true hit inside a bucket and skip
redundant calculations. We thus define a true hit when a ray successfully intersect a triangle
and the exact location of the hit, reprojected from ray space to screen space, is within the
pixel boundaries. This is a necessary operation, since ray is not clipped against the bucket
planes and possible intersections may exceed bucket’s volume. Finally, since primitives are
stored within a bucket unsorted, we need to linearly iterate over every primitive present inside
54

CHAPTER 5. RASTERIZATION-BASED RAY TRACING

Algorithm 3: ssrt(Bufferrays , ADS)
Input: Bufferrays , ADS
Result: Bufferrays
foreach ray ∈ Bufferrays do
foreach view ∈ ADS do
if isect(ray, view) then
Pixellist ← imageT raversal(ray)
foreach pixel ∈ Pixellist do
(c1 , c2 ) ← clipRay(ray, pixel)
(zmin , zmax ) ← interpolateExtents(c1 , c2 )
(bmin , bmax ) ← getBuckets(zmin , zmax , pixel, ADS)
for b ← bmin to bmax by 1 do
foreach prim ∈ b do
if isectBuckets(prim, ray) ∧ hit(prim, ray) ∈ pixel then
updateRay(ray)
end
end
end
end
end
end
end

it and record the closest one, if any. We briefly demonstrate an overview of this routine in
Algorithm 3.
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Chapter 6
Experimental Study

1

2

5

3

4

6

7

Figure 6.1: Seven closed environments ranging from 84K to 659K triangles to test our framework.

We have implemented our framework solely on the OpenGL rasterization pipeline, which is
compatible with common graphics engines. In the conducted experiments we used the scenes
illustrated in Figure 6.1, which vary in terms of both primitive count (see Table 6.1) and spatial
distribution. In Section 6.2, we establish a comparison study between Vardis et al. [VVP16a]
prior work solely between the perspective based ADS that is centered upon the viewer. Then, in
Section 6.3, we proceed by evaluating the performance of three alternative ADS representations
and we conclude our benchmarks in Section 6.4, with a stress test of our framework against
Optix [PBD+ 10] version 6.0 ray tracing engine with an underline version of CUDA API 10.0.
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Num. triangles

Pool / 7
84K

Bunny / 1
100K

Living room / 5
143K

Bathroom / 2
235K

Hangar / 6
266K

Candy / 3
323K

Dead nature / 4
659K

Table 6.1: Primitive count for each scene demonstrated in the teaser of this chapter along with their
respective indices.

6.1

Experiments Setup

We run our tests on an NVIDIA RTX2080Ti GPU and all images are rendered at a resolution
of 1Mpixel. We further test the performance of our framework on a single bounce of a uniform
hemisphere sampling for each visible geometry point. This effectively initializes a scattering
event of at most 1 Giga rays per frame. We choose to only study this category of rays,
since it is the worst case scenario for a ray tracing engine due to the inherited incoherence
of rays. Furthermore, all our benchmarks against Optix, are demonstrated without hardware
accelerated ray tracing kernels (RT cores). The reason for this is that we wanted to benchmark
the performance of the ADS mechanisms alone, without biasing the results in favor of OptiX,
which at the time of writing, along with Vulkan, were the only graphics APIs with access to
the hardware-accelerated ray-triangle intersection cores.
Furthermore, our framework heavily depends on certain hyper-parameters that we internally tuned in order to maximize efficiency. These are the rasterized resolution of primitives,
number of bucket subdivisions as well as cubemap positioning for perspective based ADS and
splitting plane positioning for orthographic based ADS. Additionally, the rasterized views of
the each ADS are all rendered at the same resolution ranging between 27 - 29 . Finally, the
number of bucket subdivisions is also constant across views and ranges between values of
8-64. Despite that exposing the prior parameters can be counter-intuitive to optimally set by
an non-expert user, in this thesis we needed to explore all potential parameter ranges so that
we can thoroughly study the method.
We benchmark our framework with seven different scenes that represent closed environments in order to have the maximum possible number of rays present in the secondary bounce.
We also choose uneven distributed scenes with high density of primitives concentrated in certain regions as well as with and without large regions of empty space.

6.2

Comparative Evaluation - Image-space Ray Tracing

We start our study by comparing our framework against its precursor DIRT, proposed by
Vardis et al. [VVP16a]. We already discussed the architectural differences in Chapter 5 and
now it is appropriate to establish a performance comparison between the two. In order to have
a fair comparison, we re-implemented their framework based on our architecture and adopted
the user centered cubemap ADS in order to perform our experiments on equal terms. Finally,
both frameworks are implemented under the same graphics engine (XEngine [VP]).
Our evaluation is summarized in the two sections that follow. First, in Section 6.2.1,
we demonstrate the memory consumption of each framework and then in Section 6.2.2 we
evaluate both frameworks on the scenes of Table 6.1. Since both architectures greatly differ
implementation-wise, every performance measurement is captured and recorded in optimal
parameters for each scene.
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Data structures
hit buffer
hit id buffer
shading buffer
mask texture
ray buffer
depth bounds texture
Hi-Z texture
heads to id buffer
id buffer
primitive buffer

Requirements (in bytes)
[VVP16a]
Ours
res
8 · 4 · 2 · nviews
4 · 2res · nviews
24 · 4 · 3 · nrays
res
4 · 2 · nviews
16 · 4 · nrays
res
2
·
4
·
2
·
n
views
(
)
(log2∑
res)−1
2 · 4 · 2i · nviews
i=0
res

4 · 2 · nviews · nbuckets
2 · 4 · nf ragments · nbuckets
48 · 4 · nprim

Table 6.2: Memory requirements for every data structure present both in our framework and the prior
one.

6.2.1

Memory Evaluation

Table 6.2 presents a comparison of the two frameworks on memory consumption requirements based on the underline data structure they use. It is clear from the measurements
that the memory is drastically reduced when we completely decoupling and generalizing the
intersection engine from the application side, since several data structure attributes are now
redundant. For this, consider a typical image buffer with a resolution of 1Mpixel. Additionally, discard from the memory pool the structures that are common to both techniques, since
they contribute the same to both frameworks and only consider the case where DIRT cannot
downscale the initial resolution, that is, all views are operating on the true resolution from the
viewer. It is clear that DIRT requires ∼ 288MB of memory whereas our framework requires
only ∼ 64MB. This is effectively 4.5 × less memory for the perspective ADS. This memory
reduction directly translates to an immediate performance boost for two reasons: (i) memory
access is now cache-friendlier, since memory blocks of other data structures have increased
their persistence in-low latency memory and (ii) additional memory is now available in order
to process more depth subdivisions which effectively boosts the ray traversal phase in many
scenarios.

6.2.2

Performance Evaluation

Table 6.3 presents the performance of both frameworks with a user-centered ADS. Both
frameworks were tuned to perform optimal in their given scenes and we can clearly observe that
our method outperforms the prior approach both during traversal as well as construction phase.
Despite that both frameworks use the same ADS architecture, we believe that both stages
were improved considerably for three reasons. First, as we already discussed in Section 6.2.1,
lower memory requirements provide additional degrees of freedom. Second, our framework
does not rely on hit lists, shading lists and mask texture operations to store hits and infer
the final result, this effectively reduces memory traffic and avoids incoherent memory access.
Third, we do not rely on the fragment shader to process ray queries but instead we exploit
the capabilities of compute shaders in order to manually schedule ray traversal and effectively
avoid several redundant rasterization stages.
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Scenes
Pool
Bunny
Living room
Bathroom
Hangar
Candy
Dead nature
Average

[VVP16a]
Traversal Build time
Mrays/s
(in ms)
40
6.0
43
7.0
30
11.0
14
13.0
23
10.0
22
6.0
20
17.0
27

10.0

Memory
(in MB)
338
346
1100
1300
700
450
1300

Traversal
Mrays/s
96
82
54
21
34
45
36

Ours
Build time
(in ms)
1.4
2.3
2.6
2.5
4.7
2.3
5.4

790

52

3.0

Memory
(in MB)
657
316
541
717
1100
1200
1200
818

Table 6.3: Performance comparison between our framework and its predecessor (DIRT), with respect
to traversal, construction and memory consumption metrics.

6.3

Evaluation - Alternative Spatial Partitioning

In this section we discuss three additional spatial partitioning strategies relative to this
framework. Our goal is to maintain the internal architecture of the ADS such as depth bucketing
and screen space traversal but dynamically explore the spatial domain in order to investigate
the impact of user centered greedy partitioning.
For this reason, we first attempt to decouple the cubemap arrangement placement from
the user’s position and fine tune its position within the volume of the scene, in order to monitor
the ray tracing performance. We demonstrate our findings in Table 6.4, where we prove that
this is a meaningful optimization. This implies that there exist positions and orientations
that distribute the primitives inside the buckets with less overall traversal cost. This is also
illustrated in Figure 6.6, where alternative cube positioning provide a significant traversal boost
to certain portions of the scene. Conversely, from the same figure we can clearly observe the
greedy nature of the splitting strategy, since an arbitrary translation or rotation might tune
certain portions of the scene but negatively affect others.
Next, we replace the six-view setup with a dual orthographic projection. This directly applies
a spatial splitting plane strategy similar to a kd-tree. We investigate the impact of a single
split (two views) that chooses the axis that minimizes the traversal overhead and is positioned
relative to the spatial median of the scene. On top of that, we employ a separate additional
optimization that picks an arbitrary position which minimizes the overall traversal overhead.
In effect, we apply a lemma proved by MacDonald and Booth [MB90], which states that the
optimal cut lies between the spatial and object median. We also experimented with more than a
single orthographic view, in order to take full advantage of the Hi-Z traversal and found out that
further splits introduce thread divergence that degrades overall performance. We summarize
our findings for both strategies in Table 6.7, where we can derive two conclusions. First,
using only two views, instead of six, can stand as a competitive solution to the cube approach.
Second, by reducing the number of rasterized views we effectively reduce construction overhead
and thus improve performance for animated environments. We illustrate that our optimization
strategy is meaningful in Figure 6.7.
Regarding our depth subdivision strategy, uniformity suggests a simplistic approach to
spatial partitioning, which reflects immediately to an efficient traversal routine, that has a
constant range query complexity followed by a linear bucket traversal scheme that can skip
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Figure 6.2: Primitive intersection accumulator for bathroom (top) and dead nature (bottom) as the
bucket size gradually increases.

Figure 6.3: Primitive intersection accumulator for bunny (top) and dead living room (bottom) as the
bucket size gradually increases.

empty space regions as well as robustly early exit. Yet, it is evident that this approach is not
optimal, since we rarely meet evenly distributed and sized primitives. As a consequence, an
increase of bucket subdivisions has an upper limit beyond which further refinements degrade
overall performance. Furthermore, since our framework allocates bucket divisions equally to
all pixels and views at the same time, memory traffic can become an issue. This is apparent
in Figures 6.2 and 6.4, where both scenes have disproportional benefit as the bucket size
increases, despite their topological complexity. Additionally, Figures 6.3 and 6.5 illustrate scenes
that have severe diminishing returns as the subdivision increases. Nevertheless, an interesting
observation is that construction timings remain relatively low in every scene which shows the
potential strength of the rasterizer under ill-defined scenarios.

6.4

Comparative Evaluation - Object-space Ray Tracing

In Section 6.3 we introduced two distinct approaches that directly extend and improve the
architecture of DIRT. It is now appropriate to benchmark the performance of our framework
against TrBVH [KA13], which stands as a state of the art object-space ADS architecture for
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buckets

Memory (MB)

Mrays/s

Construc�on (ms)

Bathroom

buckets

buckets

buckets

Memory (MB)

Mrays/s

Construc�on (ms)

Dead nature

buckets

buckets

Figure 6.4: Trace performance measurements for bathroom (top) and dead nature (bottom) monitoring ray bandwidth, construction time and memory consumption as the bucket size increases.

buckets

Memory (MB)

Mrays/s

Construc�on (ms)

Bunny

buckets

buckets

buckets

Memory (MB)

Mrays/s

Construc�on (ms)

Living room

buckets

buckets

Figure 6.5: Trace performance measurements for bunny (top) and living room (bottom) monitoring
ray bandwidth, construction time and memory consumption as the bucket size increases.
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Figure 6.6: User centered cube (top) against customly oriented cube (bottom) on three different
scenes that measures the number of intersection tests done over a single frame.

Figure 6.7: Orthographic projection ADS with median split (top) against custom positioned (bottom)
on three different scenes that measures the number of intersections test done over a single frame.
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Pool
Bunny
Living room
Bathroom
Hangar
Candy
Dead nature
Average

Perspective
User Centered
Custom Centered
Traversal Build time Memory Traversal
Build
Memory
Mrays/s
(in ms)
(in MB) Mrays/s (in ms) (in MB)
96
1.4
657
161
0.9
340
82
2.3
316
83
1.2
75.3
54
2.6
541
88
1.5
217
21
2.5
717
75
2.4
1400
34
4.7
1100
45
5.2
1000
45
2.3
1200
76
2.6
1500
36
5.4
1200
55
4.0
1500
52

3.0

818

83

2.5

861

Table 6.4: Performance comparison between user and customly centered perspective based ADS.

Orthographic

Pool
Bunny
Living room
Bathroom
Hangar
Candy
Dead nature
Average

Custom Axis &
Median Split
Traversal Build time Memory
Mrays/s
(in ms)
(in MB)
157
0.8
587
69
0.9
83
65
1.3
468
50
2.2
700
45
1.9
262
83
2.3
578
51
3.6
789
74

1.8

495

Custom Axis &
Custom Split
Traversal
Build
Memory
Mrays/s (in ms) (in MB)
165
1.0
586
80
0.9
83
71
1.1
248
70
2.2
1000
47
1.9
262
93
2.3
580
52
3.7
664
82

1.8

489

Table 6.5: Performance comparison between median split and custom split with orthographic based
ADS.
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interactive ray tracing and is implemented under the OptiX [PBD+ 10] framework by NVIDIA.
In Table 6.6 we recorded measurements for both traversal and construction phases separately.
It is apparent that our approach has superior performance during the construction phase,
and in particular, our perspective and orthographic ADSs are 4.4× and 6.1× faster than
OptiX, respectively, in the construction phase. Nevertheless, both our designs lack traversal
efficiency for static environments, which is obvious due to the greedy and shallow spatial
partitioning scheme. Specifically, both perspective and orthographic variants run the traversal
at 0.78× and 0.77× the average OptiX traversal time. An interesting observation is derived
from Table 6.6, when we consider a fully dynamic environment and the construction phase
is necessary for each frame, in both types of ADS. Under this consideration, construction
efficiency alleviates the overall performance overhead and as a consequence, our approach
becomes more attractive, since both perspective and orthographic perform better on average
(1.16× and 1.18×, respectively). Thus, we can conclude that our design stands as a suitable
replacement for completely animated scenes over OptiX.
In order to take full advantage of the low-level architecture of the rasterization pipeline,
it is also necessary to demonstrate how both frameworks operate with partially coherent rays.
We mainly investigate this special case of ray directions for three reasons: (i) possible pipeline
stalls can be minimized, (ii) memory coherency can be increased and as a result cache misses
can be minimized and (iii) since spatially local rays span the image plane in parallel directions,
overall occupancy can be increased. Thus, we can conclude that increasing parallelism between
rays we effectively boost performance. We already stated in Section 6.1, that rays are uniformly
sampled in the hemisphere towards the primitive’s normal vector and a natural approach to
produce coherent rays will be a sorting procedure. In fact, we overcome the overhead introduced
by this operation, which may be prohibitive for a vast amount of rays. Instead, we generate
secondary bounce rays by enforcing the same random direction seed for every ray and spreading
the random distribution over time instead of over solid angle. Consequently, primitives that
have similar normal vector direction will generate rays towards the same direction during a
single frame. This scheme implies that a partial sorting over the ray buffer will be inherently
present after the ray generation process.
Table 6.7 presents the impact of coherent rays for the same setup of scenes as we already
discussed in the previous paragraphs. As expected, we can observe a dramatic increase of
performance with respect to ray traversal timings, which proves that our assumption in the
previous paragraph are correct. We measured a boost ratio over TrBVH of, 1.65× and 1.32×
for the perspective and orthographic ADSs, respectively. Admittedly, OptiX remains the dominant architecture for static environments, since only marginal improvement was measured,
slightly bridge the gap between the two approaches (0.89× and 0.64× for the perspective and
orthographic variants, respectively).
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Pool
Bunny
Living room
Bathroom
Hangar
Candy
Dead nature
Average

Perspective
Custom
Centered
Traversal Build time
Mrays/s
(in ms)
161 / 141
0.9
83 / 76
1.2
88 / 76
1.5
75 / 62
2.4
45 / 36
5.2
76 / 62
2.6
55 / 44
4.0
83 / 71

2.5

Orthographic
Custom Axis &
Custom Split
Traversal Build time
Mrays/s
(in ms)
165 / 145
1.0
80 / 74
0.9
71 / 66
1.1
70 / 60
2.2
47 /43
1.9
93 / 76
2.3
52 / 43
3.7
82 / 72

1.8

[PBD+ 10]
[KA13]
Traversal
Mrays/s
165 / 100
111 / 52
125 / 86
96 / 70
84 / 55
70 / 44
94 / 26

Build time
(in ms)
4.6
12.5
4.8
5.5
8.0
10.3
31.3

106 / 61

11

Table 6.6: Performance comparison between our architecture and Optix engine benchmarked with
one secondary uniformly distributed hemisphere sample. The column that measures the per second
ray bandwidth is evaluated without rebuilding the underline ADS (left) and fully reconstructing it
(right) on every frame.

Pool
Bunny
Living room
Bathroom
Hangar
Candy
Dead nature
Average

Perspective
Custom
Centered
Traversal
Mrays/s
430 / 260
330 / 217
250 / 171
100 / 79
125 / 77
150 / 110
115 / 74

Orthographic
Custom Axis &
Custom Split
Traversal
Mrays/s
250 / 175
210 / 150
200 / 150
52 / 46
130 / 95
130 / 100
105 / 80

[PBD+ 10]

214 / 141

153 / 113

239 / 85

[KA13]
Traversal
Mrays/s
334 / 130
272 / 63
260 / 125
200 / 102
192 / 80
176 / 65
245 / 30

Table 6.7: Performance evaluation between our architecture and NVIDIA OptiX engine, benchmarked
with one secondary uniformly distributed hemisphere sample with the same seed for all generated
rays at each frame.
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Chapter 7
Conclusions and Future Work
In this thesis, we presented a rasterization-based ray tracing engine for general-purpose
tasks with regard to interactive rendering on fully complex and dynamic environments. Concluding, we briefly making an overview of our work and provide a general discussion towards
future research directions.
Our work was heavily based on optimizing and generalizing DIRT, a ray tracing framework
that was initially tightly-coupled with shading computations. The primary focus of the DIRT
architecture was to accelerate the evaluation of the global illumination integral formulated for
the path tracing algorithm. Nonetheless, it was the first to analytically perform intersection
tests entirely on the rasterization pipeline, while proposing a full ADS implementation on it. Our
work has adopted the prior framework and investigated several improvements and extensions
in order to further increase the efficiency offered both for static and dynamic scenes.
To this end, we refined and streamlined the pipeline and demonstrated considerable improvements, both on memory savings as well as the performance of the traversal phase. We
further improved the ray marching algorithm by ensuring complete coverage of certain corner
cases, using a stable and conservative traversal routine on the image plane. This effectively
improved the accuracy of the framework as well as its overall performance since redundant
calculations and false intersection reports were avoided. Next, we investigated the impact
of decoupling the ADS from the user’s position and orientation, where conclusive evidence
emerged that more efficient partitions exist even for the greedy approach of a cubic data
structure. Furthermore, we demonstrated that a dual view orthographic partition is a competitive replacement over the perspective approach, since we can drastically reduce memory
overhead and at the same time provide a plausible splitting strategy. Finally, we established a
performance comparison against a fully-optimized ray tracing engine for interactive rendering.
We stress-tested our tracing engine both on highly incoherent rays that stand as the worstcase scenario for a tracing setup but also we explored the effect of partially-coherent rays that
favored optimal parallel thread execution on the GPU. Our study showed that our framework
is excelling during the construction phase due to the low-level design of the rasterizer but
performs slightly worse during the traversal stage, unless a reconstruction is necessary for each
frame, in which case, our method outperforms the GPGPU approach. Despite that our ADS
has a simplistic algorithmic approach compared to the more sophisticated design of TrBVH,
we clearly demonstrated certain scenarios that a lightweight ADS can mitigate the traversal
overhead introduced and perform better on average.
Concluding, we strongly believe that further optimizations on software level are still possible in order to bridge the gap towards to real-time ray tracing and this framework stands as
a promising initial point towards that goal. Potential improvements might include coherencerelated optimizations with respect to either the A-buffer’s linked list fragmentation but also
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improved ray coherence modifications with respect to spatial position and direction. Furthermore, alternative spatial splitting subdivision strategies must be explored in order to improve
bucket internal distribution. In a lower level of design, smarter empty space skipping techniques must be introduced in order to improve robustness and consistency across scenes but
also adaptive or hierarchical schemes for bucketing might be an interesting optimization.
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