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Abstract 

 
 

The aim of this work is the parallelization of the Discrete Contourlet Transform by 

utilizing general purpose GPU computing techniques and more specifically, the 

CUDA architecture by NVIDIA Corporation. The Contourlet Transform is a relatively 

new image representation method with many desirable characteristics such as 

multiscale and directional decomposition. Its possible use for many image analysis 

and processing applications is currently an open research area. The proposed use of 

the Contourlet Transform in many applications creates the need for real-time 

processing performance. In this work, the computational capability of the graphics 

card is utilized in order to achieve better performance than with the classic CPU 

computing methods. After a brief introduction on general purpose GPU computing, on 

the CUDA architecture and on the possibilities they offer for parallel computations, 

the parallel implementation of the Contourlet Transform is described. As shown from 

the experimental data, the proposed CUDA implementation outperformed the 

available CPU implementations, achieving real-time performance. Additionally, in 

order to tackle the problem of limited memory availability on low budget graphics 

cards, tradeoffs between efficiency and memory consumption have been proposed. 
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1. INTRODUCTION 
 

1.1 Image Processing 

 

1.1.1 What is “image processing”? 

 

In computer science, “image processing” refers to any form of signal processing for 

which the input is an image. The output of image processing may be either an image 

or a set of characteristics or parameters related to the image. Most image-processing 

techniques involve treating the image as a two-dimensional signal and applying 

standard signal-processing techniques to it. 

 

1.1.2 Application of image processing methods 

 

The wide use of digital photos in recent years created the need to use a variety of 

procedures that utilize methods for image representation and processing. Some of 

these applications are: 

 

• Compression. The image quality of digital cameras has greatly improved in 

recent years. As a result, the size of image files has increased dramatically 

when classic methods of image representation are used. In order to reduce the 

file size of these images, compression methods have to be utilized. 

 

• Photographic processing. With the adoption of digital photography as the 

mainstream photography method, a variety of image processing tasks are 

needed for the images taken. Tasks like, resizing, enlargement, shrinking, 

rotation, coloring, brightness adjusting, scaling, etc. 

 

• Content based image retrieval. The creation of databases with thousands of 

images indexed based on their textures structural and textural characteristics 

require the use of feature extraction methods as a means of comparison and 

identification. 

 

• Texture classification. Many methods have been proposed in literature for 

texture classification. Applications of these methods vary from detection of 

forest and urban areas from aerial photos to detection of tumors in medical 

ultrasound images. 

 

1.1.3 Medical imaging 

 

One of the most important applications of image analysis and processing methods lies 

on their use on various types of medical images in order to assist clinical diagnosis. 
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These methods can assist in the diagnosis of bone fractures, muscle and ligament 

injuries, the existence of tumors, anatomical malformations, as well as many other 

anomalies. The most common medical imaging techniques used by the medical 

community are: 

 

• X-rays. Also known as projected radiography. Images are created by exposing 

some part of the body to X-rays and capturing the resulting remnant beam (or 

"shadow") as a latent image. The "shadow" may be converted to light using a 

fluorescent screen, which is then captured on photographic film. It is a 

relatively low-cost investigation with a high diagnostic yield. X-rays are used 

in different amounts and strengths depending on what body part is being 

imaged. 

 

• Ultrasonography. Diagnostic sonography (ultrasonography) is an ultrasound-

based diagnostic imaging technique used for visualizing subcutaneous body 

structures including tendons, muscles, joints, vessels and internal organs for 

possible pathology or lesions. It helps to diagnose injuries, tumors, 

inflammation or other diseases musculoskeletal system. Nowadays it is 

applied to all the organs of the human body. Its greater advantages are that it is 

non-invasive, has no ionizing radiation and the low cost. Ultrasonography 

offers the best price-to-performance ratio receiving thus an added attention [1]. 

 

• Magnetic Resonance Imaging (MRI). Magnetic resonance imaging is a 

valuable diagnostic method used since the early 80s. It provides high quality 

cross or three-dimensional images of organs and internal structures of the body 

without using X-rays or other potentially harmful radiation. The technique is 

based on heavy magnetic field to polarize water molecules and a properly 

modulated RF electromagnetic field to slightly alter their orientation. This 

state change is recorded by a scanner and interpreted as a spatial density 

change. Unlike some other imaging techniques, the magnetic resonance 

imaging provides clear images of parts of the body surrounded by compact 

bone, which makes it valuable for examination of the brain and spinal cord. 

Magnetic resonance imaging captures such small details of the brain and the 

spinal cord that shows even the scars of the nerve fibers covering, which occur 

in multiple sclerosis. It can locate brain tumors more accurately than any other 

method and show the extent of the damage. Moreover, it is very useful for 

examining joints and soft tissues. Magnetic resonance imaging provides 

precise images of the heart and the large blood vessels, as well as detailed 

picture of blood flow. It shows the blood of the arteries and veins and clearly 

distinguishes it from the surrounding tissue. 

 

• Computed Tomography. Computed Tomography is a medical imaging method 

in which digital geometry processing is used to create a three-dimensional 

image of the interior of an object using a set of two-dimensional X-ray images 

taken around a fixed rotation axis. Originally, it was only used for examining 

the brain and spinal column. Then it was also applied for the examination of 

the abdomen, lung, bone and soft tissues. The radiation dose of Computed 

Tomography is less than angiography but more than the usual X-ray scans. 

Therefore, the Computed Tomography scan is applied only after clinical 

indication. 
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The wide use of these techniques by the medical community has made the analysis 

and processing of these images an open, promising and challenging research field. 

Currently, a challenge for the image analysis community is the application of 

automated or semi-automated computational methods on all kinds of medical images, 

for the computer aided diagnosis (CAD) of different types of diseases. 

 

1.1.4 Motivation behind the search for new image representation techniques 

 

The efficient representation of visual information is the key to many image 

processing tasks, including compression, noise removal, feature extraction, etc. The 

efficiency of a representation method refers to the ability to capture important 

information of an object of interest using as small a description as possible. In the 

case of compression and content based image retrieval, the use of an efficient 

representation method has a direct effect on the size of the compressed file and on the 

indexing of each image file, respectively. In practical applications, efficient image 

representations are provided by using structured transforms and fast algorithms. 

For smooth signals Wavelets [2][3] have been established as the most 

appropriate technique since they offer the best representation for signals of this type. 

Furthermore, wavelets representation can be implemented using efficient algorithms, 

offering the advantage of rapid transformations and the creation of convenient tree 

structures. Their combination with an entropy encoder constitutes a powerful and 

efficient compression system. These are the main reasons for the success of wavelets 

in many signal processing and communications applications. It should be noted that 

the wavelet transform was adopted as the transform for the new standard for image 

compression JPEG-2000 [4]. However, in natural images discontinuity points are 

typically located along smooth curves at the boundaries of physical objects. Thus, 

natural images contain intrinsic geometrical structures that are key features in visual 

information. Wavelets are efficient at isolating the discontinuities at edge points, but 

will not capture the smoothness along the contours. Additionally, separable wavelets 

can capture only limited directional information, which is an important and unique 

feature of multidimensional signals. These limitations indicate that more powerful 

representations are needed for image analysis [5]. 

 

1.1.5 Requirements for image representation techniques 

 

The receptive fields in the visual cortex of the human visual system are characterized 

as being localized, oriented, and bandpass [5]. Searching for the sparse components of 

natural images, experiments produced basis images that closely resemble these 

characteristics [6]. More importantly, this result suggests that a computational image 

representation should be based on a local, directional, and multi-resolutional 

expansion, in order to be efficient. Therefore, new image representations should have 

the following characteristics [5]: 

 

• Progressive multi-resolutional representation. The representation should allow 

images to be successively approximated, from coarse to fine resolutions. 
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• Localization. The basis elements in the representation should be localized in 

both the spatial and the frequency domains. 

 

• Critical sampling. The representation should form a basis with small 

redundancy. This characteristic is needed for applications like compression. 

 

• Directionality. The representation should contain basis elements oriented at a 

variety of directions. 

 

• Anisotropy. To capture smooth contours in images, the representation should 

contain basis elements using a variety of elongated shapes with different 

aspect ratios. 

 

The first three characteristics are successfully provided by separable wavelets, 

while the last two require new constructions. The discrete nature of the data makes the 

capturing of geometry and directionality in images a difficult and challenging task. 

Typically, the input is sampled images defined on rectangular grids. Directions, other 

than horizontal and vertical, look very different on a rectangular grid. An example is 

shown on Figure 1.1: 

 

 
 

Figure 1.1. Directions on a rectangular grid. The image is zoomed in order to show 

the details. 

 

 

1.2 Basic signal transforms 

 

Among the numerous transforms applied on digital images, some of the most 

commonly used are the Discrete Fourier Transform, the Discrete Cosine Transform, 

the Discrete Wavelet Transform, downsampling and upsampling operations, filter 

banks, etc. 

1.2.1 Discrete Fourier Transform 

 

The Fourier transform is a special case of the Z-transform. The Discrete 

Fourier Transform (DFT) is the sampled Fourier Transform that requires an input 

signal that is discrete. Such inputs are often created by sampling a continuous signal. 

It is used to decompose an image into its sine and cosine components. A digital image 

contains point samples of a band-limited continuous 2D signal, according to the 

uniform sampling theorem. A signal is band-limited if it contains no energy at 
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frequencies higher than some band limit. The output of the transform represents the 

image in the frequency domain (or Fourier domain), while the input image is the 

spatial domain equivalent. In the image equivalent of the Fourier coefficients, each 

point represents a particular frequency contained in the spatial domain image. For an 

image x of size NxN, the 2-D Discrete Fourier Transform is calculated as [7]: 
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The set of Fourier coefficients corresponding to the digital image can be 

retransformed to the spatial domain using the inverse Discrete Fourier Transform, 

which is calculated as: 
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1.2.2 Discrete Cosine Transform 

 

The Discrete Cosine Transform [8] is a Fourier-related transform, similar to 

the Discrete Fourier transform, which uses only real numbers. It expresses a signal in 

terms of a sum of cosine functions oscillating at different frequencies. An obvious 

distinction between a Discrete Cosine Transform and a Discrete Fourier Transform is 

that the Discrete Cosine Transform uses only cosine functions, while the Discrete 

Fourier Transform uses both cosine and sine functions. The Discrete Cosine 

transforms are utilized in many applications, with the most notable being the MP3 

music format, as well as the JPEG image format. For a 2-D signal, like an image, x of 

size NxN, the Discrete Cosine Transform is calculated as [7]: 
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while the inverse 2-D Discrete Cosine Transform is calculated as: 
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1.2.3 Discrete Wavelet Transform 

 

A wavelet is a wave-like oscillation with amplitude that starts out at zero, 

increases, and then decreases back to zero. Using the convolution procedure, wavelets 

can be combined with portions of a signal in order to extract information. Wavelets 

are defined by the wavelet function ψ(t), called the mother wavelet, and the scaling 

function φ(t), also called father wavelet. The wavelet function is in effect a band-pass 

filter and scaling it for each level halves its bandwidth. An orthogonal wavelet is 

entirely defined by the scaling filter which is a lowpass finite impulse response (FIR) 

filter of length 2N and sum 1. For analysis with orthogonal wavelets the high pass 

filter is calculated as the quadrature mirror filter of the lowpass, and reconstruction 

filters are the time reverse of the decomposition filters. In biorthogonal wavelets, 

separate decomposition and reconstruction filters are defined. In continuous wavelet 

transforms, a given signal of finite energy is projected on a continuous family of 

frequency bands [2]. 

A discrete wavelet transform is any wavelet transform for which the wavelets 

are discretely sampled. The basic advantage over the Fourier transform is the fact that 

it captures both frequency and location information. The first Discrete Wavelet 

Transform was invented by the Hungarian mathematician Alfred Haar, but the most 

commonly used set of discrete wavelet transforms is the one proposed by Daubechies 

[9]. In order to calculate the discrete wavelet transform of a discrete signal x[n], the 

samples of x[n] are passed through a low pass filter with impulse response g resulting 

in a convolution of the two. 
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The signal x[n] is also decomposed using a high pass filter with impulse response h. 
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The output from the low pass filtering provides the approximation coefficients, while 

the output from the high pass filtering provides the detail coefficients. In order to 

approximately perfectly reconstruct the original signal, it is important that the two 

filters are quadrature mirror filters so that the two resulting signals exactly 

complement each other. By applying the filtering, half the frequencies of the signal 

have been removed from each output. According to the Nyquist’s rule, half the 

samples can be discarded. The final output is obtained by downsampling the outputs 

by 2: 
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The decomposition can be iterated on the low pass output at each level. Due to the 

decomposition process, the input signal’s samples must be a multiple of 2
n
, with n 
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being the number of decomposition levels. Many types of wavelets have been 

proposed in literature. For example, the JPEG-2000 compression standard uses the 

biorthogonal CDF 5/3 wavelet for lossless compression and a CDF 9/7 wavelet for 

lossy compression [4][9][10]. Figure 1.2 shows an example of a 2 level discrete 

wavelet transform used in JPEG-2000. 

 

a. b. 

Figure 1.2. Example of a 2 level 2D discrete wavelet transform used in JPEG-2000. 

(a) The input image. (b) The output. [11] 

 

1.2.4 Filter Banks 

 

A digital filter bank is a set of bandpass filters that have a common input or 

provide an overall result. The simplest type of filter bank is one consisting of only two 

filters. In this case, the input signal is decomposed into two subbands by using a 

lowpass and a highpass filter. These filters are called “analysis” filters. The inverse of 

this procedure is the synthesis of the two subbands into one signal. The filters used for 

this procedure are called “synthesis” filters. The bandwidth of each subband is limited 

in fewer frequencies than the original signal. As a consequence, the sampling rate can 

be reduced before any further processing. Reducing the sampling rate allows for more 

efficient processing of the signals. In order to reconstruct the signal, the sampling rate 

of the subbands has to be increased before applying the synthesis filters. The analysis 

filters along with the downsampling system constitute the analysis section of the filter 

bank, while the synthesis section consists of the upsampling system along the analysis 

filters. When the filter bank consists of two quadrature mirror filters, then the 

decomposition procedure is reversible and approximately perfect reconstruction of the 

original signal is possible. An example of a filter bank such as the one described 

above is shown on Figure 1.3. 
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Figure 1.3. Example of a signal analysis and synthesis system using a 2 channel filter 

bank. La and Ha are the lowpass and highpass analysis filters respectively, while Ls 

and Hs are the lowpass and highpass synthesis filters. ylow[n] and yhigh[n] are the 

lowpass and highpass signals respectively, obtained from the decomposition 

procedure.  x´[n] is the reconstructed signal. 

 

 

 

 

1.2.5 Upsampling / downsampling by 2 

 

Downsampling is the process of reducing a signal’s sampling rate by a 

sampling factor M which is usually an integer. On the other hand, the reverse 

procedure is called upsampling and is the process of increasing a signal’s sampling 

rate by a sampling factor M. Due to the fact that downsampling reduces the sampling 

rate of a signal, the Shannon-Nyquist sampling theorem criterion must be maintained. 

In any occasion that the sampling theorem is not satisfied, the resulting signal will 

have aliasing and the accurate reconstruction of the original signal will not be 

possible. In image processing, the most usual value of the sampling factor M is 2. 

In order to upsample a signal x[n] by a sampling factor 2, a zero valued 

sample has to be inserted between each continuous samples of x[n]. The upsampled 

signal xup[n] is calculated as: 
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An example of upsampling a signal x[n] by a factor 2 is shown in Figure 1.4. 
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Figure 1.4. Example of upsampling a signal x[n] by a factor 2. In order to obtain 

xup[n], a zero valued sample has been inserted between each continuous samples of 

x[n]. 

 

Then, to ensure that the sampling theorem is satisfied, the signal is filtered using an 

ideal low-pass filter, which should theoretically be the sinc filter with frequency cut-

off at 
2

ππ
=

M
. 

 

In order to reduce the sampling rate (downsampling) of a signal x[n] by a factor 2, 

every 2
nd

 sample of x[n] must be kept and the intermediate samples have to be 

removed. To ensure that the sampling theorem is satisfied, a low-pass filter is used as 

an anti-aliasing filter to reduce the bandwidth of the signal before the signal is 

downsampled. Theoretically, this filter should be the sinc filter with frequency cut-off 

at 
2

ππ
=

M
. Then, the downsampled signal xdown[n] is calculated as: 

 

]2[][ nxnxdown =  (1.11) 

 

An example of downsampling a signal x[n] by a factor 2 is shown in Figure 1.5. 

 

 
Figure 1.5. Example of downsampling a signal x[n] by a factor 2. In order to obtain 

xdown[n], every 2
nd

 sample of x[n] must be kept and the intermediate samples have to 

be removed. 

 



1. Introduction 

 18 

 



2. The Contourlet Transform 

 19 

2. THE CONTOURLET TRANSFORM 
 

2.1 Overview 

 

The Contourlet Transform (CT), proposed by Do and Vetterli [5][12], consists 

of a double iterated filter bank. First the Laplacian Pyramid (LP) is used to detect the 

point discontinuities of the image and then a Directional Filter Bank (DFB) to link 

point discontinuities into linear structures. Both methods are explained in sections 

2.1.1 and 2.1.2 respectively. The general idea behind this image analysis scheme is 

the use of a wavelet-like transform to detect the edges of an image and then the 

utilization of a local directional transform for contour segment detection. This scheme 

provides an image expansion that uses basic elements like contour segments, and thus 

is named contourlets. An advantageous characteristic of contourlets is that they have 

elongated supports at various scales, directions, and aspect ratios, allowing the 

contourlet transform to efficiently approximate a smooth contour at multiple 

resolutions. It is ideal for images with smooth curves as it requires far less descriptors 

to represent such shapes, compared to other transforms such as the Discrete Wavelet 

Transform. Additionally, in the frequency domain it provides multiscale and 

directional decomposition. The separation of directional and multiscale decomposition 

stages provides a fast and flexible transform [5][13], at the expense of some 

redundancy (up to 33%) due to the Laplacian Pyramid. This problem has been 

addressed by Lu and Do [14] who proposed a critically sampled contourlet transform, 

called CRISP-contourlets, utilizing a combined iterated nonseparable filter bank for 

both multiscale and directional decomposition. A variety of filters can be used for 

both the Laplacian Pyramid and the Directional Filter Bank. In this work, the 

Debauchies 9-7 filters [10] have been utilised for the Laplacian Pyramid. For the 

Directional Filter Bank, these filters are mapped into their corresponding 2-D filters 

using the McClellan Transform [15] as proposed by Do and Vetterli in [5]. 

 

 

 
Figure 2.1 Details of a contour segment using: (a) wavelets, (b) grouped wavelet 

coefficients [5]. 
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2.1.1 The Laplacian Pyramid 

 

In 1983, Burt and Adelson introduced a way to obtain multiscale 

decomposition [16]. At each level, the Laplacian Pyramid decomposition creates a 

downsampled lowpass version of the original image and the difference between the 

original and the prediction, resulting in a bandpass image. An overview of the 

Laplacian Pyramid decomposition process utilized for the Contourlet Transform is 

shown in Figure 2.2a. A coarse image with the lower frequencies and a more detailed 

image with the supplementary high frequencies are obtained. The detailed image 

contains the point discontinuities of the original image. This scheme can be repeated 

continuously in the lowpass image and is restricted only from the size of the original 

image due to the downsampling. A disadvantage of the Laplacian Pyramid is the 

implicit oversampling. However, at each pyramidal level, it generates only one 

bandpass image which does not have scrambled frequencies. Frequency scrambling 

can occur in the wavelet filter bank when the spectrum of a highpass channel is folded 

back into the low frequency band after downsampling and is reflected. 

 In the original Laplacian Pyramid reconstruction method, the signal is 

obtained by adding back the difference to the prediction from the coarse signal. 

However, for the Contourlet Transform a new method, shown to be more efficient in 

the presence of noise compared to the original reconstruction method [17], is utilized. 

Orthogonal filters along with the optimal linear reconstruction method using the dual 

frame operator are used for the reconstruction of the image (Figure 2.2b). An example 

of two levels of decomposition of the “Lena” image using the 9-7 biorthogonal filters 

[5][18] is shown in Figure 2.3. 

 

 

 
a 

 
b 

Figure 2.2. Laplacian Pyramid. (a) One level of decomposition. (b) The reconstruction 

method used for the Contourlet Transform. H and G are the lowpass analysis and 

synthesis filters, while M is the sampling matrix ( M=diag(2,2) in the case of the 

Contourlet Transform ). a[n] is the coarse image, while b[n] is the difference between 

the signal and the prediction, containing the supplementary high frequencies. [5] 
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b 

 

c 

 

 

 

d 

 

e 

 

Figure 2.3. “Lena” image. Two levels of decomposition using the Laplacian Pyramid 

and the “9-7” biorthogonal filters. (a) Original image (256x256). (b) Highpass image 

of the first level (256x256). (c) Lowpass image of the first level (128x128). (d) 

Highpass image of the second level (128x128). (e) Lowpass image of the second level 

(64x64). 
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2.1.2 Directional Filter Bank 

 

The Directional Filter Bank (DFB) was proposed by Bamberger and Smith 

[19]. It is a 2-D directional filter bank that can achieve perfect reconstruction. The 

Directional Filter Bank implementation utilizes an l-level binary tree decomposition 

and leads to 2
l
 directional subbands with wedge-shaped frequency partitioning. An 

example of wedge-shaped frequency partitioning is shown in Figure 2.4.  

 

 
Figure 2.4. Wedge-shaped frequency partitioning with l=3, providing 2

3
=8 frequency 

bands. 

 

In order to construct the Directional Filter Bank, the method used in [19] 

involves the modulation of the input image and the use of quincunx filter banks with 

diamond shaped filters [20]. One disadvantage is the use of a complicated tree 

expanding rule in order to obtain the desired frequency partition for finer directional 

subbands [21]. In the contourlet filter bank, a simplified construction of the 

Directional Filter Bank is utilized.  

The simplified Directional Filter Bank was proposed in [22] by M. Do and 

consists of two stages. The first is a two-channel quincunx filter bank [20] with fan 

filters that divides a 2-D spectrum into vertical and horizontal directions. A quincunx 

filter bank consists of lowpass and highpass analysis and synthesis filters and M-fold 

downsamplers and upsamplers. At the filter bank shown on Figure 2.5, Q is a matrix 

used to decimate the sub-band signal. In case of a quincunx matrix, the filter bank is 

termed quincunx filter bank [23]. The second stage is a shearing operator which just 

reorders the samples. By adding a pair of shearing operator and its inverse before and 

after a two-channel filter bank, a different directional frequency partition is obtained 

while maintaining perfect reconstruction of the original image. The new construction 

method avoids modulating the input image and follows a simpler rule for the 

decomposition tree’s expansion. Figure 2.5 shows an overview of two-dimensional 

spectrum partition using quincunx filter banks with fan filter. An example of the 

shearing operation is shown on Figure 2.6. 
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Figure 2.5. Partition of the 2D spectrum using quincunx filter banks with fan filters. Q 

is a quincunx sampling matrix and the black areas represent the ideal frequency 

support of each filter. [5] 

 

 

  
a 

 

b 

 

Figure 2.6. Example of 45
o
 shearing operation on “Lena” image. (a) Original image. 

(b) The “Lena” image after the 45
o
 shearing operation. 

 

 

  
a b 

 

Figure 2.7. Example of 3 levels of decomposition using the Directional Filter Bank 

and the “9-7” filters. Decomposition leads to 2
3
=8 directional subbands. (a) Original 

image. (b) Directional subbands. 
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2.1.3 Pyramidal Directional Filter Bank 

 

The Directional Filter Bank was designed to capture the high frequency 

content of an image, which represents its directionality. Low frequencies are poorly 

handled and as a result, the Directional Filter Bank alone does not provide a sparse 

representation for images. The solution to this problem is the removal of the low 

frequencies from the input image before the application of the Directional Filter Bank. 

This can be achieved by combining the Directional Filter Bank with a multiscale 

decomposition like the Laplacian Pyramid. By combining the Laplacian Pyramid and 

the Directional Filter Bank, a double filter bank named Pyramidal Directional Filter 

Bank (PDFB) is obtained [5][12]. Bandpass images decomposed using the Laplacian 

Pyramid are fed into a Directional Filter Bank in order to capture the directional 

information. This scheme can be iterated on the coarse image and the iterations 

number is restricted only by the size of the original image due to the downsampling in 

each level. The combined result is named “contourlet filter bank” and is a double 

iterated filter bank which decomposes images into directional subbands at multiple 

scales. 

Considering a0[n] as the input image, the output of a J level Laplacian 

Pyramid decomposition is a lowpass image aJ[n] and J bandpass images bj[n], 

j=1,2,...,J from finer to coarser scale. At each level j, the image aj-1[n] is decomposed 

into a coarser image aj[n] and a detailed image bj[n]. Considering lj as the Directional 

Filter Bank decomposition level at the j-th level of the Laplacian Pyramid’s 

decomposition, each bandpass image bj[n] is decomposed by an lj-level Directional 

Filter Bank into jl
2  bandpass directional images [ ]nc jl

kj

)(

, . An overview of the 

contourlet filter bank is shown in Figure 2.8 and an example of the “Lena” image 

decomposition is given in Figure 2.9. 

The computational complexity of the discrete contourlet transform is O(N) for 

N-pixel images when Finite Impulse Response (FIR) filters are used. 

 

 
Figure 2.8. The contourlet filter bank. In each level, the Laplacian Pyramid provides a 

downsampled lowpass and a bandpass version of the image. The bandpass image is 

then fed into the Directional Filter Bank. This scheme is iterated in the lowpass 

image. [24] 
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Figure 2.9. Decomposition of the “Lena” image using the Contourlet Transform. 

Decomposed using 3 levels of LP decomposition with 8, 4 and 4 directions 

respectively from finer to coarser scale. 

 

2.2 Study on the transform 

 

In order to examine the characteristics of the Contourlet Transform, images of some 

basic shapes have been decomposed and the histograms of the contourlet coefficients 

have been calculated. For these examples, the 9-7 filters have been used for both the 

Laplacian Pyramid and the Directional Filter Bank, with one and two levels of 

decomposition respectively, providing one lowpass image and four directional 

subbands. Zero-valued coefficients are not considered significant and as a result they 

have not been included in the following histograms.  

2.2.1 Horizontal Parallelogram  

 

 
a 
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Figure 2.10. Decomposition and histograms of a horizontal parallelogram. (a) Original 

image. (b) Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) 

second, (f) third and (g) fourth directional subband. 
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2.2.2 Vertical Parallelogram 

 

 
a 

 

 
b c 

  
d e 

  
f g 

Figure 2.11. Decomposition and histograms of a vertical parallelogram. (a) Original 

image. (b) Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) 

second, (f) third and (g) fourth directional subband. 
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2.2.3 Diagonal Parallelogram 

 

 
a 

 

 
b c 

  
d e 

  
f g 

 

Figure 2.12. Decomposition and histograms of a diagonal parallelogram. (a) Original 

image. (b) Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) 

second, (f) third and (g) fourth directional subband. 
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2.2.4 Horizontal Oval  

 

 
a 
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Figure 2.13. Decomposition and histograms of a horizontal oval. (a) Original image. 

(b) Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) second, 

(f) third and (g) fourth directional subband. 
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2.2.5 Vertical Oval 

 

 
a 
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Figure 2.14. Decomposition and histograms of a vertical oval. (a) Original image. (b) 

Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) second, (f) 

third and (g) fourth directional subband. 
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2.2.6 Diagonal Oval 

 

 
a 

 

 
b c 
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Figure 2.15. Decomposition and histograms of a diagonal oval. (a) Original image. (b) 

Lowpass version. (c) Directional subbands. Histogram of the (d) first, (e) second, (f) 

third and (g) fourth directional subband. 
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2.2.7 Grid of horizontal oval 

 

 
a 

 

 
b c 

  
d e 

  
f g 

 

Figure 2.16. Decomposition and histograms of a grid of four horizontal ovals. (a) 

Original image. (b) Lowpass version. (c) Directional subbands. Histogram of the (d) 

first, (e) second, (f) third and (g) fourth directional subband. 
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2.2.8 Comments 

 

One-scale decomposition was applied to all images, with decomposition into four 

directions. In all contourlet coefficients histograms, the distributions exhibit a sharp 

peak at zero amplitude which has been removed in order to make the other 

coefficients visible in more detail. Indeed, the contourlet transform generates a small 

number of significant coefficients as mentioned in literature [5][13]. With some small 

variations the coefficients distribution is as expected for this kind of shapes. The 

difference in the number of generated coefficients is clearly visible when the 

histograms of the parallelogram shapes, which consist only of straight lines both 

vertical and horizontal, and the oval shapes, which included smooth contour 

segments, are compared. Additionally, as expected, the image that consisted of four 

horizontal ovals provided the same histogram with the image with one horizontal oval 

but the amplitudes of each peak were four times greater. Concerning the efficiency of 

the filters used, it should be noted that, unlike the wavelet transform for which many 

efficient filters have been proposed, the design of suitable contourlet filters remains an 

open research topic [13]. 

 

2.3 Applications of the Contourlet Transform 

 

Due to the advantageous characteristics of the Contourlet Transform, numerous 

research works have been made in order to investigate its efficiency in various image 

analysis and processing applications. These applications include general image 

analysis problems, like denoising, image enhancement, texture classification, etc., as 

well as more specialized image processing tasks like medical image analysis. 

2.3.1 General images 

 

Various researchers have utilised the Contourlet Transform in order to solve general 

image analysis problems. Liu Z. proposed a contourlet transform based feature 

extraction scheme for texture classification of Synthetic Aperture Radar (SAR) 

images [25]. Using only the significant first order statistical features of the contourlet 

coefficients, along the Euclidean distance and a minimum distance classifier he 

managed to clearly classify areas with distinctive texture features. In [26], Srinivasa 

rao et al. used contourlet transform based features to create the feature vectors of the 

images contained in an image database. Experimental results showed that the content-

based image retrieval scheme proposed is more efficient than other methods proposed 

in literature. Tsakanikas et al. proposed an image denoising method based on various 

thresholding schemes of the contourlet coefficients. Experiments conducted on real 

and synthetic 2-DE gel images showed that the contourlet transform scheme 

suppresses noise more effectively than a wavelet-based scheme, proving the 

contourlet transform to be a useful tool for 2-DE image pre-processing [27]. In [28], 

Chen et al. proposed a contourlet based despeckling method for SAR images using the 

Hidden Markov Tree and Gaussian Markov models. Koh et al. utilized the contourlet 

transform for an iris feature extraction method achieving high iris recognition rates 

[29]. 
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2.3.2 Medical images 

 

Recently, Contourlet Transform based methods have been proposed for the analysis 

and processing of different types of medical images. Qiao and Haiyun proposed an 

algorithm based on Contourlet Transform for image segmentation [30]. Their 

experiments on computed tomography images of the vertebra showed that the use of 

the Contourlet Transform provided better results than DWT based approaches. In 

another study, Al-Azzawi et al. utilized the Contourlet Transform for medical image 

fusion [31]. Experiments on computed tomography and MRI images showed that the 

fusion results of their method contained more detail information and the information 

distortion was very small. Concerning ultrasound medical images, a Contourlet 

Transform based approach by Song et al. [32] has been proposed for image 

despeckling. Experimental evaluation of this approach resulted in improved 

performance on suppressing speckle noise compared to other methods and in increase 

of the preserved details of the images. In a more recent study, Katsigiannis et al. used 

Contourlet Transform based texture features for ultrasound thyroid texture 

classification. Experiments on real ultrasound thyroid images showed that the 

proposed method was more efficient than other methods proposed in literature for 

ultrasound thyroid texture classification [24][33]. The success of these methods 

provides evidence for the efficiency of the Contourlet Transform for image analysis 

and processing. 
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3. GENERAL PURPOSE GPU COMPUTING – CUDA 
 

3.1 General purpose computing on GPUs 

 

3.1.1 What is a “GPU”? 

 

A Graphics Processing Unit (GPU) is a specialized circuit designed to rapidly 

manipulate and alter memory in such a way so as to accelerate the building of images 

in a frame buffer intended for output to a display. Modern GPUs are very efficient at 

manipulating computer graphics. Their highly parallel structure makes them more 

effective than general-purpose CPUs for algorithms where processing of large blocks 

of data is done in parallel. In a personal computer, a GPU is usually present on a 

dedicated video card, or it can be embedded on the motherboard (“onboard” graphics 

card). Integrated GPUs such as the ones usually found on laptops and low budget 

personal computers are usually far less powerful than those present on a dedicated 

video card. Modern GPUs allocate most of their capabilities on doing calculations 

related to 3D computer graphics. Initially, they were used to accelerate texture 

mapping and rendering polygons which are memory-intensive works. Later, units 

were added in order to accelerate geometric calculations such as the rotation and 

translation of vertices into different coordinate systems. In recent years, the 

capabilities of GPUs were extended to support programmable shaders which can 

manipulate vertices and textures with many of the same operations supported by 

CPUs, oversampling and interpolation techniques to reduce aliasing, and very high-

precision color spaces. The rapid evolution of computer games pushed GPU 

developers to offer to game programmers programmable vertex and fragment shaders 

in order to generate even more realistic effects. Vertex shaders allow the programmer 

to alter per-vertex attributes, which include the position, color, texture coordinates, 

and normal vector. Fragment shaders are used to calculate the color of a fragment, or 

per-pixel. These computations involve intensive matrix and vector operations which 

are also needed in other fields of computer engineering and science giving the 

opportunity to use the GPUs for non-graphical calculations. Modern GPUs are not 

designed only for 3D graphics but also include basic 2D acceleration and framebuffer 

capabilities. Many companies have produced and are currently producing GPUs. 

NVIDIA [34] and ATI [35] have the biggest market share for the dedicated graphics 

card market, while INTEL [36] has the lead on integrated graphics solutions. 

 

 

3.1.2 General Purpose GPU computing 

 

General purpose computing on graphics processing units (GPGPU) is the 

technique of using a GPU, which is specialized in handling computations for 

computer graphics, to perform computation in applications traditionally handled by 

the CPU. This has been made possible by the addition of programmable stages and 

higher precision arithmetic to the rendering pipelines, as mentioned above, allowing 
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the programmers to utilize the processing capabilities of the GPU for non graphics 

data.  

There are some restrictions to this model due to the GPUs nature. They are 

only effective at tackling problems that can be solved using stream processing and the 

hardware can only be used in certain ways. The main idea behind “stream processing” 

is that GPUs can only process independent vertices and fragments, but can process 

many of them in parallel. This is very useful when many vertices and fragments need 

to be processed in the same way. GPUs are processors that can operate in parallel by 

running a single kernel on many records in a stream at once, like a stream processor. 

A stream is a set of data that need similar computation and kernels are functions that 

are applied to each element in the stream. In GPUs, vertices and fragments are 

considered as the elements in streams and vertex and fragment shaders are considered 

as the kernels.  

Compared to standard CPU programming, a kernel can be considered as the 

body of a loop. The difference with GPU programming is that the programmer needs 

to only specify the body of the loop and the data to loop over and not the iterations 

number. The code will be executed for all the data. Most operations on the GPU 

operate in a vectorized fashion. As a result, in GPUs, a single operation can be 

performed on up to four values at once. For example, if one color <R1, G1, B1> is to 

be modulated by another color <R2, G2, B2>, then the GPU can produce the resulting 

color <R1*R2, G1*G2, B1*B2> in a single operation. In graphics, this functionality is 

critical because almost every basic data type is a vector (either 2-, 3-, or 4-

dimensional). 

Taking these capabilities into consideration, as well as the growing demand 

for real-time high-definition 3D graphics, the programmable Graphic Processor Unit 

has evolved into a highly parallel, multithreaded, manycore processor with 

tremendous computational power and very high memory bandwidth [38].  

 

 

3.1.3 GPU advantages over the CPU for intensive computations 

 

A comparison of the theoretical computational power and memory bandwidth 

between recent NVIDIA GPUs and INTEL CPUs is shown on Figures 3.1 and 3.2. 

The reason behind the great difference in floating-point operation capabilities between 

the CPU and the GPU (as shown on Figure 3.1) is that the GPU is specialized for 

intensive, highly parallel computation, such as graphics rendering. As a result, the 

GPU devotes by design more transistors to data processing, rather than data caching 

and flow control, as happens with the CPU. Due to the allocation of its resources 

compared to the CPU (as shown on Figure 3.3), the GPU is suited to address 

problems that can be expressed as data-parallel computations with high arithmetic 

intensity. Data parallel computations are the ones that the same program needs to be 

executed on many data elements in parallel, while arithmetic intensity is the ratio of 

arithmetic operations to memory operations. Due to the fact that the same program is 

executed for each data element, there is low demand for sophisticated flow control 

and also, because it is executed on a great amount of data elements, it has high 

arithmetic intensity and the memory access latency effects can be mitigated with 

calculations instead of big data caches. Data parallel processing is implemented by 

mapping data elements to parallel processing threads. This data parallel programming  
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Figure 3.1. Floating-point operations per second for recent INTEL CPUs and NVIDIA 

GPUs. [38] 

 

 
Figure 3.2. Memory bandwidth for recent INTEL CPUs and NVIDIA GPUs. [38] 
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model can be utilized for many applications in order to accelerate the computations 

and reduce the computational time. These applications are not limited to image 

rendering and processing but vary among general signal processing problems to 

physics simulations, computational biology, etc. 

 

 
Figure 3.3. Transistor allocation for the CPU and GPU. The GPU allocates more 

transistors to data processing, rather than data caching and flow control. [38] 

 

 

3.2 The CUDA framework 

 

3.2.1 The Compute Unified Device Architecture (CUDA) 

 

Introduced in November 2006 by NVIDIA, the Compute Unified Device 

Architecture (CUDA) is a general purpose parallel computing architecture that allows 

the parallel compute engine in NVIDIA GPUs to be used in order to solve many 

complex computational problems that are not limited to graphics problems. CUDA 

gives developers access to the virtual instruction set and memory of the parallel 

computational elements in CUDA GPUs through variants of industry standard 

programming languages. The most commonly used is “C for CUDA”, which is C with 

NVIDIA extensions and some restrictions, but there also exist third party wrappers for 

other programming languages.  

CUDA has its own parallel programming model and instruction set 

architecture. The CUDA parallel programming model is designed to overcome the 

challenge of developing application software that scales its parallelism to leverage the 

increasing number of processor cores, without having any prior knowledge of their 

number. Without this feature, it would be difficult to create applications that achieve 

the highest utilization of the GPU, due to the variety of graphics cards in circulation 

and the fact that each model has a different number of processor cores.  

At is core, the CUDA parallel programming model consists of three key 

abstractions exposed to the programmer as a minimal set of language extensions. 

These key abstractions are: 

1. A hierarchy of thread groups 

2. Shared memories 

3. Barrier synchronization 

Taking these abstractions into consideration, the programmer has to partition the 

problem he is trying to solve into coarse sub-problems that can be solved 
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independently in parallel by blocks of threads and then decompose each sub-problem 

into smaller parts that can be solved with the cooperation of all the threads within a 

thread block. Decomposing a problem this way provides automatic scalability to the 

implementation since each block of threads can be scheduled on any of the available 

processor cores concurrently or sequentially, in any order. As a result a CUDA 

program can run efficiently on any number of processor cores and only the system in 

which the program is running needs to know the number of processor cores. If a 

CUDA program is partitioned into blocks of threads that execute independently from 

each other, then a GPU with more processing cores will automatically execute the 

program faster than a GPU with fewer cores. An example of the programming 

model’s scalability is shown on Figure 3.5. 

 

 
 

Figure 3.4. Example of CUDA processing flow: (1) Data are copied from main 

memory to GPU memory. (2) The CPU makes the function calls to the GPU. (3) The 

GPU executes the computations in parallel in each core. (4) The result is copied from 

GPU memory to main memory. [37] 
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Figure 3.5. Example of the CUDA programming model’s scalability. The CUDA 

program is partitioned into blocks of threads that execute independently from each 

other. The black arrow denotes the execution time needed for the program in each 

occasion. The GPU with more processing cores automatically executes the program 

faster than the GPU with fewer cores. [38] 

 

 

3.2.2 Capabilities 

 

Some of the advantages of CUDA versus graphics-based GPGPU (the use of 

shaders in order to address non graphics related problems) include but are not limited 

to: 

 

• CUDA was designed from the beginning for efficient general-purpose 

computation on GPUs. 

 

• It allows programmers to use high-level programming languages (C, 

FORTRAN, Java, etc.). 

 

• It does not require remapping algorithms to graphics concepts. 
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• Unlike with the graphics API where users have to store data in textures, which 

requires packing long arrays into 2D textures, CUDA can perform loads from 

any address without the need for extra addressing calculations. 

 

• It offers highly optimized data transfers to and from the GPU. 

 

• Unlike the graphics API, it supports scattered memory writes, meaning that 

each CUDA thread can write to an arbitrary address and not only in 

consecutive memory. 

 

• It exposes some hardware features that are not available via graphics APIs. 

The most important of these features is shared memory, which is a small 

amount of on-chip memory on each multiprocessor that can be accessed in 

parallel by blocks of threads. The use of this memory allows the caching of 

frequently used data and significantly improves speed compared to using 

textures for data access. It also allows for cooperative parallel processing of 

data in this memory reducing the bandwidth requirements of many parallel 

algorithms. 

 

The CUDA features supported by an NVIDIA graphics card are determined from the 

“compute capability” of the card. The compute capability indicates the version of the 

compute hardware included in the GPU and is defined by a major revision number 

and a minor revision number. Major revision number 2 corresponds to devices based 

on the Fermi [39] architecture. The compute capability of all the other prior devices is 

1.x (the major revision number is 1 and the minor revision number is x). The minor 

revision number stands for an incremental improvement to the core architecture. 

Table 3.1 shows the CUDA enabled NVIDIA graphics cards and their CUDA 

compute capability as retrieved from the NVIDIA website at 7/6/2011 [40]. 

 

Table 3.1. CUDA compute capability table by graphics card. 

 

Compute 

capability 

(version) 

Graphics Cards 

1.0 

Tesla: C870, D870, S870 

Quadro: FX 4600, FX 5600, Plex 2100 S4 

GeForce: 9400GT, 9600GT, 9800GT, 310, 315, GT 320, GT 330, 

GT 340, 8800 GTX, 8800 Ultra, GT 420, GT 430, GT 440 

1.1 

Quadro: Plex 2100 D4, NVS 295, NVS 420, NVS 450, FX 370, FX 

370 Low Profile, FX 380, FX 470, FX 570, FX 580, FX 1700, FX 

1800, FX 3700, FX 4700 X2, NVS 130M, NVS 135M, NVS 140M, 

NVS 150M, NVS 160M, NVS 320M, FX 360M, FX 370M, FX 

570M, FX 770M, FX 1600M, FX 1700M, FX 2700M, FX 2800M, 

FX 3600M, FX 3700M, FX 3800M 

GeForce: GTS 250, GTS 150, GT 130, GT 120, G100, 9800 GX2, 

9800 GTX+, 9800 GTX, 9600 GSO, 9500 GT, 8800 GTS, 8800 GT, 

8800 GS, 8600 GTS, 8600 GT, 8500 GT, 8400 GS, 9400 mGPU, 

9300 mGPU, 8300 mGPU, 8200 mGPU, GTX 285M, GTX 280M, 
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GTX 260M, 9800M GTX, 8800M GTX, GTS 260M, GTS 250M, 

9800M GT, 9600M GT, 8800M GTS, 9800M GTS, GT 230M, 

9700M GT, 9650M GS, 9700M GT, 9650M GS, 9600M GT, 9600M 

GS, 9500M GS, 8700M GT, 8600M GT, 8600M GS, 9500M G, 

9300M G, 8400M GS, G210M, G110M, 9300M GS, 9200M GS, 

9100M G, 8400M GT, G105M 

1.2 

Quadro: FX 380 Low Profile, NVS 300, FX 380M, FX 880M, FX 

1800M, NVS 2100M, NVS 3100M, NVS 5100M 

GeForce: 210, GT 220, GT 240, 405, GT 520, 305M, 310M, G210M, 

GT 240M, GT 330M, GT 335M, GTS 350M, GTS 360M 

1.3 

Tesla: C1060, M1060, S1070 

Quadro: Plex 2200 D2, CX, FX 3800, FX 4800 for Mac, FX 4800 

GeForce: GTX 260, GTX 275, GTX 280, GTX 285 for Mac, GTX 

285, GTX 295 

2.0 

Tesla: C2050l, C2070, S2050, M2050, M2070, M2090 

Quadro: Plex 7000, 600, 2000D, 2000, 4000, 4000 for Mac, 5000, 

6000, 1000M, 2000M, 3000M, 4000M, 5000M, 5010M 

GeForce: GTX 465, GTX 470, GTX 480, GTX 570, GTX 580, GTX 

590, GTX 560 Ti, GTX 480M 

2.1 

Quadro: NVS 4200M 

GeForce: GTX 560 Ti, GTX 560, GT 545 GDDR5, GT 545 DDR3, 

GT 530, GT 520, GTX 550 Ti, GTX 460, GTS 450, GTS 450, GTX 

560M, GT 555M, GT 550M, GT 540M, GT 525M, GT 520MX, GT 

520M, GTX 485M, GTX 470M, GTX 460M, GT 445M, GT 435M, 

GT 420M, GT 415M   

 

 

3.2.3 Limitations 

 

Despite its advantages, the CUDA framework has also some limitations due to its 

design and the very nature of GPUs, computer architecture and GPU programming. 

Some of these limitations include: 

 

• One of the most significant limitations of the CUDA framework is that 

CUDA-enabled GPUs are only available from NVIDIA Corporation. 

 

• Copying between the host memory (main memory) and the device memory 

(dedicated memory of the graphics card) can slow down overall performance 

due to the system bus bandwidth and latency. 

 

• For best performance, threads should be running in groups of at least 32. The 

total number of threads can number to thousands. If each of these 32 threads 

takes the same execution path, branches in the program will not have 

significant impact on the performance. The SIMD execution model is a 

significant limitation for any inherently divergent task. 
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• Valid C or C++ code may sometimes be unable to compile correctly due to 

optimization techniques that the compiler is required to employ in order to use 

limited resources. 

 

• Full C++ is supported for host code. For the device code, only a subset of C++ 

is fully supported. 

 

• Double precision on CUDA with compute capability 1.3 and above deviates 

from the IEEE 754 standard. The only supported rounding mode for 

reciprocal, division and square root is “round-to-nearest”. 

 

• If the CUDA enabled graphics card is the primary display adapter (i.e. it is 

connected to the monitor) then, due to the operating system (OS), CUDA 

kernels that need more than 5 seconds to execute will crash. Processes with 

kernels that need more than 5 seconds need a CUDA enabled graphics card 

dedicated for non-graphics calculations, meaning that another graphics card 

has to be set as the primary display adapter. 

 

 

 

3.2.4 Basic CUDA programming guidelines 

 

CUDA C extends the C programming language by allowing the programmer to define 

C functions, called kernels, that, when called, are executed N times in parallel by N 

different CUDA threads. In order to invoke computation across the elements in a 

domain such as a vector, matrix, or volume, threads can be identified using a one-

dimensional, two-dimensional, or three-dimensional thread index, forming a one-

dimensional, two-dimensional, or three-dimensional thread block. This is achieved 

using the threadIdx struct which is a 3-component vector. Since all threads of a block 

are expected to reside on the same processor core and must share the limited memory 

resources of that core, there is a limit to the number of threads per block. On current 

GPUs, a thread block may contain up to 1024 threads. However, a kernel can be 

executed by multiple equally-shaped thread blocks, so that the total number of threads 

is equal to the number of threads per block times the number of blocks. Blocks are 

then organized into a one-dimensional, two-dimensional, or three-dimensional grid of 

thread blocks. The number of thread blocks that constitute a grid is relevant to the size 

of data being processed or the number of processor cores. The CUDA libraries 

provide C functions that execute on the host and allow programmers to define a 

kernel, to specify the grid and block dimension each time the function is called, to 

allocate and deallocate device memory, transfer data between host memory and 

device memory, manage systems with multiple devices, etc [38]. 

 

 

3.2.5 A simple CUDA program 

 

The following C code adds two matrices A and B and subtracts a matrix C. All 

matrices are of size NxN and the result is stored into matrix R. 
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// Kernel definition 

__global__ void foo(float A[N][N], float B[N][N], float 

C[N][N], float R[N][N]) 

{ 

int i = threadIdx.x; 

int j = threadIdx.y; 

R[i][j] = A[i][j] + B[i][j] – C[i][j]; 

} 

 

int main() 

{ 

...  

// Kernel invocation with one block of N * N * 1 

// threads 

int noOfBlocks = 1; 

dim3 threadsPerBlock(N, N); 

foo<<<noOfBlocks, threadsPerBlock>>>(A, B, C, R); 

} 

 

 

3.3 Other available approaches 

 

3.3.1 OpenCL 

 

OpenCL (Open Computing Language) is a framework for writing programs that 

execute across heterogeneous platforms consisting of CPUs, GPUs, and other 

processors. OpenCL includes a language for writing kernels (similar to CUDA 

kernels), as well as APIs that are used to define and then control the platforms. 

OpenCL provides parallel computing using task-based and data-based parallelism. It 

has been adopted into graphics card drivers by both AMD/ATI and Nvidia. OpenCL's 

architecture shares a range of computational interfaces with both CUDA and 

Microsoft's DirectCompute. OpenCL gives any application access to the Graphics 

Processing Unit for non-graphical computing, providing the means for general 

purpose GPU computing. It is analogous to the open industry standards OpenGL and 

OpenAL, for 3D graphics and computer audio, respectively. OpenCL is managed by 

the non-profit technology consortium Khronos Group which includes many industry-

leading companies and institutions [41]. 

 

 

3.3.2 Microsoft DirectCompute 

 

Microsoft DirectCompute is a GPU Computing application programming interface 

(API) that supports general purpose computing on GPUs under Microsoft Windows 

Vista and Windows 7. DirectCompute is part of the Microsoft DirectX collection of 

APIs and was initially released with the DirectX 11 API, although it also runs on 

DirectX 10 graphics processing units. The DirectCompute architecture shares a range 
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of computational interfaces with the most widely used GPGPU tools, the Khronos 

Group's Open Computing Language (OpenCL) and NVIDIA's Compute Unified 

Device Architecture (CUDA). 

 

3.3.3 Others 

 

Except for CUDA, OpenCL and DirectCompute, many other GPU programming 

libraries and architectures have been proposed and are being developed. Some of them 

are: AMD FireStream, Larrabee, Sh, BrookGPU, etc. 
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4. CUDA IMPLEMENTATION OF THE CONTOURLET 

TRANSFORM 
 

 

4.1 Why acceleration is needed 

 

The wide use of the contourlet transform for many image processing 

applications indicates the significance of having implementations that can run in real-

time. Critical applications such as in medical systems, navigation systems, etc., 

demand real-time performance. As shown in Figure 4.1, available CPU 

implementations [42][43] do not offer real-time performance for images larger than 

512x512 pixels. 
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Figure 4.1. Running times for a C [42] and a MatLab [43] implementation of the 

contourlet transform for several image sizes, using the 5-3 filters for the Laplacian 

Pyramid and the 9-7 filters for the Directional Filter Bank, for 1 decomposition level 

with the Laplacian Pyramid, then decomposed into 4 directional subbands. The PC 

used had an Intel Dual Core T2410 CPU and 3 GB of RAM. The operating system 

was MS Windows 7 Professional and the MatLab version was R2009a. 

 

The most common solution for achieving real-time performance for time consuming 

computations is the use of specialized hardware like FPGAs, systems-on-a-chip 

(SOC) or embedded systems. The disadvantage of these solutions is mainly their high 

cost and the time needed for their design and implementation. Compared to these 

solutions, general purpose GPU computing has the advantage of significantly lower 

cost, easiness in development and scalability.  

In this work, the NVIDIA CUDA architecture has been selected for the 

implementation of the contourlet transform. The reasons for this choice were the 

features of CUDA architecture, the available support from NVIDIA Corporation and 

the programming community, as well as the availability of the hardware needed. 
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4.2 Technical information 

 

The CUDA implementation of the contourlet transform was made using the “C for 

NVIDIA” programming language [38] and the CUDA toolkit version 3.2. It was 

developed using the MS Visual Studio 2008 developing environment. The graphics 

cards used in the developing stage, as well as for some performance experiments, are: 

 

1. NVIDIA GeForce 8200M G with shared memory (laptop). 

2. NVIDIA GeForce 9800GT with 512MB dedicated memory (desktop). 

 

Both graphics cards have CUDA compute capability 1.1. For the performance tests an 

NVIDIA GeForce GTX285 with compute capability 1.3 was also used. 

 

4.3 Implementation approaches 

 

Initially, two distinct implementations of the contourlet transform were made. The 

first approach utilizes both the CPU and the GPU, taking into consideration the 

intensity of the computations. On the other hand, the second approach utilizes only the 

GPU for all the computations needed. 

 

Note. In the following chapters, host memory will refer to the main memory of the 

system, while device memory will refer to the memory dedicated to the GPU. 

4.3.1 Approach 1 

 

The idea behind this first approach lies in the assumption that only the intense 

computations, like the 2D convolution, will be made on the GPU and everything else 

is run on the CPU. As a consequence, all data are kept in the main memory and when 

a CUDA kernel is called, the needed data are transferred to the device memory and 

the results are transferred back to the host memory. The only advantage of this 

approach is the simplicity of its design. Due to the great number of transfers between 

the device memory and the host memory, performance is significantly slowed down. 
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Figure 4.2. Flow diagram of the first implementation approach. HM stands for host 

memory (main memory) and DM stands for device memory. 

4.3.2 Approach 2 

 

Considering the drawbacks of the first approach, the number of transfers 

between the host memory and the device memory should be reduced in order to 

improve the efficiency of the implementation. The optimal solution is to avoid 

transferring data to and from the device memory. In this implementation, the input 

image is transferred to the device memory from the beginning, then all the 

computations needed are executed on the GPU and finally the output is transferred 

back to the main memory. All the functions needed in order to calculate the contourlet 

transform had to be efficiently implemented for the CUDA architecture. 

 

 
Figure 4.3. Flow diagram of the second implementation approach. HM stands for host 

memory (main memory) and DM stands for device memory. 
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4.4 Basic design concepts 

 

Considering the performance of the two approaches above, the second 

approach was adopted, taking into consideration the significant increase in speed. In 

order to reduce the data transfers between the host and the device memory, the input 

image is transferred to the device memory from the beginning and all the 

computations needed to calculate the contourlet transform are executed from the 

GPU. In order to achieve this, all functions needed have been transformed into CUDA 

kernels, with the CPU responsible for only issuing the calls. By processing everything 

in the graphics card, no memory transfers between the host and the device memory 

are done, resulting in better performance. When the contourlet transform of the input 

image has been calculated, the output is transferred to the host memory. The total 

number of memory transfers has been reduced to only two transfers with small 

amount of data. Figure 4.3 shows an outline of the implementation’s architecture. 

Most functions needed for calculating the contourlet transform contained large 

nested loops that could be easily transformed into CUDA kernels. As a result, 

performance has been increased significantly. The main point of delay lies on the 

operation of 2D convolution. The number of convolutions, combined with the 

increase of the delay as the images size increases, indicate that optimization efforts 

have to be concentrated on achieving better performance at the operation of 2D 

convolution. 

 

 

 
 

Figure 4.3. Architecture of the implementation. 

 

 

 

4.5 2D Convolution 

 

Convolution is a widely used technique in image and signal processing 

applications. In image processing, the convolution operator is used as a filter to 

change the characteristics of the image, e.g. sharpen the edges, blur the image, remove 

the high or low frequency noise, etc. The 1D convolution can be explained as the 
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computing of inner products between the filter and signal as the filter slides across the 

signal and is defined as: 

 

∑
∞
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The 1D convolution definition extends naturally to higher dimensions. Considering a 

two-dimensional signal f[x,y] (an image) and a two-dimensional filter h[x,y], the 2D 

convolution is calculated as: 
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When the size of an image increases, the number of computations needed to calculate 

the 2D convolution is significantly increased. As a result, two-dimensional 

convolutions are sometimes the most time consuming parts of an image processing 

task. An example of image filtering using the two dimensional convolution is shown 

on Figure 4.4. 
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c 

 

Figure 4.4. Image filtering using the two dimensional convolution. (a) Original image. 

(b) Filter. (c) Output.  

 

4.6 Basic 2D convolution implementations 

 

4.6.1 Classic 

 

The classic implementation uses the 2D convolution definition in order to calculate 

the convolution output. The CUDA kernel calculates the Equation 4.2. As a result, 

each thread calculates the value of one output pixel. 

 
Figure 4.5. Flow diagram of the classic implementation of 2D convolution. All input 

and output data reside in the GPU memory. The input for this function is the image, 

the convolution kernel (filter) and the output mode. The output is an image whose 

dimensions depend on the output mode. DM stands for device memory. 

Input 

Wait until all threads finish 

Calculate output dimensions 

Allocate DM for output 

Call CUDA kernel 

Output 



4. CUDA implementation of the Contourlet Transform 

 53 

4.6.2 FFT-based 

 

The implementation based on the 2D convolution definition needs a large 

number of operations to calculate the output. From signal processing theory, it is 

known that in the Fourier domain the operation of convolution is equivalent to 

multiplying the Fourier transforms of the filter and the image. 

 

]},[{]},[{]},[{],[],[],[ yxhFyxfFyxgFyxhyxfyxg ⋅=⇒∗=  (4.3) 

 

Since the image and the filter are in digital form, in order to calculate their 

convolution, their Discrete Fourier Transforms (DFTs) have to be calculated. After 

multiplying them, the inverse Discrete Fourier Transform has to be calculated in order 

to obtain the convolution output. Computing a DFT using the definition takes O(N
2
) 

arithmetical operations. For large images this computational complexity is a major 

drawback for the performance of an implementation.  

A more efficient way to calculate a discrete Fourier Transform and its inverse 

is the use of a Fast Fourier Transform (FFT) algorithm. An FFT is a way to calculate 

the same result more quickly compared to the naive DFT. For the same calculation, an 

FFT takes only O(N logN) arithmetic operations. The difference in speed is important, 

especially for very large inputs, where the computation time can be reduced by 

several orders of magnitude. The 1D FFT of a signal xk , k=0,1,...,N-1 is calculated as: 
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Several FFT algorithms have been proposed. The most common FFT is the Cooley – 

Tukey algorithm [44] which is a divide and conquer algorithm that recursively breaks 

down a DFT of any composite size N = N1N2 into many smaller DFTs of sizes N1 and 

N2. The most usual use of the Cooley – Tukey FFT algorithm is to divide the 

transform into two pieces of size N/2 at each step, limiting the application to power-

of-two sizes, although any factorization can be used in general. These are called the 

radix-2 and mixed-radix cases respectively. 

Considering the implementation using the CUDA architecture, divide and 

conquer algorithms are highly parallelizable due to the fact that they divide a problem 

into smaller problems by design, thus being compatible with the CUDA architecture 

basic principles. The use of FFT algorithms in signal processing is so wide that 

NVIDIA Corporation offers a ready FFT library along the CUDA toolkit. The name 

of the library is CUFFT [45] and implements several FFT algorithms each having 

different performance and accuracy. In order to achieve the best performance using 

this library, the transform sizes must meet two criteria. They must fit into CUDA’s 

shared memory and they must be powers of a single factor. The power-of-two FFT 

algorithm in CUFFT makes maximum use of shared memory by blocking sub-
transforms for signals that do not meet the first criterion. For transform sizes that meet 

the first criterion but not second, CUFFT uses a more general mixed‐radix FFT 

algorithm that is usually slower and less numerically accurate. For transform sizes that 

do not meet either criteria above, CUFFT uses an out-of-place, mixed-radix 

algorithm that stores all intermediate results in CUDAʹs global GPU memory [45]. 
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In order to calculate the 2D convolution, the CUFFT library is used to 

calculate the DFT of the input image and the filter, then, after multiplying them, the 

CUFFT library is used again in order to calculate the inverse DFT and obtain the final 

result. Figure 4.6 shows the flow diagram of the implementation. 

 
 

Figure 4.6. Flow diagram of the FFT implementation of 2D convolution. All input and 

output data reside in the GPU memory. The input for this function is the image, the 

convolution kernel (filter) and the output mode. The output is an image whose 

dimensions depend on the output mode. DM stands for device memory. All 

computations except for calculating the output dimensions and allocating memory are 

done by CUDA kernels. After each kernel call the program waits for all threads to 

finish. 

 

A minor drawback of this implementation is that it uses more memory in order to zero 

pad the image and filter to equal the output size. A filter’s size is usually very small 

compared to the image. 

4.6.3 Comments on basic implementations 

 

As shown on Chapter 5, the FFT-based implementation achieves better 

performance than the classic implementation except for very small images where the 

classic implementation is more efficient due to less overhead. Despite being very fast, 

these two implementations assume that there is enough free memory on the graphics 

card in order to do the computations. They do not do any specialized memory 

Input 

Calculate output dimensions 

Allocate DM for output 

Zero padding of image to equal output size 

Zero padding of filter to equal output size 

Calculate image FFT 

Calculate filter FFT 

Multiply image and filter FFTs 

Calculate inverse FFT 

Output 



4. CUDA implementation of the Contourlet Transform 

 55 

management. Furthermore, in order to achieve faster computation times, no partial 

results are transferred from the GPU memory to the main memory because that would 

add delays due to the memory transfers. As a result, both implementations need 

enough memory to do all the calculations. 

GPU dedicated memory is usually less than the main memory of the system. 

This is a disadvantage of the GPU implementation compared to the CPU 

implementation that restricts the size of the images and the decomposition levels 

depending on the available memory. Nowadays, low budget graphics cards usually 

come with 512 – 1024 MB dedicated memory, while the main memory of the system 

is at least 2 GB. For a graphics card with 512 MB these two implementations support 

a maximum image size of 1024x1024 for few decomposition levels. 

 

4.7 Extended 2D convolution implementations 

 

Having solved the issue of performance with the two basic implementations, 

the problem of having limited memory has to be addressed. By sacrificing efficiency 

larger images and more decomposition levels can be supported with the same amount 

of memory. Attempts to solve this problem lead to the following three 

implementations. All these implementations are a variant of the classic convolution 

implementation with some kind of memory management. 

 

4.7.1 Use of “pinned” host memory 

 

This implementation differs from the classic implementation only in the type 

of memory it uses. Instead of using the device memory it uses page-locked (“pinned”) 

host memory mapped into the address space of the device. This tactic eliminates the 

need to copy to or from device memory. Also, on systems with a front-side bus, 

bandwidth between host memory and device memory is higher if host memory is 

allocated as page-locked. Accessing host memory directly from within a kernel has 

several advantages. There is no need to allocate a block in device memory and copy 

data between this block and the block in host memory, because data transfers are 

implicitly performed as needed by the kernel. However, since mapped page-locked 

memory is shared between host and device, the application must synchronize memory 

accesses using streams or events to avoid any potential read-after-write, write-after-

read, or write-after-write hazards. Another disadvantage is that allocating too much 

page-locked memory reduces overall system performance, because the amount of 

physical memory available to the operating system for paging is reduced [38]. 

The performance of this implementation is similar to the classic 

implementation but supports only small images and few decomposition levels. 

Allocating more memory makes the operating system unstable and sometimes leads to 

system crashes. As a result, this implementation does not solve the problem of 

insufficient memory. The flow diagram of this implementation is shown on Figure 

4.7. 
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Figure 4.7. Flow diagram of the “pinned” host memory extended implementation of 

2D convolution. All data reside in page-locked physical memory. The input for this 

function is the image, the convolution kernel (filter) and the output mode. The output 

is an image whose dimensions depend on the output mode. 

 

 

4.7.2 Loading of pixel neighborhoods 

 

By examining Equation 4.3 it is easily derived that in order to calculate a pixel 

of the output, the whole input image is not needed. Only a small neighborhood around 

this pixel is used for the calculation. Its size depends on the size of the filter. This 

implementation calculates the indexes of the input pixels needed for each output pixel. 

Then, after asserting the amount of available GPU memory, it transfers to the device 

memory the number of “neighborhoods” that fit and then calculates the respective 

output pixels using an implementation based on the definition of 2D convolution. This 

procedure is iterated until all output pixels have been calculated. This implementation 

can support very large images. However, due to frequent transfers to and from the 

device memory, performance suffers greatly. Compared to the basic implementations 

for image sizes that fit the GPU memory, this implementation is far less efficient. 

Also, as the images size increase, computational time increases dramatically due to 

the large number of memory transfers. Figure 4.8 shows the flow diagram of this 

implementation. 
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Figure 4.8. Flow diagram of the “pixel neighborhoods” extended implementation of 

2D convolution. The input for this function is the image which resides in host 

memory, the convolution kernel (filter) which resides in the device memory and the 

output mode. The output is an image whose dimensions depend on the output mode. 

 

 

4.7.3 Loading of horizontal strips of the input image 

 

In this implementation, the input image is divided in full horizontal strips. The 

size of each strip depends on the available device memory and is the largest that can 

fit into the memory. After transferring the part to the device memory, the output 

pixels that can be calculated using this part of the image are calculated using an 

implementation based on the definition of 2D convolution. This procedure is iterated 

until all output pixels have been calculated. This implementation utilizes more 

efficiently the available memory compared to the “pixel neighborhood” extended 

implementation due to the fact that it reduces the amount of duplicate pixels loaded to 

the device memory. In the optimal case where the available memory is enough to 
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allow all the computations to finish in only one iteration, this implementation’s 

performance is similar to the classic implementation plus the time needed to transfer 

the input image from the host memory to the device memory. This implementation 

achieves a balance between efficiency and support for large images. The worst case 

scenario is having a large image and low memory. In that case, if the image strip that 

fits the available memory is enough to calculate some pixels, performance suffers 

greatly due to the large number of transfers between host and device memory. The 

flow diagram of this implementation is shown on Figure 4.9 

 

 
 

Figure 4.9. Flow diagram of the “horizontal strips” extended implementation of 2D 

convolution. The input for this function is the image which resides in host memory, 

the convolution kernel (filter) which resides in the device memory and the output 

mode. The output is an image whose dimensions depend on the output mode. 
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5. EXPERIMENTAL EVALUATION 
 

In order to asses then efficiency of these implementations, extended performance 

testing has been conducted using a C [42], a MatLab [43] and the CUDA 

implementation of the Contourlet Transform. All decomposition times were 

calculated for one level of decomposition with the Laplacian Pyramid using the 5-3 

filters [5][18], then decomposed into 4 directional subbands with the Directional Filter 

Bank using the 9-7 filters [5][18]. Speed measurements for the CPU implementations 

were made on an Intel Dual Core T2410 CPU with 3 GB of RAM running MS 

Windows 7 Professional. The MatLab version was R2009a. Speed measurements for 

the CUDA implementations were made on an NVIDIA GeForce 9800GT with 512 

MB of memory with compute capability 1.1 and an NVIDIA GeForce GTX285 with 

1024 MB of memory with compute capability 1.3. 

5.1 Contourlet Transform decomposition using the classic and FFT-

based convolution 

 

The following graph shows the execution times of the Contourlet Transform 

implementation using the classic and the FFT-based convolution. 

0

130

260

390

520

650

780

910

1040

1170

1300

16
x1

6

32
x3

2

64
x6

4

12
8x

128

25
6x

256

51
2x

512

10
24

x1
02

4

Image size

T
im

e
 i

n
 m

il
is

e
c
o

n
d

s

Classic (9800GT)

Classic (GTX285)

FFT-based (9800GT)

FFT-based (GTX285)

 
Figure 5.1. Execution times for Contourlet Transform decomposition using the classic 

and FFT-based convolution. Due to low memory availability, the 9800GT graphics 

card did not have the capability to compute the Contourlet Transform for images 

bigger than 1024x1024. 



5. Experimental evaluation 

 60 

Considering the performance of the FFT-based GPU implementation of the 2D 

convolution, this implementation was selected as the most suitable for the Contourlet 

Transform GPU implementation. 

5.2 Contourlet Transform decomposition using the FFT-based 

convolution 

 

The following graph shows the execution times of the Contourlet Transform 

implementation using the FFT-based convolution. 
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Figure 5.2. Execution times for Contourlet Transform decomposition using the FFT-

based convolution. Due to low memory availability, the 9800GT graphics card did not 

have the capability to compute the Contourlet Transform for images bigger than 

1024x1024. 

 

It is easily visible that as the images size increases, the GPU implementation 

outperforms the CPU implementations, while achieving real-time performance. In 

order to make the data more visible, the following graph shows the same data as 

Figure 5.2. 
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Figure 5.3. Execution times for Contourlet Transform decomposition using the FFT-

based convolution. This graph contains the same data as Figure 5.2. 

 

 

 

The 9800GT graphics card did not have the capability to compute the Contourlet 

Transform for images bigger than 1024x1024. Execution times for images of size 

2048x2048 are shown on Figure 5.4. 
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Figure 5.4. Execution times for Contourlet Transform decomposition using the FFT-

based convolution for images of size 2048x2048. 

 

5.3 Comments on performance 

 

The CPU implementation of the Contourlet Transform achieves better performance 

for images smaller than 64x64 pixels compared to the GPU implementations. The 

reason for this is the overhead of the CUDA architecture along with the small number 

of computations needed for such small images. Considering the impact of the 2D 

convolution implementations on the performance of the Contourlet Transform, the use 

of the classic convolution implementation achieves better performance for images 

smaller or equal to 256x256 pixels due to the overhead of the Fast Fourier Transform 

implementation.  
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6. CONCLUSIONS & FUTURE WORK 
 

6.1 Conclusions 

 

The use of the NVIDIA CUDA architecture for the GPU implementation of the 

Contourlet transform lead to achieving real-time performance without the use of 

highly specialized hardware such as FPGAs, etc. The GPU implementation 

outperforms the available CPU implementations as the size of the images increases. 

Moreover, taking into consideration the scalable programming model of the CUDA 

architecture, performance is due to increase with the advent of new graphics cards. 

 

6.2 Future work 

 

Future work could include improvements to the performance of the implementation. 

Some of these improvements can be summed up to the following proposals: 

 

• In the classic 2D convolution implementation each thread needs the whole 

filter. Instead of simply having the filter in the device memory and passing it 

to the CUDA kernel, the shared memory of the GPU processing cores could be 

utilized. 

 

• When the program waits for all the CUDA threads to finish, after calling a 

CUDA kernel, execution halts. Thread syncing could be optimized in order to 

allow concurrent execution with other tasks that do not need the results of this 

kernel. 

 

• With the recent release of the version 4.0 of the CUDA toolkit, it is now 

possible to concurrently execute CUDA kernels. To some extent, the 

Laplacian Pyramid and the Directional Filter Bank stages of the Contourlet 

Transform could run in parallel in order to increase the throughput and the 

GPU utilization. 

 

• The version 4.0 of the CUDA toolkit offers many new features that could be 

explored in order to achieve better performance in this implementation. 
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TABLE OF ABBREVIATIONS AND ACRONYMS 
 

 

CAD Computer Aided Diagnosis 

CDF wavelet Cohen Daubechies Feauveau wavelet 

CT Contourlet Transform 

CUDA Compute Unified Device Architecture 

DCT Discrete Cosine Transform 

DFB Directional Filter Bank 

DFT Discrete Fourier Transform 

DWT Discrete Wavelet Transform 

FIR Finite Impulse Response 

FFT Fast Fourier Transform 

GPU Graphics processing Unit 

LP Laplacian Pyramid 

MRI Magnetic Resonance Imaging 

JPEG Joint Picture Experts Group 

OS Operating System 

PDFB Pyramidal Directional Filter Bank 

RF Radio Frequency 

SAR Synthetic Aperture Radar 

SIMD Single Instruction Multiple Data 
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